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RÉSUMÉ

Prédire la propagation du bruit aéroacoustique est une tâche difficile en présence d’écoule-
ments moyens complexes et d’effets géométriques d’installation. La conception des futurs
systèmes de propulsion silencieux appelle au développement d’outils capables d’effectuer
de nombreuses évaluations avec une faible erreur et un faible coût de calcul. Tradition-
nellement, des modèles analytiques ou des approches numériques hybrides ont été utilisés
à cette fin. Cependant, ces méthodes sont généralement contraintes par des hypothèses
simplificatrices qui ne sont pas facilement assouplies. Ainsi, l’objectif principal de cette
thèse est de développer et de valider de nouvelles méthodes pour la prédiction rapide et
précise de la propagation aéroacoustique dans des écoulements moyens et des géométries
complexes. Pour cela, des réseaux de neurones profonds à convolution, entraînés sur des
données, et agissant comme prédicteurs spatio-temporels sont considérés. Ces modèles par
substitution sont entraînés sur des données de haute fidélité, générées par des solveurs
numériques aérocoustiques directs. De telles bases de données sont capables de modéliser
des phénomènes d’écoulement, ainsi que des paramètres géométriques complexes. Le ré-
seau de neurones est conçu pour remplacer le solveur haute fidélité à un coût de calcul
beaucoup plus faible une fois la phase d’entraînement terminée, tout en prédisant la pro-
pagation acoustique dans le domaine temporel avec une précision suffisante. Trois cas de
test, de complexité croissante, sont utilisés pour tester l’approche, où le substitut appris
est comparé à des solutions analytiques et numériques. Le premier cas correspond à la
propagation acoustique bidimensionnelle dans des domaines fermés, où des sources im-
pulsionnelles Gaussiennes sont considérées. Ceci permet de comprendre le comportement
fondamental des réseaux de neurones à convolution étudiés. Deuxièmement, l’approche
est étendue afin de prendre en compte une variété de conditions aux limites, notamment
des conditions aux limites non réfléchissantes et des obstacles réfléchissants de géométrie
arbitraire, modélisant la réflexion et la diffusion des ondes acoustiques sur ces obstacles.
Cela permet de prédire la propagation acoustique dans des configurations plus proches
des problématiques industrielles. Enfin, les effets des écoulements moyens complexes sont
étudiés à travers une base de données d’ondes acoustiques qui se propagent à l’intérieur
d’écoulements cisaillés. Ces applications mettent en évidence la flexibilité des méthodes
basées sur les données, utilisant des réseaux de neurones à convolution. Ils permettent
une accélération significative des prédictions acoustiques, tout en gardant une précision
adéquate et en étant également capables de prédire correctement la propagation acous-
tique en dehors de la gamme de paramètres des données d’apprentissage. Pour cela, des
connaissances préalables sur la physique de propagation des ondes sont incluses pendant
et après la phase d’apprentissage du réseau de neurones, permettant un contrôle accru
sur l’erreur effectuée par le substitut. Parmi ces connaissances préalables, la conservation
des grandeurs physiques et le traitement correct des conditions aux limites sont identifiés
comme des paramètres clés qui améliorent les prédictions du modèle proposé.

Mots-clés : Propagation acoustique; réseaux de neurones à convolution; méthodes auto-
regréssives; modèle de substitut; méthodes basées sur les données; aéroacoustique





ABSTRACT

Predicting the propagation of aerocoustic noise is a challenging task in the presence of
complex mean flows and geometry installation effects. The design of future quiet propul-
sion systems requires tools that are able to perform many accurate evaluations with a low
computational cost. Analytical models or hybrid numerical approaches have tradition-
ally been employed for that purpose. However, such methods are typically constrained
by simplifying hypotheses that are not easily relaxed. Thus, the main objective of this
thesis is to develop and validate novel methods for the fast and accurate prediction of
aeroacoustic propagation in complex mean flows and geometries. For that, data-driven
deep convolutional neural networks acting as auto-regressive spatio-temporal predictors
are considered. These surrogates are trained on high-fidelity data, generated by direct
aeroacoustic numerical solvers. Such datasets are able to model complex flow phenomena,
along with complex geometrical parameters. The neural network is designed to substitute
the high-fidelity solver at a much lower computational cost once the training is finished,
while predicting the time-domain acoustic propagation with sufficient accuracy. Three
test cases of growing complexity are employed to test the approach, where the learned
surrogate is compared to analytical and numerical solutions. The first one corresponds
to the two-dimensional propagation of Gaussian pulses in closed domains, which allows
understanding the fundamental behavior of the employed convolution neural networks.
Second, the approach is extended in order to consider a variety of boundary conditions,
from non-reflecting to curved reflecting obstacles, including the reflection and scattering
of waves at obstacles. This allows the prediction of acoustic propagation in configurations
closer to industrial problems. Finally, the effects of complex mean flows is investigated
through a dataset of acoustic waves propagating inside sheared flows. These applications
highlight the flexibility of the employed data-driven methods using convolutional neural
networks. They allow a significant acceleration of the acoustic predictions, while keeping
an adequate accuracy and being also able to correctly predict the acoustic propagation
outside the range of the training data. For that, prior knowledge about the wave propa-
gation physics is included during and after the neural network training phase, allowing an
increased control over the error performed by the surrogate. Among this prior knowledge,
the conservation of physics quantities and the correct treatment of boundary conditions
are identified as key parameters that improve the surrogate predictions.

Keywords: Acoustic propagation; convolutional neural networks; auto-regressive meth-
ods, surrogate modelling; data-driven methods; aeroacoustics
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Ŷ NN prediction −
W NN weights −
Z Set of rational numbers −

Greek letter Definition Units

∆t Time-step s
∆x Grid-spacing m
γ Heat capacity ratio −
ε Amplitude of acoustic perturbation (small parameter) Pa
ϵ Energy-preserving correction (small parameter) kgm−3

θ,θ∗ NN Parameters (weights and biases) −
(κ

(l)
x , κ

(l)
y ) Width and height of kernel at layer l (CNN) −

λ Acoustic wavelength m
λPDE, λMSE, λGDL Weighting term in loss function (NN) −
ξ Mesoscopic particle velocity (LBM) ms−1

ρ Density kgm−3

ρ0 Mean flow density kgm−3

ρ′ Density fluctuation kgm−3

ς Sponge layer strength (LBM) s−1

σ Activation function (NN) −
τf Relaxation time (LBM) s
τD Characteristic time based on distance D s
τ Viscous stress tensor Pa
ϕ Acoustic potential m2s−1

ω Angular frequency rad s−1

ω Vorticity s−1



LIST OF SYMBOLS xxix

Mathematical operators Definition

a Scalar
a Vector
A Tensor
argmin(a) Argument of the minimum value
da Infinitesimal variation
δ(a) Dirac delta function
∂(n)a/∂t(n) Time derivative (order n)
∂(n)a/∂x(n) Spatial derivative (order n)
H(a) Heaviside function
a · b Dot product
∇a Gradient
∇ · a Divergence
∇2a Laplacian
∇× a Curl
aT Transposed vector
f ◦ g Composition of functions : f ◦ g(x) = g(f(x))
E[x] Expected value over a random variable
Var[x] Variance over a random variable : Var[x] = E[(x− E[x])2]



This page is intentionally left blank



LIST OF ACRONYMS

Acronyme Définition

AC Air Conditioning
ACARE Advisory Council for Aeronautics Research in Europe
APE Acoustic Perturbation Equations
AVBP High-fidelity multi-phase compressible LES solver (CERFACS/IFPEN)
BC Boundary condition
BGK Bhatnagar, Gross and Krook (LBM collision scheme)
CAA Computational Aero-Acoustics
CERFACS Centre Européen de Recherche et de Formation Avancée en Calcul Scientifique
CFD Computational Fluid Dynamics
CFL Courant-Friedrich-Levy Number
CNN Convolutional Neural Network
CROR Counter-Rotating Open Rotor
dB Decibel (non-dimensional unit of acoustic intensity)
DL Deep Learning
DMD Dynamic Mode Decomposition
DNC Direct Noise Computation
DNS Direct Numerical Simulation
DRP Dispersion-Relation-Preserving
EE Euler Equations
EPC Energy Preserving Correction
EPNL Effective Perceived Noise Level
FW-H Ffowcs Williams and Hawkings
GDL Gradient Difference Loss
GPU Graphics processing unit
HVAC Heating, Ventilation and Air Conditioning
IC Initial Conditions
ICAO International Civil Aviation Organization
IID Independent and Identically Distributed (random variable)
KGML Knowledge-Guided Machine Learning
LBM Lattice-Boltzmann Method
LEE Linearized Euler Equations
LES Large Eddy Simulation
LODI Local One-Dimensional Inviscid
LPCE Linearized Perturbed Compressible Equations
LReLU Leaky Rectified Linear Unit
LSTM Long-Short Term Memory (type of RNN)

xxxi



xxxii LIST OF ACRONYMS

Acronyme Définition

ML Machine Learning
MLP Multi-Layer Perceptron (type of NN)
MSE Mean-Square-Error
NACA National Advisory Committee for Aeronautics
NN Neural Network
NSCBC Navier-Stokes Characteristic Boundary Conditions
ODE Ordinary Differential Equation
OOD Out-of-Distribution (random variable)
PDE Partial Differential Equation
PDF Probability Distribution Function
PINN Physics-Informed Neural Network
POD Proper Orthogonal Decomposition
RANS Reynolds-Averaged Navier-Stokes
ReLU Rectified Linear Unit
RGB Red, Green and Blue (color channels)
RNN Recurrent Neural Network
ROM Reduced Order Model
rrBGK Recursive and regularized BGK (LBM collision model)
SPL Sound Pressure Level
TTG4A/TTGC Two-Step Taylor-Galerkin, versions 4A and C
UHBR Ultra-High By-Pass Ratio
URANS Unsteady Reynolds-Averaged Navier-Stokes



CHAPTER 1

Introduction

1.1 Context: aeroacoustic noise and complex propa-

gation effects in future designs
Aeroacoustics is the science that studies the sound produced by sources of aerodynamic
origin. This kind of noise has become an important cause of disturbance in a wide range
of applications, from the aerospace to automotive, energy (e.g. wind turbines) or building
(e.g. HVAC) industries. Both fixed and rotating devices (wings, cars, engines, turbo-
machines) produce noise when immersed in a moving flow. These disturbances affect the
health of users (e.g. passengers) and non-users (e.g. people living next to highways or air-
ports) and constitute a critical factor when operating and expanding such activities [254].
In consequence, noise regulations are becoming more and more stringent. In the air trans-
port field, the Advisory Council for Aeronautics Research in Europe (ACARE) aims for a
reduction of 65% in the perceived noise levels by 2050, with respect to the year 2000 refer-
ence [64]. The International Civil Aviation Organization (ICAO) sets regularly the noise
limits in the Annex 16 to the Convention of International Civil Aviation. The latest edi-
tion to Annex 16 regarding aircraft noise was the production of Chapter 14 in 2013 [100],
reducing the noise of commercial aircraft by a margin of Effective Perceived Noise Level
(EPNL) of 7 dB. Further tightening in regulations are to be expected, in order to mit-
igate the increase of the perceived noise due to the continuous global air traffic growth
(+5% each year before the Covid crisis of 2020) [235]. Other industries follow similar
trends: for instance, wind turbines can cause noise annoyance in nearby neighborhoods
[161]. Regulators are enforcing stricter rules: Finland enforces a 40 dB LAeq (A-weighted
Equivalent Continuous Sound Pressure Level) limit on noise emitted by wind turbines
since 2015, while Germany sets a 35 dB limit close to residential areas [192]. Another
application where the acoustic signature has become a key design parameter is found in
the field of unmanned air vehicles and drones. For example, the Australian government
[21] has recently included such vehicles in its aircraft noise legislation in order to "control
[the] significant noise risks arising from the use of Remotely Piloted Aircraft". Thus, de-
signing future devices requires an improved understanding of noise mechanisms and more
accurate noise predictions, in order to design new devices that meet these ever growing
noise constrains.

1
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When performing aeroacoustic studies, the problem is typically divided into two main
parts: the study of the flow-induced noise source and the subsequent propagation of
acoustic waves towards the observer. Most of the aeroacoustic research is focused on
the characterization of noise sources, which is a crucial step for the attenuation of noise
emissions. However, the propagation problem is becoming more important with the in-
troduction of new propulsion architectures, where multiple interactions between acoustic
sound sources, waves, mean flow and complex geometries become dominant. The sound
waves emitted by aerodynamic sources interact with the surrounding flow and obstacles,
undergoing different wave propagation phenomena (reflection, refraction, scattering etc)
that affect how the noise is radiated towards the observer.

For example, in open or semi-open propulsive architectures, like in contra-rotating open
rotors (CROR), shown in Fig. 1.1a, drones or future urban air-mobility vehicles, distortion
effects are coupled to complex installation effects. Traditional hybrid prediction strate-
gies with a clear separation between source and propagation regions (such as in acoustic
analogies) cannot easily account for all the acoustic installation effects. In such integrated
open or semi-open rotor configurations, installation effects become as important as the
direct noise source. New accurate and fast predictive methods are required in order to
help designers understanding the complex propagation and interaction effects in such cases
[167]. For example, the noise generated by propellers mounted on a urban air-vehicle wing
can be scattered by the wing with a subsequent increase of sound levels for certain pro-
peller configurations [3]. It thus becomes necessary to develop fast and accurate tools that
also take into account complex scattering and installation effects, in order to choose quiet
designs for future propulsion systems.

Complex acoustic propagation interactions with the mean flow can also be found in fully
ducted devices, such as in modern Ultra High By-pass Ratio (UHBR) (see Fig. 1.1b) or
in air jet-pumps (see Fig. 1.1c). In UHBR, the decrease in the nacelle length compared to
classical HBR engines (for weight saving purposes) reduces the available space for liners
and leads to an increase of the noise radiated outwards by both the core and the bypass
flows, as the sound of these sources is less attenuated before leaving the duct. Furthermore,
previously cut-off modes can radiate into the far field as the duct length is truncated and
the turbulent inlet velocity distortions can become important due to the shorter length
of the nacelle. These distortions affect the propagation characteristics of the upstream-
radiated fan noise [167]. In parallel, at given thrust, UHBR run at reduced shaft speed
compared to existing engines: as the resulting bypass flows are slower, jet and bypass flow
sources are reduced and core noise may become dominant. Another collateral damage
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of the UHBR technology results from installation effects, as the larger engines need to
be mounted closer to the wing and/or to the fuselage. This generates new fluid/solid
interaction sound sources and near field wave scattering. In addition to this, aircraft
systems, such as Air Conditioning (AC) pumps, also contribute to cabin noise and airport
noise that dominate during ground maneuvers. AC pumps [98, 122] are currently replaced
by jet-pumps for maintenance purposes. They use a primary high pressure flow (red arrow
in Fig. 1.1c), which is accelerated through a nozzle, discharging into a secondary, larger
duct, that is connected to a low pressure air reservoir (blue arrow). Through shear stresses,
the high velocity jet entrains the secondary flow, which has initially a much lower velocity.
It results in the mixing of both flows, producing also a pressure rise in the secondary
flow. The advantage of this device is its simplicity related to the absence of rotating parts.
However, any noise originating upstream of the primary nozzle (e.g. from a compressor) can
propagate through the jet pump directly into the air exhaust. The presence of a mixing
layer between the primary and secondary flows, and the rapid change in cross-section
diameter, can lead to complex acoustic propagation effects: refraction and reflection on
shear layers can change the shapes of the modes along the axial coordinated [203] and
the presence of the primary nozzle lips scatters noise towards both into downstream and
upstream parts of the secondary duct [220, Chap. 5, Sec. 5.4, pp. 173-197]. Additionally,
the change in the duct cross-section can lead to a cut-on mode becoming cut-off, and vice
versa. These effects may lead to an increase of radiated noise, which can then become
one the aircraft dominant noise sources during taxi phases. Therefore, creating accurate
acoustic propagation tools that can take into account such complex interactions between
the acoustic waves, the mean flow and duct geometries (as in UHBR or jet-pumps) will
help predicting and eventually reducing the noise emission of this type of devices.

In order to address these new aeroacoustic design challenges, quick and accurate predictive
tools are needed to provide the designer with enough information without resorting to
expensive experimental campaigns or high-order numerical simulations (which may be too
expensive for performing parametric studies or optimization campaigns).

1.2 Aeroacoustic prediction tools
There are typically two main approaches when dealing with aeroacoustic problems (besides
experimental approaches that are not covered in this work):

– Computational aeroacoustics (CAA) are currently the most employed tool for
aeroacoustic prediction. These type of methods vary in their accuracy and numer-
ical cost, depending on the way the source computation (e.g. using CFD) and the
subsequent acoustic problem are treated. As reviewed by Lele and Nichols [133]
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(a) Counter Rotating Open Rotor (CROR), from [167].

(b) UltraHigh-Bypass Ratio Engine, from [167].
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Figure 1.1 Examples of noises in novel and future engine or architectures and
system elements placed with complex instaltion effects.
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and more recently by Moreau [166], most industrial cases follow a hybrid two-step
approach: first, a transient Computational Fluid Dynamics (CFD) simulations, such
as Unsteady Reynolds-Averaged Navier-Stokes (URANS) or Large Eddy Simulation
(LES), is employed to provide information about the aerodynamic sources. Then,
the noise radiation into the far field is calculated through an acoustic propagator,
such as the Ffowcs Williams Hawkings (FW-H) analogy [69]) or other methods solv-
ing some form of the wave equation or the linearized or nonlinear Euler equations. It
is possible, nonetheless, to simultaneously compute the sources and the subsequent
propagation, using Direct Noise Computations (DNC). This requires high-order nu-
merical schemes to ensure low dissipation and dispersion errors. For example, high-
order compressible Navier-Stokes solvers [51] or Lattice-Boltzmann Method (LBM)
[124] solvers displays such capabilities, achieving direct propagation in realistic con-
figurations.

– Analytical approaches rely on important simplifications of the geometry and flow
conditions in order to achieve closed-form mathematical solutions without resorting
to numerical integration schemes. They are able to output acoustic predictions for
a fraction of the cost of a CAA simulation. For the simplest cases, the exact solu-
tion of the aeroacoustic problem can be derived (e.g. the Green’s function) provided
that the sources are accurately predicted. When more complex setups are studied,
semi-analytical models are still able to provide quick and accurate aeroacoustic pre-
dictions, only requiring some parts of the method to be numerically evaluated or
approximated. Aeroacoustic analytical models have many applications: for exam-
ple [16, 205] developed leading and trailing edge noise response models for isolated
airfoils. The responses relate the unsteady load of a flat plate to the turbulent or
vortical disturbances. Other semi-analytical models deal with the propagation of
waves in slowly varying ducts [202]. When considering more realistic geometries or
flow conditions, semi-analytical solutions can be found in special cases, as the 2D
linear mean sheared flow in slowly varying ducts [203], or quasi-1D mean flow in
rapidly varying ducts [60]. More complex configurations may require the use of full
numerical integration.

In the context of industrial design and optimization phases, full aeroacoustic numerical
simulations are too expensive for designers needing to perform many model evaluations.
On the top of that, exact input parameters are not always availble as the design may not
be advanced enough to account for fine details: in such situations, aeroacoustic estimates
may be required to evaluate and compare various airplane concepts. Analytical approaches
become then a compelling low-cost tool, where each evaluation takes seconds or minutes,
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instead of hours, days or even weeks reauired for a full numerical computation. However,
these analytical methods are usually limited by strong assumptions in their applicability
regarding the nature of the flow in which the sound waves are propagating or the problem
geometry. Thus, developing fast propagation methods for arbitrary mean flows or geome-
tries, is an ongoing research challenge. This thesis will contribute to the design of new
propagation tools, in view of applications such as jet pumps, CROR or UHBR turboma-
chines, where propagation effects due to complex mean flow or geometric installation can
be significant as discussed above.

1.3 Physics-based data-driven surrogates
The aim of this work is to propose and study new methods for the fast prediction of
aeroacoustic propagation in the presence of complex mean flows (e.g. sheared flows) and
complex geometries (e.g. scattering obstacles, variable-section ducts), usable in the context
of aeroacoustic industrial design phases.

In view of the limitations due to the modelling hypotheses of analytical models, and
the high computational cost of full numerical methods, already outlined in section 1.2, a
different approach is followed here.

This work explores the development of quick models for the propagation of acoustic waves
using data-driven techniques, based on deep neural networks. Such an approach is cho-
sen based on the recent development of statistical data-driven models like deep neural
networks, which have been successfully applied at a large scale to numerous applications
such as image recognition, natural language processing, data classification or segmenta-
tion, etc [28]. These techniques are able to efficiently learn linear and non-linear trans-
formations on high-dimensional raw data (e.g. images composed of millions of pixels,
i.e. millions of degrees of freedom) in order to find abstract representations that allow
performing downstream tasks such as identifying objects on images (e.g. classification),
or translating from one language to another. They are usually applied to problems with
no a priori known mechanistic model (i.e. no Ordinary or Partial Differential Equations
are known to describe the behavior of such systems). To compensate for this lack of a
priori knowledge, machine learning uses a large amount of data that are available through
databases of images [209] or texts [194]. Such an approach has demonstrated the capability
of deep learning techniques to accurately perform complex predictive regression or classi-
fication tasks. Moreover, the progress experienced by the deep learning field is strongly
linked to the improvements in hardware capacities (through Graphical Processing Units
- GPUs), which provide large speedups when performing typical neural network matrix-
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multiplication operations in large amounts of data. Thus, deep learning methods may be
an appropriate candidate for the development of new aeroacoustic predictors, able to learn
on high-fidelity data. Deep learning models are not expected to be limited by the strong
hypotheses of analytical models yet taking advantage of their simple algebra (linear matrix
multiplication coupled with point-wise non-linear operations, described later in detail in
Chapter 2) in order to create fast and accurate surrogate propagation models.

Figure 1.2 Schematic of the physics-based machine learning (called KGML in
[110]) paradigm. The abscissa shows the use of data, while the ordinate shows
the use of scientific knowledge. KGML uses large amount of data while also
constraining the learned models to follow physics conservation laws. Used with
permission of Taylor & Francis Group LLC - Books, from [110]; permission
conveyed through Copyright Clearance Center, Inc.

However, their application to aeroacoustics, fluid mechanics, or general physics-based prob-
lems is still an open research question due to several factors, as discussed by Karpatne
et al. [110, Chap. 1, pp. 1-29] or by Willard et al. [252]:

i) such high-dimensional problems require large databases which are seldom available
in fluid mechanics due to the high computational cost of producing such databases:
one single transient Direct Numerical Simulation requires weeks of simulation and
results in large memory arrays (Terabytes of memory) which are complex to process;

ii) usually, only a limited range of key physical parameters (e.g. Reynolds, Mach num-
bers) is represented in such databases, and generating new data samples is costly.
This can hinder the performance of data-driven models, not expected to perform
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well for out-of-distribution samples (i.e. data outside the distribution of the training
database);

iii) the use of pure data-driven techniques without any explicit link to governing PDEs
may create models that are inconsistent with the underlying physics (e.g. conserva-
tion equations are not fulfilled, multi-scale phenomena such as turbulence are not
well captured);

iv) such data-driven models may be hardly interpretable (e.g. defined some times as
black-box models), with no, or less, guarantees on their accuracy and reliability such
as the ones usually obtained with classical PDE solvers.

Such pitfalls have already been identified in the literature, later addressed in Chapter 2.
Many works coincide in the need of mitigating these limitations by employing the concept
of "physics-based" machine learning (also called "knowledge-guided" by Karpatne et al.,
"physics-informed" [198] or "physics-constrained" [73] machine learning). This term is
illustrated in Fig. 1.2: on the one hand, data-only deep learning (blue box) employs large
amounts of data with no a priori knowledge of the governing physical equations. On the
other hand, traditional physics models (green box) use few amounts of data (e.g. only
for tuning some empirical constants in RANS turbulence models). Combining both prior
scientific knowledge and data-driven techniques (orange box) can improve both the gen-
eralization capabilities of the model (i.e. the capacity of the learned model to work out-
side the range of physics parameters of the training data) as well as its interpretability,
and could reduce the need of having large databases. Such an approach would help the
aeroacoustics community to developing quick surrogate models with less constraints than
analytical methods.

The concept of physics-based machine learning can be applied to a variety of applications,
as shown by Karpatne et al. [110]. The basic framework for building a science-based model
is presented in Fig 1.3: in order to build a model F which is able to predict the physical
behavior of a system, some inputs, or cause, X are required, together with the relevant
parameters P of the system (e.g. Reynolds, Mach numbers). It produces some predictions
Ŷ which are an approximation of the true outputs, or effects, Y (called ground-truth data
in the machine learning literature).

Then, the different applications of physics-based machine learning employ one or more
elements of the presented framework. Table 1.1 describes the needs required to develop
such models in terms of data, pre-existing models F and knowledge of the governing
equations [110, 252].
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Figure 1.3 Relationship diagram of science-based models for physical systems.
Used with permission of Taylor & Francis Group LLC - Books, from [110];
permission conveyed through Copyright Clearance Center, Inc.

In the case of interest, the aim is to develop new aeroacoustic predictors with less con-
straints than analytical solvers, but faster than traditional numerical solvers, a suitable
strategy is to consider the surrogate modeling. This replaces an existing model F by
a computationally more efficient one, for example replacing expensive RANS-CFD simu-
lations by neural networks for the prediction of steady flow fields around airfoils as shown
by Thuerey et al. [237]. Table 1.1 shows that some pre-existing science-based model F is
required.

In the present work, such a pre-existing model consists in a high-fidelity unsteady com-
pressible solver that is able to perform direct aeroacoustic predictions in a broad range
of configurations (including the one of interest, which comprises installation effects on a
complex mean flows). This implies that the governing equations of the problem are also
known.

Nonetheless, since the proposed data-driven methods are relatively novel in the field of fluid
mechanics, with even fewer applications to aeroacoustics, this work will focus on studying
simplified configurations, where analytical solutions are known (at least for some specific
cases), in order to benchmark the developed methods and evaluate the error with respect
to both numerical and analytical baselines. Such an approach intends also to build publicly
available datasets in order to allow researchers to benchmark future methods, helping in
the reproducibility of these statistics-based methods.

1.4 Thesis objectives
The principal objective of this thesis is to develop and validate data-driven methods for
the fast prediction of aeroacoustic propagation in devices with complex mean flows and
geometries. Such methods would then be used as a preliminary design tool to improve the
acoustic signature in industrially relevant configurations that are beyond the outreach of
existing analytical methods. The data-driven tools are trained on high-fidelity data, gen-
erated by numerical solvers, which are often too expensive to perform parametric studies
in a short amount of time (in the "online" design phase). However, the data-driven tools
can be trained on data generated previously (during an "offline" phase). Once trained,
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Problem
Formulation Needs Objective Comments

Improved
Forward
Modeling

Ground-truth
observations and
scientific knowledge
(imperfect or
incomplete)

Improving predictive
accuracy (i.e., Ŷ
matches observations
more closely)

Optionally, access to
science-based model
simulations of Ŷ .
Additional objectives
can include improving
computational
efficiency and
discovering knowledge
gaps in current
science-based model

Surrogate
Forward
Modeling

Science-based
model F

Replacing F by a
computationally
efficient ML-based
forward model

Reduced-
Order
Modeling

Science-based
model F and
knowledge of
governing equations
fully describing F

Obtaining a reduced
representation of F
leading to discovery of
new knowledge of
salient or principal
relationships in F

Reduced F can also
offer improvements in
computational efficiency

Discovering
Governing
Equations

Ground-truth
observations

Discovering the
scientific equations
and laws governing
the processes of the
system

Inverse
Modeling

Ground-truth
observations

Inferring P given
observations of (X, Y )
to retrieve the latent
parameters of the
system

Parameter
Calibration/
Estimation

Ground-truth
observations and
forward model F

Inferring P such that
Ŷ = F (X,P ) becomes
more accurate (i.e., Ŷ
matches observations
more closely)

Table 1.1 Applications of physics-based machine learning, as classified by
Karpatne et al. [110]. Used with permission of Taylor & Francis Group LLC
- Books, from [110]; permission conveyed through Copyright Clearance Center,
Inc.
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the data-driven tools could ideally replace the original expensive numerical solver, so that
the trained model can be evaluated many times with a low computational cost during the
design phase.

Deep neural network surrogates are chosen for that purpose. Such tools need to be provided
with some ground truth data Y . High-fidelity direct noise computations with complex
geometries and propagation effects are employed for generating the databases. The Lattice-
Boltzmann Method solver Palabos [124] and the compressible Navier-Stokes solver AVBP
[216] will be employed for that purpose.

The study is divided into two main categories: (i) the development of the data-driven
models in view of their application to aeroacoustic propagation problems and (ii) the
study of certain methodology questions related to these novel data-driven tools in the
context of the present research.

Applications

Instead of focusing on a single application which takes into account the full complexity of
the problem, e.g. propagation in complex geometries with mean flow distortion, the thesis
divides the problem into simpler sub-problems. This enables a step-by-step validation with
known analytical solutions, using simple acoustic solutions. Complexity is introduced into
the geometry and the mean flow gradually. Indeed, the following applications are discussed
and analysed in the present manuscript

i) How to propagate acoustic waves in simplified two-dimensional configurations, with-
out any mean flow or installation effects,

ii) How to consider complex installation effects, by modeling the reflection and scatter-
ing of waves by arbitrary geometries,

iii) How to include complex mean flow effects in the propagation problem, such as acous-
tic propagation in sheared flows.

Methodology questions

A second objective of this thesis is to systematically evaluate the main methodology ques-
tions related to data-driven surrogates. As presented in section 1.3, these novel methods
face several challenges when applied to physical problems, regarding their data needs
and computational costs, their capability to predict accurately outside the training data
range, the fulfillment of physical constraints and conservation laws and their interpretabil-
ity. Thus, improving the understanding of such problems is of paramount importance for
the development of data-driven methods in the present context. This understanding can
be distilled in a series of questions, that are studied throughout this work in different
aeroacoustic propagation applications:
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i) What is the error in terms of space and time performed by the learned surrogate?

ii) Are the models able to extrapolate their predictions outside the range of the training
database?

iii) How to enforce predictions that are compliant with physical principles (e.g. conser-
vation equations, boundary conditions)?

iv) What are the needs in terms of dataset size in order to train an accurate neural
network?

v) What is the associated computational cost of such methods?

vi) How is reproducibility ensured in such statistical methods?

1.5 Outline and Main Contributions
The document is organized as follows:

– Chapter 2 "State of the art" first presents the governing Linearized Euler
Equations (LEE), followed by some analytical solutions of interest, used later for
benchmarking and validating the numerical solver and data-driven surrogates re-
sults. Then, the existing approaches of computational aerocoustics (CAA) are pre-
sented, from acoustic analogies, to generalized LEE propagators and full non-linear
Navier-Stokes and Lattice Boltzmann solvers. The choice of high-order unsteady
compressible solvers to create a training database for NN surrogates, is explained.
The state of the art, continues with a short introduction to deep learning algorithms
(completed in Appendix B). A review of relevant machine learning methods applied
to fluid mechanics and wave mechanics is performed, identifying the most interesting
methods in view of their application to the problem of acoustic wave propagation.
Finally, the main challenges of the studied problem are highlighted, encompassing
the study of temporal and spatial errors, dataset sizes, boundary conditions, loss
functions and reproducibility.

– Chapter 3 "Propagation of acoustic waves in closed domains with no mean
flow" studies the simple problem of two-dimensional propagation of Gaussian pulses
in closed reflecting domains without mean flow effects. A Lattice-Boltzmann solver
is used to generate the training database, validated against an analytical solution
from Chapter 2. The surrogate model employs a time-formulation auto-regressive
deep convolutional neural network predicting the full spatio-temporal evolution of
the acoustic density fluctuations. The error evolution in time and space is evaluated,
leading to the development of an Energy-Preserving Correction (EPC) during the
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testing phase (i.e. after the training is complete). Such a correction ensures that the
acoustic energy remains approximately constant over time, proving that the physics-
guided constraining of neural networks can be done even during such testing phase.
The generalization capabilities of the network to different types of initial conditions
is also demonstrated: while the training uses cylindrical Gaussian pulses of initial
positive amplitudes only, the network is able to correctly predict the propagation of
plane waves and dipole-like Gaussian pulses, generalizing previous literature results.
An analysis of the requirements in terms of dataset size, time-step and computational
cost is also done. These results have been presented in the following publications:

– A. Alguacil, M. Bauerheim, M. C. Jacob, and S. Moreau (2020) Predicting
the Propagation of Acoustic Waves using Deep Convolutional Neu-
ral Networks. In AIAA Aviation Forum, Paper 2020–2513, Reno, NV, USA
(Virtual Event). June 2020. doi: 10.2514/6.2020-2513. [9]

– A. Alguacil, M. Bauerheim, M. C. Jacob, and S. Moreau (2021). Pre-
dicting the propagation of acoustic waves using deep convolu-
tional neural networks. Journal of Sound and Vibration, 512:116285, doi:
10.1016/j.jsv.2021.116285. [10]

– Chapter 4 "Analysis of the reproducibility in auto-regressive time-space
learned solvers" studies the reproducibility challenge encountered when training
neural networks. Since the gradient descent algorithms employed to train NNs are
computationally costly, they require the use of GPU hardware, which introduces non-
deterministic operations. Furthermore, such algorithms are usually re-formulated as
a stochastic descent in order to increase their learning ability, at the cost of hin-
dering the reproducibility. This Chapter studies such a problem in the context of
the auto-regressive neural network used in Chapter 3. It employs different types of
floating-point precision (single and double precision) for repeated trainings. It high-
lights the possible benefits of double-precision training towards more reproducible
research, as a lower variance in the results is obtained. However, no clear advantage
is found in terms of accuracy, while the computational cost increases by several or-
ders (2-3 times more). This work has been published in the following peer-reviewed
journal:

– W. Gonçalves Pinto, A. Alguacil, and M. Bauerheim (2022). On the re-
producibility of fully convolutional neural networks for modeling
time-space-evolving physical systems. Data Centric Engineering, 3. doi:
10.1017/dce.2022.18. [79]
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– Chapter 5 "Treatment of boundary conditions in Convolutional Net-
works" focuses on the influence of the modelling of boundary condition in con-
volutional neural networks used as surrogates of the time-domain wave equation.
Different boundary conditions are studied, namely the periodic, reflecting, and non-
reflecting cases. Three different strategies are tested when implementing each one
of the boundary conditions: the first one ("implicit" strategy) employs the classical
padding mechanism found in convolutional layers. The second one ("spatial context"
strategy) adds an additional input field, providing the location of the boundary con-
ditions to the CNN. Finally, the "explicit" strategy calculates the CNN response at
the boundary condition nodes separately from the rest of the CNN output, employ-
ing finite difference equations, similarly to classical numerical solvers. It is found
that the implicit padding strategy is sufficient to model the periodic and reflecting
boundary conditions, as long as the chosen padding strategy follows the physical
logic (e.g. periodic padding used for periodic boundary conditions). For more com-
plex BCs, the implicit strategy does not allow the correctly reproduce the expected
boundary physics. The spatial context and explicit strategies manage to increase
the accuracy of such boundary conditions. This Chapter has been published in the
following conference paper:

– A. Alguacil, W. Gonçalves Pinto, M. Bauerheim, M. C. Jacob, and S. Moreau.
Effects of Boundary Conditions in Fully Convolutional Networks
for Learning Spatio-Temporal Dynamics. In European Conference on
Machine Learning and Principles and Practice of Knowledge Discovery in
Databases (ECML-PKDD), volume 12979 of Lecture Notes in Computer Sci-
ence (including subseries Lecture Notes in Artificial Intelligence and Lec-
ture Notes in Bioinformatics), pages 102–117, Bilbao, Spain (Vritual Event).
September 2021. Springer, Cham. doi: 10.1007/978-3-030-86517-7_7 [12]

– Chapter 6 "Boundary conditions - Application to the scattering of acous-
tic waves in complex geometries" employs the additional spatial context strat-
egy shown in Chapter 5 to mark the presence of inner boundary nodes. This allows
the consideration of arbitrary obstacles that scatter and reflect the injected acoustic
waves. The training dataset contains those obstacles inside the numerical domain
and non-reflecting conditions in the outer boundaries. Since the acoustic waves can
leave the domain through the outer boundary conditions, the neural network works
in a regime of decaying acoustic energy, contrary to the constant acoustic energy
found in Chapter 3. This has several implications on the choice of the input data
normalization, the formulation of an alternative energy-preserving correction and
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other hyper-parameters. Furthermore, it also demonstrates how the careful design
of a single training dataset leads to the generic use of the neural network in a variety
of test cases, representative of industrial configurations. These include open-bounded
configurations, considering the acoustic scattering of acoustic waves on different ob-
stacles (cylinder, nacelle), semi-open geometries (aeronautical nacelle) and ducts.
These results have appeared in the following publications:

– A. Alguacil, M. Bauerheim, M. C. Jacob, and S. Moreau. A generic deep
learning framework for propagation and scattering of acoustic waves
in quiescent flows. In AIAA Aviation Forum, AIAA 2021–2239, Virtual
Event. August 2021. doi: 10.2514/6.2021-2239. [11]

– A. Alguacil, M. Bauerheim, M. C. Jacob, and S. Moreau (2022). Deep Learn-
ing Surrogate for the Temporal Propagation and Scattering of Acous-
tic Waves. AIAA Journal, 60:10, 5890-5906. doi: 10.2514/1.J061495.[14]

– Chapter 7 "Effects of complex mean flows - Acoustic transmission and
reflection through plane shear layers" studies the addition of mean flow effects,
such as shear flows, in the propagation of waves. For that, the training dataset is
composed of two dimensional simulations of a plane velocity shear layers, where
plane acoustic waves are injected with an oblique angle. Three classical regimes of
wave propagation are included in this dataset: total transmission, total reflection and
partial transmission/partial reflection. Furthermore, instead of considering impulsive
acoustic responses as in the previous Chapters, harmonic sources are employed.
The neural network inputs are adapted to include information about the mean flow
and the acoustic source terms. The results show that the trained network is able
to accurately predict the propagation in the case of total transmission, when the
initial condition provided to the network originates from a converged simulation.
Nonetheless, the network fails to reproduce correctly the full transient simulation,
since spurious reflections appear at the boundary conditions. This is more marked
in the cases of partial and total reflections, where some spurious effect at the inlet
and outlet boundary conditions pollute the rest of the solution. These results have
been published in the following conference work:

– A. Alguacil, M. Bauerheim, L. Becherucci, M. C. Jacob, and S. Moreau (2022).
Predicting the sound refraction on shear layers with deep neural net-
works. In 28th AIAA/CEAS Aeroacoustics 2022 Conference, Paper 2022–2841,
Southampton, UK. June 2022. doi: 10.2514/6.2022-2841.[13]

– Chapter 8 "Conclusion" extracts general conclusions of the thesis and adds some
future work perspectives.
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1.6 Code and data availability
The reader can find the source files of this manuscript, as well as codes and data of the
published works in the following github repository: https://github.com/AAlguacil/

PhD_Acoustic_Propagation_DNN.

https://github.com/AAlguacil/PhD_Acoustic_Propagation_DNN
https://github.com/AAlguacil/PhD_Acoustic_Propagation_DNN


CHAPTER 2

State of the art

Aeroacoustics is the science that studies the generation of acoustic waves by unsteady
aerodynamic perturbations and their propagation through fluid media.

The main characteristics of aero-acoustic fields are the following:

i) Large frequency range: Human hearing sensitivity varies from 20 Hz to 20 kHz
[204]. The range of aeroacoustic studies may go beyond such numbers, into the
ultrasound range. Furthermore, aerodynamically generated sound often contains
both broadband (linked to a generation by turbulent phenomena such as boundary
layers) and tonal components (periodic phenomena such as rotor blade steady loading
or interaction of mean rotor wakes with stator vanes, or flow resonances).

ii) Small perturbation amplitudes: Fluctuations of acoustic origin are orders of
magnitude lower than turbulent fluctuations, for example in a jet at M = 0.9

u′
acoustic/u

′
turbulent ≃ O(10−3 − 10−4) and p′acoustic/p

′
turbulent ≃ O(10−2), which cor-

responds to a factor 10−4 in energy [23]. Thus, there exists a large disparity between
aeroacoustics and hydrodynamics scales. Associated particle displacements are ac-
cordingly small (between 0.1 nm and 1 cm in the audible frequency and amplitude
range) compared to

the scales of their aerodynamic sources, but their wavelengths (from centimetres to
metres) outrange the flow scales by several orders of magnitude. Numerical aeroa-
coustic methods require high-precision schemes to capture acoustic levels accurately.

iii) Low dissipation and dispersion: Acoustic waves are radiated in all directions
with little to no dissipation. Accurate dissipation and dispersion numerical proper-
ties are required to accurately capture sound propagation.

iv) Long distances of propagation: Sound waves propagate over extremely large
distances that out-range their amplitude, the turbulent length scales and their wave-
lengths. Due to the multiple scales associated with aeroacoustic sound sources and
waves, their numerical simulation is an enormous challenge, especially in complex
configurations.

Following the small perturbation hypothesis, acoustic fields can be described as small
fluctuations around a mean flow state. Typical flow quantities such as density, pressure,

17
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velocity and entropy can thus be decomposed as follows

ρ = ρ0 + ρ′; p = p0 + p′;u = u0 + u′; s = s0 + s′

ρ′ ≪ ρ0; p
′ ≪ p0;u

′ ≪ c0(and u′ ≪ u0); s
′ ≪ s0.

(2.1)

The propagation of noise generated by aerodynamic sources is the main interest of this
work. This Chapter reviews the different methods available for solving the aeroacoustic
propagation problem. First, Section 2.1 describes the governing equation of the problem,
namely the Euler Equations (EE) or their linearized form, the Linearized Euler Equations
(LEE).

A first option when considering the resolution of the aeroacoustic propagation problem is to
use closed-form analytical solutions. This option usually divides the complete aeroacoustic
problem into two separated parts. The first part consists in determining the mean flow and
modelling the sources of sound through analytical, numerical or experimental methods.
The subsequent step is to calculate the propagation of acoustic perturbations through
the resolution of some form of the Euler equations, or when simplifying hypotheses are
applied, a wave equation. The full three dimensional Euler equations cannot be resolved
analytically, and thus simplifying assumptions are required in order for analytical methods
to be applied. Section 2.2 describes some useful analytical solutions that may be used
to validate the accuracy of numerical solvers and the newly developed surrogate data-
driven models. It will focus on solutions considering complex aeroacoustic propagation
effects such as refraction by mean sheared flows or reflection and scattering in installed
configurations.

A second family of methods, reviewed in Section 2.3, consists in using numerical approaches
to solve the aeroacoustic problem. Some of these methods directly solve the compressible
Navier-Stokes equations, performing a direct noise computation (DNC). They simulta-
neously capture the mean flow and the aeroacoustic perturbations with high accuracy,
but require high-order numerical schemes with low numerical dissipation and dispersion
properties as acoustic perturbations can be several orders of magnitude smaller than mean
aerodynamic quantities. Another reason for such requirements comes from the fact that
standard CFD solvers are subject to excessive dissipation and dispersion. Furthermore,
accurate inlet/outlet conditions for non-reflecting boundary conditions are of paramount
and require special treatments that will be be reviewed. The computational cost associated
with direct methods is very large and is in general limited to some academic configurations
(for example, the size of a direct jet-noise LES-CAA computation scales as Re2M−4 [23]).
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However, recent progress in computational techniques, in particular high-order Navier-
Stokes and Lattice-Boltzmann methods, have produced the first direct noise computations
in industrial configurations (e.g. low speed fan airfoils [165]). Other numerical approaches
achieve a lower computational cost by using hybrid methods. The numerical computation
of the source region can be coupled with a wave propagator based on simplified acousti-
cal analogies or integral methods, to predict far-field perturbations. Such methods rely
heavily on simplifying hypotheses, and are generally configuration-dependent.

Finally, Section 2.4 discusses data-driven approaches to build novel surrogate models for
noise propagation using neural networks. The main advantage of these methods is that
they can be trained on high-fidelity data (e.g. direct computations) to create acoustic
propagators in complex media. Once trained, these methods can be used to output pre-
dictions with low computational costs and provide solutions where analytical or hybrid
methods fail due to the complexity of the flow.

2.1 Governing equations for acoustic propagation: the

Euler Equations
Viscosity and nonlinear effects on acoustic propagation can be usually neglected in most
aeronautical and turbomachinery configurations (except for example in regions where su-
personic flow speeds are reached). The inviscid Euler equations are thus the base for
propagation problems, and are usually linearized around a mean steady flow. The Lin-
earized Euler Equations (LEE) read [36]:

∂

∂t
ρ′ +∇ · (u0ρ

′ + u′ρ0) = S1 (2.2a)

ρ0

(︃
∂

∂t
+ u0 · ∇

)︃
u′ + ρ0(u′ · ∇)u0 + ρ′(u0 · ∇)u0 +∇p′ = S2 (2.2b)

(︃
∂

∂t
+ u0 · ∇

)︃
p′ + γu′ · ∇p0 + γp0(∇ · u′) + p′(∇ · u0) = S3 (2.2c)

where S1, S2 and S3 are source terms.

The ideal gas law is usually considered:

p = ρRT (2.3)
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and choosing a thermodynamical closure of the type p = p(ρ, s) (Newtonian fluid), it
yields

dp =

(︃
∂p

∂ρ

)︃

s

dρ+
(︃
∂p

∂s

)︃

ρ

ds (2.4)

where
(︂

∂p
∂ρ

)︂
s
= c20 = γp0/ρ0,

(︁
∂p
∂s

)︁
ρ
= p0γ/cp, cp is the specific heat capacity of the air at

constant pressure and γ is the heat capacity ratio.

For isentropic acoustic fields (s′ = 0), the usual linearized equation of state can be recov-
ered:

p′ = c20ρ
′ (2.5)

These equations remain valid wherever the disturbances and their gradients are small
compared to the mean quantities. They also take into account the three classical per-
turbations as defined by Chu and Kovasznay [50], namely acoustic, vortical and entropy
perturbations. The LEE take into account non-homogeneous mean flow effects in the
sound propagation. They include the coupling of sound waves with entropy and vortic-
ity perturbations. In absence of velocity and temperature gradients or wall boundary
conditions, these three types of perturbations are uncoupled: both entropy and vorticity
perturbations are simply convected by the mean flow. However, in presence of inhomo-
geneities, including boundaries of the fluid domain, a coupling appears between the three
types of perturbations.

The resolution of the full three-dimensional LEE is only possible through numerical ap-
proaches detailed in Section 2.3. Due to the linear nature of LEE, vorticity and entropy
fluctuations can grow infinitely due to the absence of non-linear damping terms. As a
consequence, this unbounded growth can perturb the numerical acoustic solution. Some
of the usual numerical approaches include modifications in the LEE source terms to pre-
vent these numerical artifacts [36]. Others reformulate the wave operator of the LEE to
remove the vortical mode. Acoustic perturbation equations (APE) [65] or Linearized per-
turbed compressible equations (LPCE) [221] are among such approaches and are detailed
in Section 2.3.

Another challenge when dealing with aeroacoustic propagation modelling is the consider-
ation of complex geometries, as found in turbomachinery,is to properly address important
issues such as the sound scattering by sharp edges (e.g. airfoil trailing edges), the reflection,
shielding or transmission due to installation effects (e.g. wings, cabin) and the reorganiza-
tion of the acoustic waves into modes in confined media (e.g. ducts). Such effects can be
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included in analytical, hybrid or direct computations through the treatment of boundary
conditions, that will be presented in detail.

Having noticed some of the complexities involved with the numerical resolution of Euler
equations, analytical approaches can provide an alternative method to acoustic propaga-
tion. The next section will study some of the analytical solutions available for free field
propagation problems, and the difficulties encountered in the presence of a complex mean
flow or installation effects.

2.2 Analytical methods for noise propagation with in-

stallation effects and non-uniform mean flows
Full analytical solutions of the LEE are easily found for simplified cases regarding mean
flow and geometry (e.g uniform mean flow, non-varying cross-section ducts) which are re-
viewed in this section. For more complex configurations regarding the mean flow topology
or the geometry, semi-analytical solutions can still be found (where a numerical scheme
might be needed) when certain hypotheses hold (e.g. plane sheared mean flows, slowly
varying cross-section ducts).

Having access to analytical solutions is key for the validation of numerical simulation
databases (e.g. dissipation and dispersion properties) and data-driven methods developed
in this work. The main objective of this section is to present the advantages and short-
comings of such analytical methods, and to select some of them for the validation of the
later developed data-driven approaches.

2.2.1 Exact solutions for free field propagation
Let’s consider first the three-dimensional LEE for a quiescent mean flow u0 = 0. Then, by
taking the time partial derivative of Eq. (2.2a) and subtracting the divergence of Eq. (2.2b),
a D’Alembert wave equation can be derived for any acoustic variable. The mean flow is
irrotational (∇×u0 = 0) and the acoustic perturbations isentropic (p′ = c20ρ

′). In the case
of the fluctuating pressure, that is

∂2p′

∂t2
− c20∇2p′ = S (2.6)

where S = ∂S1/∂t−∇·S2 (see Eq. (2.2) for the definition of S1 and S2). Now let’s study
the response of this wave equation to a point impulse δ(x−xs)δ(t− te) located at x = xs
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and emitted at a time t = te:

∂2G

∂t2
− c20∇2G = δ(x− xs)δ(t− te). (2.7)

In three dimensions, the solution G(x, t;xs, te) to this inhomogeneous problem, given a
Sommerfeld radiation boundary condition (no reflection taking place at infinity), is called
the free-field Green’s function and is given by:

G(x, t;xs, te) =
1

4π |x− xs|
δ

(︃
t− te −

|x− xs|
c0

)︃
(2.8)

where |x− xs| /c0 is the time taken by the propagating wave to reach the observer’s
position at x.

An arbitrary source distribution S(x, t) defined over a domain Ω(xs) mat be written as

S(x, t) =
∫︂ ∫︂

Ω

S(xs, te)δ(x− xs)δ(t− te)d
3xsdte (2.9)

Taking advantage of the linearity of sound propagation, the solution of Eq. (2.6) is obtained
by the convolution integral:

p′(x, t) =
1

4π

∫︂

Ω

S(xs, t− |x− xs| /c0)
|x− xs|

d3xs (2.10)

where the source term is evaluated at the retarded time t− |x− xs| /c0.

In two-dimensions, the Green’s function of the corresponding wave equation is:

G(x, t;xs, te) =
1

2πc0

H(t− te − |x− xs| /c0)√︂(︁
(t− te)2 − |x− xs|2 /c20

)︁ (2.11)

where H( ) denotes the Heaviside function.

Thus, finding the free-field noise propagation for an arbitrary source distribution is equiv-
alent to performing the convolution of said source with the corresponding Green’s function
as in Eq. (2.10).

In some cases, finding the Green’s function can be avoided when some further simplifi-
cations are considered. For example, for sources with radial-only dependence of the type
S = S(r), a solution to the initial value problem can be found easily. Let’s consider a
Gaussian pulse excitation in a uniform mean flow of mean Mach number M such that
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u0 = [Mc0, 0]
T with the following initial conditions for the perturbed variables

t = 0, u′ = v′ = 0, p′ =
γp0
ρ0

ρ′ = εe−αη2 , (2.12)

where ε is the initial amplitude of the Gaussian pulse, η =
√︁

(x−Mt)2 + y2 represents
the radial coordinate, α = log 2/b2 and b is the Gaussian pulse half-width, located initially
at (xs, ys) = (0, 0).

Following the development by Tam and Webb [230], the time-domain analytical solution
is as follows:

p′(x, y, t) =
ε

2α

∫︂ ∞

0

e−
ξ2

4α cos(ξt)J0(ξη)ξdξ (2.13)

and J0 is the Bessel function of order zero. The process to find this solution is detailed in
Appendix A.1 and is equivalent to the convolution of the free field Green’s function with
the Gaussian pulse source term.

Such a simple acoustic solution is useful to evaluate the performance of numerical solvers
when dealing with transient acoustic problems. As shown already in [230], it can be
also coupled with pure vortical and entropic perturbations to evaluate the properties of
the numerical schemes and the boundary conditions (e.g. non-reflecting properties) when
dealing with all the three types of perturbations supported by the LEE.

2.2.2 Scattering by an obstacle in free-field propagation
Another key evaluation step when developing new numerical schemes is to evaluate the
performance when dealing with geometrically complex boundary conditions. One of the
simplest available analytical solutions expresses the sound scattered by simple blunt bodies
such as cylinders. It follows a similar structure as with the previous solution for the free-
field transient propagation of an initial value Gaussian pulse ([228, Appendix 13B]). The
initial conditions are the following:

t = 0, u′ = v′ = 0, p′ =
γp0
ρ0

ρ′ = εe−αη2 , (2.14)

where ε is the initial amplitude of the Gaussian pulse, η =
√︁

(x− xs)2 + (y − ys)2 is the
radial coordinate with respect to the pulse center xs = (xs, ys), α = log 2/b2 and b is the
Gaussian pulse half-width. The cylinder of radius r0 is located at (x, y) = (0, 0).

The solution is found in terms of an incident acoustic velocity potential (ϕi) and a reflected
one (ϕr):

ϕ(x, y, t) = ϕi(x, y, t) + ϕr(x, y, t) (2.15)
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The total pressure field then yields:

p′(x, y, t) = −∂ϕ

∂t
= − ∂

∂t
(ϕi + ϕr)

= Re

{︃∫︂ ∞

0

(Ai(x, y, ξ) + Ar(x, y, ξ))ξe
−iξtdξ

}︃ (2.16)

where the expressions for Ai(x, y, ξ) and Ar(x, y, ξ) correspond to the incident free-field
component and the reflected component respectively. The development to find such terms
is detailed in Appendix A.2.

2.2.3 Shear effects in free flows
The study of complex propagation effects due to flow inhomogeity, such as sheared mean
flows, started with the study of Pridmore-Brown for the sound propagation inside bound-
ary layers [190]. A planar mean flow of the type u0 = [u0(y), 0]

T is considered, along
with the isentropic acoustic perturbations hypothesis p′ = c20ρ

′. Furthermore, a Fourier
representation of the fluctuating pressure in time and in the x-direction is assumed such
that:

p′(x, y, t) =

∫︂∫︂ ∞

−∞
P (y;ω, k)eikx−iωtdkdω. (2.17)

The Pridmore-Brown equation reads in the frequency-wavenumber domain:

(ω − ku0)
d2P

dy2
+ 2k

du0

dy

dP

dy
+ (ω − ku0)

[︃
(ω − ku0)

2

c20
− k2

]︃
P = 0 (2.18)

This equation contains a critical layer singularity at y = yc where ω − k u0(yc) = 0. Two
linearly independent solutions for P can be expanded around yc such that a log-branch
appears in the complex plane [37]. These solutions are valid on each side of the layer.
The singularity is only removed for very specific shear profiles (planar shear with linear
velocity and uniform mean flow density). Besides this case, the singularity is in general
present.

This critical layer represents the propagation of vorticity modes in an inviscid flow as shown
by Gobulev et al. [77]. The problem is then divided in two sets of distinct eigenmodes, one
representing pressure-dominated disturbances (with a small associated vorticity), and a
second representing the convected vorticity-dominated perturbations with small pressure
disturbances. For the second family, eigenmodes accumulate near the critical layer: they
do not form a complete base of orthogonal modes, as it was the case for acoustic modes
with no or uniform flow. Golubev and Atassi [78] proposed to distinguish between the
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modal boundary-condition problem related to acoustic modes and the initial-value problem
related to the evolution of hydrodynamic instabilities, typical of shear flows.

For general mean flow profiles, the Pridmore-Brown equation is in general not solvable in
terms of standard functions; therefore numerical quadratures have to be used [37, 176, 243,
244] except when certain simplifications are applied to the mean shear flow. In particular,
exact solutions are found for different mean velocity profiles: linear [75, 117, 219], parabolic
[44] or hyperbolic tangent [43] functions. The latter solution by Campos and Kobayashi
[43] is chosen as a simple yet representative analytical solution of sound propagation in
non-spreading plane thick shear layers. Such a solution can be employed to benchmark
numerical solvers when dealing with free-field sheared flows.

Indeed, let’s consider the mean velocity to follow an hyperbolic-tangent profile for a shear
layer of thickness L,

u0 = [u∞ tanh(y/L), 0]T . (2.19)

Considering the Fourier ω − k representation introduced in Eq. (2.17) (where k is the
streamwise (x) wavenumber). The solution can be found for an incident wave of unit
amplitude from the lower stream P+(y) as:

−∞ ≤ y <∞ : P (y) = P+(y) +RP−(y) (2.20)

where R is the reflection coefficient modelling the reflection of the wave toward the lower
stream P−.

In the upper plane, there is only an upward propagating plane wave, the amplitude of
which is equal to the transmission coefficient T:

−∞ < y ≤ ∞ : P (y) = TP+(y) (2.21)

Both solutions (2.21) and (2.20) are valid in the overlapping region, −∞ < y < ∞, and
their matching resolves the reflection and transmission coefficients, R and T. The matching
is performed by expressing the pressure (p′) and the no and in terms of continuity of the
continuity of the pressure p and normal velocity (v′). The detailed development to find
R, T, P+(y), P+(y) and P−(y) is presented in Appendix A.3. The waves are found by
expanding the solution around the singular points of the wave equation, followed by a
Frobenius-Fuchs series expansion that allows an exact calculation of such waves.
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2.2.4 Summary of analytical solutions
Three analytical solutions have been identified to benchmark and validate the surrogate
solvers developed in this thesis. First, two time-domain solutions are shown: starting by
the simple two-dimensional propagation of a Gaussian pulse in free-field, the second solu-
tion considers the additional scattering effects introduced by a cylinder obstacle. Finally,
a frequency-domain solution of a plane wave normal to a plane shear flow is derived, which
allows the consideration of thick shear layers in two-dimensions.

2.3 Numerical methods for noise prediction
This sections presents a brief literature review of numerical methods which can be em-
ployed for the prediction of aeroacoustic sound. From this the choice of the numerical
solvers employed to perform two main points of this work is justified, namely (i) to gen-
erate databases for the training of data-driven deep learning neural networks and (ii) to
validate the predictions obtained with these deep learning surrogates.

As pointed out in the introduction of Chapter 2, aero-acoustic problems are characterized
by very disparate length scales, small perturbation amplitudes, large wavelengths and long
propagation distances compared to the sound generating eddies. Therefore, computational
aero-acoustic methods (CAA) differ from traditional CFD in their need to capture accu-
rately all these multiple scale features. A key aspect of CAA methods is the requirement of
low dispersion and low dissipation numerical schemes that arise from the discretization of
the resolved equations: On the one hand, dispersion errors show waves being propagated
at a different speed depending on their frequency: thus, phase drifts occur between waves
with different frequencies leading to shape distorsions of non-tonal waves. On the other
hand, dissipation errors are linked to spurious numerical damping of wave amplitudes.
Tam [232] showed that the control of both dispersion and dissipation errors is equally
important in CAA approaches.

Traditional discretization techniques employed in CFD (e.g. second-order spatial schemes)
introduce important errors, both in dispersion and dissipation. High-order schemes were
developed specifically for CAA purposes, such as dispersion-relation-preserving (DRP)
finite difference [230] or compact high order schemes [18]. These schemes reduce dispersion
errors to less than 0.5% with 4 or 5 grid nodes per wavelength, whereas traditional second-
order CFD schemes would require 100 grid points to obtain the same accuracy level. This
allows carrying out aeroacoustic predictions for industrial configurations at a reasonable
computational cost.
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Another particular aspect of CAA is the special treatment of boundary conditions to
prevent the undesired reflection of outgoing acoustic waves back into the numerical domain.
Such boundaries need to allow the evacuation of acoustic, entropic and vortical structures
without generating spurious reflections that could impact the accuracy of the simulation.

The main numerical methods for the propagation of acoustic waves are presented in the
following sections. Several approaches have been developed for this purpose, and can be
divided into two main categories: direct simulations and hybrid methods. Direct simula-
tions obtain the hydrodynamic, acoustic and entropic perturbations of a problem simul-
taneously, solving for both noise generation mechanisms (related to turbulence and wall
boundaries) and noise propagation. Such direct computations have usually a high compu-
tational cost. Hybrid methods use less computational resources by solving separately the
aerodynamic and the acoustic propagation problem.

Among hybrid methods, some approaches rely on acoustic analogies, where the Navier-
Stokes equations are recast into some type of differential or integral wave equation coupled
with non-linear source terms. Such methods are reviewed in Section 2.3.1.

Other hybrid approaches try to solve the LEE numerically, which also separate source
generation and propagation but allow capturing the refraction and convection effects in
non-uniform mean flows. Their numerical resolution poses some challenges linked to the
unbounded growth of hydrodynamical instabilities, and the methods used to tackle this
issue are explained in Section 2.3.2.

Finally, two types of direct methods are reviewed in Section 2.3.3: high-order compress-
ible Navier-Stokes solvers that can be used to perform direct aeroacoustic predictions.
They are of particular interest in applications with complex geometries or mean flows
installation effects. A second option, used mostly for low-velocity applications, is the
Lattice-Boltzmann method (LBM), which represents a particularly interesting approach
for CAA due to its high computational efficiency and low numerical dissipation and dis-
persion. These advantages have favoured the use of LBM for direct simulations of complex
aeroacoustic cases. Both approaches are described in order to justify their advantages as
they will be later employed to generate datasets for data-driven approaches.

2.3.1 Acoustic analogies
When dealing with problems for which the acoustic source region can be clearly separated
from the propagating zone, the acoustic problem can be formulated in terms of an analogy.
Lighthill [139] proposed to recast the Navier-Stokes equations to obtain the following wave-
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equation:
1

c20

∂2p′

∂t2
− ∂2p′

∂x2
j

= ∇2T (2.22)

where Tij = ρuiuj − δij(p
′ − c20ρ

′) − τij is the non-linear Lighthill turbulent stress ten-
sor that represents the sources (τij is the viscous stress tensor appearing in the equation
of conservation of momentum). Note that Eq. (2.22) is equally complex to solve as the
original Navier-Stokes equations. Therefore, the introduction of approximations is neces-
sary. In particular, an isentropic turbulent flow at low Mach number can be considered.
The right hand side of Eq. (2.22) can then be simplified to the Reynolds stress tensor in
uniform medium ρ0uiuj.

An integral solution using the free field Green’s function can be derived for density fluc-
tuations:

ρ′(x, t) =
∂2

∂xi∂xj

∫︂

Ω

[︃
ρ0uiuj

4πc20|x− xs|

]︃∗
dx3

s (2.23)

where []∗ indicates the evaluation at the retarded time t∗ = t−|x−xs|/c0 and the integral
is evaluated around a volume Ω enclosing all turbulent sources.

The interest of such a formulation comes from the possibility to compute the far-field
acoustic fluctuations (|x − xs| ≫ λ, i.e. the observer is located at least a wave-length
away from the sources) in a fictitious non-moving acoustic medium with sound speed c0

[76]. The complete sound sources are replaced by the computation of equivalent sources in
the form of quadrupoles distributed over a control volume. In certain cases (for example in
subsonic jet noise), this technique allows using incompressible flow solutions for computing
the source terms, less costly to obtain than compressible ones.

This analogy is valid if the acoustic problem seen by the observer can be formulated in
terms of the propagation of perturbations in a free field, with a uniform medium at rest
and no obstacle (typical example of this is the acoustic far-field generated by a jet flow
outside of the shear region). When interactions between flow and acoustic waves become
significant (refraction, convection), it is necessary to compute very accurately the source
terms to account for such effects [35].

When the free-field unbounded domain hypothesis fails, for example in the presence of
solid boundaries, another family of analogies deriving from Lighthill’s equation takes into
account the presence of such surfaces. Curle’s analogy [52] considers the effect of stationary
solid surfaces by adding additional surface integral terms to the formulation. Ffowcs
Williams and Hawkings [69] (FW-H) generalized the latter by including both convection
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and installation effects. To this purpose,they introduced solid or porous moving surfaces,
using a Green’s function for uniform mean free flows.

While in the previous Lighthill and FW-H formulations, the free-field Green’s function is
employed, and the convective effects of moving sources are considered, no refraction effect
are taken into account. Therefore, Phillips [183] and Lilley [140] extended Lighthill’s work
to take into consideration the effects of mean flow inhomogeneities in the acoustic prop-
agation. In particular, Lilley derived an inhomogeneous convected wave equation, such
that a third-order differential wave operator in terms of the variable Π = (1/γ) log(p/pref )

appears, modelling the convection effects (e.g. Doppler amplification) and the sound re-
fraction through velocity gradients [76]. In the case of unidirectional shear flows, Lilley’s
equation reduces to Pridmore-Brown’s equation (Eq. (2.18)). While this analogy is the
most complete in terms of mean flow refraction effects, it presents important challenges
when being solved numerically due to the presence of the third-order time derivative,
which is not easily solved in complex numerical domains (e.g. using Galerkin methods as
in Actran, see for example the discussion by Legendre [132, Chap. 5.5, pp. 60-62]).

One additional challenge when dealing with acoustic analogies is to clearly separate the
sound generation mechanisms and the propagation effects, something that is not always
clear. Indeed, in the full Lighthill analogy, the density appears in both left-hand and
right-hand sides - see Eq. (2.22). A way to decouple such effects is to re-arrange the
Lighthill’s equation right hand side using vector identities on the conservation equations
so that the flow vorticity appears, giving rise to a family of analogies known as the vortex
sound theory as first developed by Powell [189]. Such an analogy states that sound sources
in a turbulent flow can be simplified to the divergence of Lamb’s vector L:

1

c20

∂2p′

∂t2
−∇2p′ = ∇ · L = ∇ · [ρ(ω × u)] (2.24)

This "vortex sound theory" is particularly adapted for the study of sound radiation from
vortices which are convected in an irrotational flow. Typical examples are found in low
Mach number flows. Compared with Lighthill’s formulation, Powell’s vortical source term
is more geometrically compact, i.e. the region of non-zero vorticity is smaller than the
region of non-zero Lighthill source terms [217].

An integral solution for the fluctuating pressure using the free field Green’s function along
with a first-order Taylor expansion can be recovered, as in the case of Lighthill’s formula-
tion:

p′(x, t) =
ρ0

4πc20|x|3
∂2

∂2t

∫︂∫︂∫︂

V

[(x · xs)x · (ω × v)]∗ dx3
s (2.25)
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Powell’s analogy finds an extension in the Möhring analogy [164]. This method recasts
Powell’s equation to eliminate the explicit velocity dependence in the source term, which
can cause singularities when dealing with vortex sheets. Möhring’s analogy yields:

p′(x, t) =
ρ0

12πc20|x|3
∂3

∂3t

∫︂∫︂∫︂

V

[(x · xs)x · (xs × ω)]∗ dx3
s (2.26)

However, both approaches can suffer from numerical instabilities in some particular cases,
such as the dual vortex pairing problem detailed by Schram and Hirschberg [217]. Möhring
improved the robustness of its analogy by imposing the conservation of kinetic energy
(equivalently implemented in Powell’s analogy [217]), yielding an excellent accuracy for the
vortex pairing problem. As an example of the Möhring’s analogy, the Actran Aeroacoustics
software implements this method to predict noise propagation, as detailed for example by
Legendre [132, Chapter 6].

In the case of ducted propagation, analogies are written with the tailored Green’s function
with uniform mean flows in ducts, such as in Goldstein [76]. Some works (Posson and
Peake [188]) proposed an extension of the FW-H and Goldstein [76] analogies to consider
mean swirling flow in annular ducts. However, in both cases of free-field and ducted mean
shear flow, the application of these analogies to problems with important mean flows
effects such as refraction remains tricky, due to the possible appearance of hydrodynamic
instabilities.

In conclusion, acoustic analogies are a powerful tool for the acoustic propagation of waves.
They allow coupling numerical computations of the source regions with a propagator
to reach the far field region at a reduced numerical cost. However, the choice of the
formulation for the wave operator and source terms is crucial for the accuracy of the
method, depending on the problem configuration (e.g. low Mach configurations favour
vortex sound theory formulations).

A complementary method to the propagation of sound waves by acoustic analogies is to
directly solve LEE. These equations account for the full effects of the mean flow on sound
propagation. This family of methods is reviewed in the next section.

2.3.2 Generalized CAA solvers: Linearized Euler Equations
As long as dissipative effects remain negligible and sound levels in the audible range (below,
say, 120-140 dB), LEE are the most general form of propagation equation for sound waves
in a flow, as acoustic, entropic and vortical solutions are supported. Furthermore, such
perturbations can undergo complex refraction and convection by the mean flow, which are
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clearly taken into account by the left-hand side terms (not by the source terms). A typical
application in a complex configuration is found in Jacob et al. [104] where the LEE are
used to propagate waves in the far field with ground effects and time-varying impedance
boundaries, or in Schoenwald et al. [215] for predicting the propagation of waves in engine
intakes.

Controlling the hydrodynamic instabilities in numerical LEE solvers

The main difficulty of solving LEE comes from the appearance of hydrodynamic (Kelvin-
Helmholtz) instabilities for thin shear layers, as already shown by Michalke [160]. The LEE
support these instabilities as solutions, and their amplitude can completely overwhelm the
acoustic wave downstream of the source of instability. This phenomenon can be physically
controlled by non-linearities and viscosity (related to turbulence) but when dealing with
LEE for aeroacoustic propagation, the absence of such control mechanisms can cause a
infinite non-physical growth of these instabilities downstream of the instability source, due
to their convective nature. Some of the techniques used to tackle this problem are reviewed
by Astley et al. [19]. For example, the LEE can be directly solved in the frequency domain
[4] by using a Fourier decomposition of the acoustics sources. This technique avoids the
unbounded growth of the shear-layer type instability, since the acoustic and instability
modes correspond to different values of the complex frequency [200]. However, solving
such a frequency-domain problem with iterative methods (e.g. Jacobi, Gauss-Seidel, etc)
is equivalent to using a pseudo-time marching scheme, which also support the developments
of instabilities. Therefore, only expensive direct matrix solvers (e.g. LU decomposition)
can be employed in this context. Such solvers scale poorly to large numerical domains in
terms of computational cost.

Other alternatives for controlling the onset of instabilities include the simplification of
LEE using a high-frequency assumption, as proposed by Bogey et al. [36], where the
mean shear term of the LEE is canceled, or by adding non-linear terms to control the
growth of instabilities [24].

Acoustic Perturbation Equations and Linearized perturbed compressible equations

Some of the most modern works for controlling the growth of instability consist in recast-
ing the LEE as Acoustic Perturbation Equations (APE) [65] or as Linearized perturbed
compressible equations (LPCE) [221]. These methods ensure that all non-acoustic modes
are suppressed in slowly varying flows relative to an acoustic wavelength (high-frequency
limit). LEE are reformulated by excluding the non-acoustic modes of vorticity and en-
tropy, resulting in a stable method for arbitrary mean flows. On the one hand, the source
term of the APE fully controls the perturbation vorticity in the solution, and no vorticity
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is present outside the source regions. On the other hand, the APE left-hand side wave
operator is exact only in case of an irrotational (potential) mean flow, since mean vorticity
causes errors in the computed sound propagation. However, these errors are assumed to
be small for small levels of mean vorticity at low Mach numbers [66]. Similary, Seo and
Moon [221] developed the linearized perturbed compressible equations theory, which also
prevents the growth of unwanted vorticity perturbations.

Numerical schemes for CAA solvers

Several discretization techniques exist for solving LEE (or its APE or LPCE variants)
which take into account the increased accuracy needed in terms of numerical dispersion
and dissipation.

When performing aeroacoustic simulations, it is usual to focus on three main quantities
that must be properly resolved for accurate acoustic propagation properties: the wave-
length λ, the sound speed c0 and the signal energy E. It is thus usual to study numerical
schemes in terms of dispersion and dissipation properties. Dispersion studies the difference
between numerically calculated and the actual sound speed at which the waves propagate.
This is done by examining the dispersion relation that link the wavelength k = 2π/λ with
the pulsation ω = kc0. Energy is employed to account for numerical dissipation. Both nu-
merical phenomena are directly linked to the discretization of the equations being solved.
Indeed, the number of discrete points used to discretize one wavelength (called number of
points-per-wavelength, Nppw) is a key parameter for representing such discrete signals. The
wavenumber of any signal can be linked to such a parameter through the mesh spacing
∆x:

k =
2π

∆xNppw

. (2.27)

As per Shannon’s theorem in signal processing, at least 2 points are needed to capture
the information of a wave without introducing spurious aliasing effects. Thus the non-
dimensional Helmholtz number k∆x will always vary between 0 and π.

The study of dispersion and dissipation is divided between the temporal and spatial
schemes.

For spatial schemes, CAA in structured meshes include the dispersion-relation-preserving
(DRP) finite-differences schemes [230], which use a 7-stencil points through a finite dif-
ference technique. Such schemes have a fourth-order accuracy in space when optimizing
its coefficients, so that the numerical dispersion relation as close as possible to the exact
one for a wide range of wavenumbers (k∆x < π/2, i.e. four points per spatial wave-
length) [231]. They are usually combined with artificial selective damping methods [229]
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to avoid spurious oscillations due to non-linearities (e.g. shocks, steep gradient regions).
This damping should only act on short waves, characteristic of these oscillations. Fol-
lowing the philosophy of DRP schemes, other high-order finite-difference schemes have
improved dispersion and dissipation properties [34]. However, explicit finite-differences
schemes tend to have large stencils, resulting in complex handling of boundary conditions,
which is not usually suited for industrial configurations. Furthermore, the efficiency in the
numerical parallelization decreases, since more communication operations are required. In
order to mitigate such problems, some work has been devoted to develop compact finite-
differences schemes [18], allowing for smaller stencils and simpler boundary conditions
handling through an implicit spatial formulation. Structured schemes may handle rela-
tively complex configurations resorting to overlapping meshes interpolated with Chimera
methods [215].

Temporal schemes for CAA mainly employ explicit schemes due to their lower dissipation
in comparison with implicit ones. The most popular type of scheme are the multi-step
Runge-Kutta methods, which have been also optimized for low storage, low dispersion and
dissipation [34]. This choice usually constraints the time-step of the solver to small values
due to stability constraints, where the acoustic Courant-Friedrich-Levy (CFL) number is
defined by:

CFL = co
∆t

∆x
(2.28)

is typically limited to values of order ∼ 1.

Regarding unstructed solvers, recent developments have focused on Discontinous Galerkin
Method (DGM) [20, 56] which is a type of Finite Element Method (FEM) using local
polynomial basis functions of arbitrary order (e.g. Legendre polynomials) in order to con-
trol the accuracy of the method. Furthemore, the advantage of DGM versus classical
Finite Element Galerkin Methods is that discontinuities are allowed between elements,
therefore improving the handling of complex geometries and boundary conditions. A clas-
sical application where the DGM is extensively used for is the numerical resolution of the
APE [26]. DG methods have also been applied to frequency-domain LEE solvers [71],
along with other high-order FE methods like p-FEM (p-order polynomial elements) [86].
Other interesting schemes for unstructured solvers are the hybrid Finite Element Taylor-
Galerkin schemes, such as the TTG4A and TTGC schemes (Two-Step Taylor-Galerkin,
versions 4A and C) [51]. These schemes are employed in the AVBP code developed by
CERFACS/IFPEN [216], showing a third-order accuracy in space and time and can be
used to perform time-domain CAA simulations in industrial configurations.
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Boundary conditions for CAA

A key aspect when performing CAA simulations is to use numerical boundary conditions
that reduce, or avoid, spurious acoustic reflections at the boundaries of the numerical do-
main, caused by the outgoing perturbations (acoustic, vorticity or entropy). In fact, using
classical Dirichlet or Neumann conditions leads to the full reflection of acoustic waves hiit-
ting the boundaries. A simple option is to increase the size of the numerical domain while
coarsening the grid so that the vorticity and entropic waves are dissipated before reaching
the domain boundaries. Yet, such a strategy cannot be employed for controlling acoustic
perturbations, which undergo little dissipation besides the one provided by the numerical
scheme and the geometric decay, which is not sufficient to gain orders of magnitude unless
the domain is extremely large and subsequently not affordable in terms of computational
costs. Therefore, non-reflecting boundary conditions have been developed to control such
reflections while also decreasing the computational costs in terms of domain size. Further-
more, such BCs still require to impose conditions to the mean flow (e.g. non-homogeneous
pressure Neumann outlet, non-homogeneous Velocity Dirichlet inlet, etc).

Several alternatives exist to solve this problem. For example characteristic-based methods
(CBC), absorbing layer methods (ABC, also called sponge layers), perfectly matched layer
methods (PML).

The CBC approach consists in recasting the Euler or Navier-Stokes equations into an
eigenvalue problem, in order to decouple the different acoustic components, together with
the vorticity and possibly entropy waves [236]. For example, for an outlet condition of
a Navier-Stokes sytem in 3D, 5 characteristic (inviscid) waves are found, among which
only one (corresponding to an upstream-propagating acoustic wave) is entering into the
domain, while the other four are leaving it. The outgoing characteristics can be calculated
through information present in the computational domain, but the incoming wave cannot.
The key problem is thus to express the incoming wave. Poinsot and Lele [187] proposed to
consider the local one-dimensional inviscid hypothesis (LODI) equations at the boundary
conditions, by neglecting the viscous or transverse terms. Such a simplification allows
the recovery of all primitive variables (pressure, velocity, temperature, etc) and their
temporal derivatives and spatial gradients in terms of the characteristic waves. It then
suffices to set the amplitude of such waves in order to recover the targeted boundary
conditions. For obtaining a purely non-reflective pressure outflow, the incoming acoustic
wave (denominated L1 in [187]), can be set to L1 = 0. However, such a solution does
not impose any restriction on the pressure at the outflow, allowing it to drift in time. To
avoid this drift, a "soft" constraint of the pressure can be imposed, through a relaxation
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technique:
L1 = K(p− p∞) (2.29)

where p is the computed pressure at the boundary node, p∞ the target pressure and
K a constant, that controls the pressure relaxation. In turn, such Navier-Stokes CBC
(NSCBC) support a small amount of acoustic reflection, but are well-posed and do not
need any extra mesh region for damping the outgoing waves. Another drawback of NSCBC
is the difficulty to evacuate correctly perturbations reaching the boundaries with incidence
angles far from the boundary normal. Such a problem has been considered by Yoo and
Im [259] and Granet et al. [83], proposing extension to transverse terms. Furthemore,
the NSCBC formulation allows considering non-reflecting inlet conditions, which can be
extended to account for the injection of acoustic, turbulent or entropic perturbations (see
[55]).

On the contrary, "zonal techniques" such as Perfectly Matched Layers (PML) or Absorbing
Boundary Conditions (ABC)/sponge layers formulations damp the outgoing waves by
extending the numerical domain while employing a different bulk equation in the extended
domain. This allows the decoupling between the acoustic absorption requirement and the
actual boundary conditions of the domain, which do not have to be reformulated. Hu [94]
reviewed such methods. PMLs are based on an extended version of the LEE that includes
the acoustic absorption in the extended zone. This modified formulation matches exactly
the original LEE at the boundary of the extended zone. An "absorption coefficient" ς

controls the transition from the original LEE to its modified absorbing version. The idea
is to take a slowly spatially varying ς function in order to avoid spurious reflections because
of a sudden change of equations at the PML interface.

A similar idea is employed in sponge layers. Instead of considering a new formulation of the
LEE, it adds an additional viscous source term to the discretised equations (featuring the
conservation laws) that damps the unwanted perturbations of any variable q (e.g. pressure)
by driving it towards a steady reference value qref [39]:

ς(x)(q − qref) (2.30)

Again a spatially-dependent absorption parameter ς(x) controls the strength of the damp-
ing, and must be zero at the boundary of the physical domain. In practice, a non-uniform
polynomial profile must be ideally considered for the absorbing layer profile (as a linear



36 CHAPTER 2. STATE OF THE ART

profile produces unwanted reflections) [103] such as:

ς(x) =
3125(Ls − x)(x− x0)

4

256(Ls − x0)5
(2.31)

where Ls and x0 are respectively the length and the starting spatial coordinate of the
sponge layer. This profile ensures an efficient damping for sponge layers of size Ls ≃ 2λ

where λ is the wavelength of the acoustic perturbation.

Summary of CAA methods

To sum up, the numerical CAA methods presented here are a generalized approach for
acoustic propagation, able to capture the strong influence of non-homogeneous flows on
acoustics waves. Nonetheless, they are still subject to research when dealing with the
control of hydrodynamic instabilities, naturally appearing with mean flow inhomogeneities.
Furthermore, their numerical resolution generates signicantly higher computational costs
than analytical methods or acoustic analogies, as it requires high-order numerical spatial
and temporal schemes, or large memory when employing frequency-domain formulations.
Furthermore, particular care must be given to the treatment of non-reflecting boundary
conditions. Thus, the use of fully nonlinear solvers with the same type of high-order
numerical schemes can be an interesting alternative when dealing with highly sheared and
turbulent flows. Such solvers make possible to perform direct aeroacoustic simulations.
Such a possibility is reviewed in the next section.

2.3.3 Direct Aerocoustics Solutions
Usually, CFD simulations are performed in a reduced region of the flow, where sources are
located, to extract the hydrodynamic fluctuations. Then, the far-field noise is calculated
from these regions, either by setting them as equivalent sources in acoustic analogies,
or by using integral methods at a chosen surface surrounding the source region. Another
option is to directly compute the sound propagation with the same CFD solver, computing
simultaneously the sound sources and their propagation. Two options are available for
that: (i) using high-order compressible CFD solvers that are able to solve the Navier-Stokes
equations with sufficient accuracy so that the acoustic fluctuations are also resolved, or (ii)
employing Lattice-Boltzmann Methods (LBM), based on the resolution of the Boltzmann
equation for gas-dynamics. The latter approach is naturally weakly compressible and
transient, therefore offers direct CAA capabilities. This sections explores both methods,
highlighting their advantages and drawbacks, in view of using them for creating the DL
databases.
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High-order compressible Navier-Stokes solvers

As briefly discussed in Section (2.3.2), high-order numerical schemes can accurately cap-
ture the propagation of acoustic waves. Due to their low dissipation and dispersion prop-
erties, some of the above presented schemes can also be used to perform turbulent Navier-
Stokes simulations, such as Direct Numerical Simulations (DNS) and Large Eddy Simu-
lations (LES). Compressible solvers which such capabilities are able to capture the full
physics of acoustic propagation without having some of the drawbacks of LEE solvers,
namely the generation of spurious numerical instabilities due to unresolved nonlinear flow
patterns (e.g. vortical flow regions). The non-linearity of such approaches helps limiting
these instabilities similarly to the physical instabilities. On top of that, the direct ap-
proach (i.e. the simultaneous computation of sources and propagation) allows exploring
complex acoustic effects that are not covered by hybrid or analytical methods, such as
resonance amplitudes of feedback mechanisms - in jets acoustics, cavity noise, and com-
bustion noise - or nonlinear effects such as shock waves. However, the main drawback of
such approaches is their high computational cost, requiring efficient parallel implementa-
tions and large computational resources to study industrial configurations. Moreover, the
configuration setting and mesh design require extensive engineering efforts and resulting
costs. A good example of compressible Navier-Stokes code is the aforementioned AVBP
solver (see Section 2.3.2, "Numerical schemes for CAA solvers"). This solver has been suc-
cessfully employed in turbulent LES simulations for aeroacoustic applications, as reviewed
recently by Moreau [166]. Examples can be found for combustion noise [27, 68], rotor-only
noise [113], rotor-stator interaction noise [136], fan tip-gap noise [116], and others (airfoil
noise, high-lift devices). It is usually coupled with acoustic analogies to predict the far-
field noise propagation. Recently, direct aeroacoustic predictions capabilities have been
demonstrated, for predicting high-lift device noise [212] or fan-OGV broadband noise [8].
Thus, AVBP provides a first useful framework for high fidelity CAA simulations as high
fidelity CAA solver.

Lattice Boltzmann Method solvers

An alternative to solve the Navier-Stokes equation is to consider a statistical mesoscopic
description of the fluid through the Boltzmann equation, which reads:

∂f

∂t
+ (ξ · ∇)f = C(f) (2.32)

The left-hand side corresponds to a transport equation of the quantity f(x, ξ, t), is a
distribution function representing the probability of finding a mesoscopic gas particle at
the location x with a velocity ξ at time t. The right-hand side represents the collision
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between the particles and must be modelled, in order to satisfy the conservation of mass,
momentum and kinetic energy during the collision.

The compressible Navier–Stokes equations can be recovered through the Chapman–Enskog
expansion [46]. The conservative variables such as density, momentum and internal energy
are obtained by performing a local integration of the particle distribution:

ρ = m

∫︂
fdξ

ρu = m

∫︂
fξdξ

ρe =
1

2
m

∫︂
f |ξ − u|2dξ

(2.33)

where m is the particle mass and e the internal energy.

The collision term can be modelled through a classical Bhatnagar, Gross and Krook (BGK)
[30] approximation:

C =
1

τf
(f eq − f) (2.34)

where τf is the relaxation factor, modeling how any non-equilibrium mesoscopic particle
tends to relax toward an equilibrium in a finite time. The distribution function at equi-
librium, f eq, is described by the kinetic theory of gases and the Maxwell’s distribution
function:

f eq(x, t) =
ρ

(2πRT )D/2
exp

(︃
−(ξ − u)2

2RT

)︃
(2.35)

where D is the dimension of the problem, R the universal gas constant and T the absolute
temperature.

Equation (2.32) can be discretized along the spatial coordinates and a set of discrete
velocities, which restricts the streaming directions of the particles to a set of directions on
a lattice grid:

fi(x+ ξ∆t, t+∆t)− fi(x, t) =
∆t

2
[Ci(x, t) + Ci(x+ ξ∆t, t+∆t)] (2.36)

where ξi, Ci are the discrete particle velocities and collision term in the ith direction x

denotes the position, t the time and ∆t the time-step.

The idea is to describe f (and f eq) as a series expansion in terms of Hermite polynomials
[82]. Then, Shan and He [223] demonstrated that the velocity discretization of f by val-
ues at the nodes of a quadrature is equivalent to a truncated Hermite polynomials series
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(neglecting high-order terms). The number of retained terms allows the recovery of dif-
ferent levels of physics, i.e. the first-order expansion recovers the inviscid Euler equations,
the second-order the isothermal Navier-Stokes equations while the third-order allows the
recovery of the energy conservation equation. Also, the equilibrium function f eq is usually
approximated through a Taylor-series expansion where the error is proportional to the
Mach number. For approximations up to the second-order in velocity, low Mach number
flows can be well captured (e.g. below M = 0.4 for the 19 velocities isothermal lattice
employed in PowerFlow [191]). If a higher polynomial approximation is taken, numerical
stability can be ensured up to M ≤ 0.7 [172]. In order to increase the range of validity of
the LBM, the number of discrete velocities must also grow [224], in order to increase the
level of captured physics in the Hermite expansion series. Low Mach number approxima-
tions, traditionally targeted by LB methods, use 9 velocities in 2D and 19 or 27 discrete
velocities in 3D, denominated D2Q9, D3Q19 and D3Q27. For transonic or supersonic
flows, further steps must be taken in order to ensure numerical stability and recover all
the statistical moments of the N-S equations (in particular the energy equation). Further
details on the construction of the LBM can be found in the book of Krüger et al. [119]
and in the thesis of Marié [155].

LB methods have an important advantage in terms of numerical properties, as the non-
local transport term is fully linear (in fact, such operations can be implemented with a
simple "copy and paste"), as opposed to typical Navier-Stokes schemes. Non-linearities
are all contained in the collision operator, which remains local. Therefore, very efficient
parallelization of the numerical discretization can be achieved.

In practice, the non-dimensional relaxation time is linked to the (non-dimensional) kine-
matic viscosity of the gas ν:

ν = c2s

(︃
τf −

1

2

)︃
(2.37)

where cs is the lattice speed of sound, coming from the weights in the lattice quadrature.
For most of the typical isothermal lattices (D2Q7, D3Q19, D3Q27), it is a constant equal
to 1/

√
3, which acts as a fixed non-dimensional CFL number [155]:

cs = CFLLBM = c0
∆t

∆x
=

1√
3
. (2.38)

The BGK model is known as a single-relaxation time, but other models exist to improve
numerical stability in the limit of low viscosity (τf → 1/2). Furthermore, the pressure
fluctuations around the equilibrium can be recovered by assuming that the flow follows an
isothermal ideal gas law, such that p′ = c2sρ

′.
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For aeroacoustic applications, LB methods have been increasingly used by the community
over the past years. This trend is driven by the excellent acoustic properties of the method
in terms of numerical dissipation and dispersion. Whereas the LBM is globally 2nd order
accurate in space an time, it shows an acoustic dispersion error equivalent to 6th order
centered Navier-Stokes FD schemes and a dissipation equivalent to 2nd order schemes
[38, 156]. As mentioned before, the explicit time integration scheme allows also a very
efficient parallelization, ensuring an increase of the simulation speed with respect to high-
order Navier-Stokes solvers.

Another particular interest of the LBM is its capacity to model complex geometries with-
out modifying the Cartesian lattice structure. For solid non-moving walls, second-order
extrapolation techniques based on the "bounce-back" boundary conditions can be em-
ployed [84]. For moving walls, the Immersed Boundary Method [181] has been adapted to
the LB framework [97]. Mesh refinement through the use of octree data structures [123]
is also possible. As a consequence, industrial configurations can be studied and installa-
tion effects (wind tunnels) can be taken into account, as shown for example in the Direct
Numerical Simulations (DNS) of a controlled-diffusion airfoil including the wind-tunnel
installation effects by Sanjose et al. [213].

Specific aeroacoustic-related developments show an increased stability of the BGK model
(Regularized BGK [153]) that reduces the numerical viscosity of the schemes. Acoustic
non-reflecting boundary conditions have also been implemented in LB codes, such as
Perfectly Matched Layers [94, 233], Characteristic Boundary Conditions (CBC) [253] and
absorbing layers [39, 255].

Furthermore, subgrid scale turbulence models can also be implemented into LBM solvers
in order to perform high Reynolds number simulations. Such models reduce the numerical
cost of a direct computation [47]. For example, PowerFlow uses a variant of the RNG
k − ϵ model [256, 257] referred to as LBM Very Large Eddy Simulation (LBM-VLES).

Study cases resorting to LB aeroacoustic computations include rotor tip leakage noise
[154], low speed rotors [180] or propagation of waves [38, 87]. For low Mach number jets,
LBM shows accurate results at lower numerical cost than Navier-Stokes simulations [134].
Lew et al. [135] performed high subsonic jet predictions with PowerFlow (M = 0.9). The
recent work by Sanjose et al. [213] has achieved for the first time to perform turbulent
Direct Numerical Simulation (DNS) with LBM for studying the aeroacoustic emissions
by a controlled-diffusion airfoil. This demonstrates the high numerical performance of the
LBM, as it is able to achieve turbulent compressible simulations in complex configurations.
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Thus, the Lattice Boltzmann Method provides a second useful framework for high fidelity
CAA simulations.

2.3.4 Summary of numerical methods
In this section, the capabilities of two types of high-order direct aeroacoustic solvers have
been explored, namely a compressible Navier-Stokes solver AVBP and the open-source
LBM solver Palabos. Those two approaches are the two most modern techniques in the
field of numerical aeroacoustics, as shown in the review of Moreau [166]. In the context
of the PhD research, the goals associated with both numerical simulations are twofold:
(i) generate a database of acoustic propagation for training the developed data-driven
approaches and (ii) validate the developed data-driven approaches with benchmark CAA
cases, together with the aforementioned analytical solutions.

2.4 Data-driven deep learning methods
The previous sections reviewed how numerical methods can be employed to study the
propagation of acoustic waves in complex geometries and mean flows. Such numerical
methods are able to provide synthetic data in order to train data-driven methods,that
have seen an increased use as approximating models in fluid mechanics-related problems
[41].

This Section will review some of the fundamentals concepts of Neural Networks. First,
some basic concepts and definitions of neural networks are described in Section 2.4.1. Sec-
tion 2.4.2 defines the most basic type of neural network, called the multi-layer perceptron
(MLP). Finally, Section 2.4.3 studies the limitations of MLPs and alternative formulations,
such as convolutional neural networks (CNN) and recursive neural networks (RNN).

2.4.1 Neural Network Definitions
Transformation functions are a type of mathematical tools employed in many scientific
fields in order to describe complex functions with a combination of simpler ones, improv-
ing the understanding of the underlying physical phenomena represented by the complex
functions or approximating these phenomena. Indeed, some common transformations are
the Fourier Transform, which is a data-agnostic transform (the sinusoidal base functions
describing the data do not depend on the data itself), or the Proper Orthogonal Decom-
position (POD) [29, 227], which is a data-driven transform (contrary to a Fourier decom-
position, the base functions are tailored to the data). The two previous examples employ
a linear formulation, i.e. the base functions (the Fourier or the POD modes) are linearly
combined in order to describe the original function. This linearity makes such transform
easily interpretable (e.g. linear algebra tools such as the Singular-Value Decomposition or
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eigenvalue decomposition can be applied, etc). However, these linear mappings are not
well adapted when approximating arbitrarily complex functions. Nonlinear mappings are
a powerful approximation tool for complex functions, able to approximate these functions
to an arbitrary degree of accuracy.

Neural Networks (NN) are a type of nonlinear parametric functions where the parameters
are chosen according to an optimization objective that minimizes a certain error metric on
the prediction. This type of parametric function can approximate any mapping between
two finite real-valued compact sets (universal function approximator theorem [53, 93]) or
between two functional spaces of infinite dimension (universal functional approximator
theorem [48]). These approximation theorems hold as long as enough expressive power
is provided to the approximator, i.e. the neural network has enough parameters. Many
publications have been dedicated to thorough investigations of deep learning methods,
such as the bookds of Goodfellow et al. [81], Russell and Norvig [210] or the review of
Mehta et al. [158].

The parameters of a neural network are determined by solving an optimization problem.
Let G be a Neural Network parameterized by θ, with X corresponding to the network in-
put and Y the target vector, i.e. the values that the network prediction must approximate
for each input. An approximation error between the network prediction Ŷ = G(X;θ)

and the actual target Y is defined as the loss or objective function, denoted by L. The
goal is then to find the vector of optimal parameters θ∗ such that:

θ∗ = argmin
θ

L (G(X;θ),Y ) (2.39)

The following sections present how the generic optimization problem in Eq. (2.39) is solved
in practice. This means defining the neural network G, choosing the input and target data
X and Y , respectively discussing what are the different options for the objective function
L, and finally studying what are the available optimization algorithms to solve the overall
problem.

2.4.2 A basic Neural Network: the multi-layer perceptron
The most basic type of neural network is the Multi-Layer Perceptron (MLP), which is a
parametric function defined by a composition of an arbitrary set of basic functions known
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Figure 2.1 Example of a 3-layer Multi-Layer Perceptron, with one hidden layer.
Neurons are represented by circles. A weight matrix W (l) (full arrows) and a
bias vector b(l) (dashed arrows) are applied for each layer input resulting in the
affine representation a(l) = [W (l)]TX(l−1) + b(l). This is multiplied by a non-
linear activation function resulting in Ŷ (l) = σ(a(l)).

as neurons that are defined as:

G : X ∈ Rn ↦→ Ŷ ∈ Rm

Ŷ = G(X;θ) = σ(W TX + b)

= σ(
∑︂

i

wjiXi + bj) with θ = {W , b},
(2.40)

where X ∈ Rn, W ∈ Rn×m, b ∈ Rm and Ŷ ∈ Rm are respectively the inputs, the weights,
the biases and the outputs (or features) of the neuron:

W =

⎡
⎢⎢⎣

w00 w01 . . . w0m

... . . . ...
wn0 . . . wnm

⎤
⎥⎥⎦ , b =

⎡
⎢⎢⎢⎢⎣

b0

b1
...
bm

⎤
⎥⎥⎥⎥⎦

(2.41)

The weights and biases form the parameters θ of the network. The affine mapping W TX+

b is composed with a non-linear scalar function:

σ : R ↦→ R (2.42)
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which is known as an activation function.

The neurons are organised in layers that are related by functions. The combination of
successive layers and functions define the MLP, and the transform from the first to the last
layer is the MLP function. As the name "multi-layer perceptron" implies, the multiple
composition of neuron layers is the key to obtain a good representation of the original
function. Fig. 2.1 represents a typical 3-layer MLP architecture, composed of an input
layer, formed by a input vector made of features X(0) = [x

(0)
1 , x

(0)
2 , . . . , x

(0)
n ]T , a hidden

Y (1) and an output Y (2) layers such that:

Y (l) = σ([W (l)]TX(l−1) + b(l))

y
(l)
j = σ(

∑︂

i

w
(l)
ji x

(l−1)
i + b

(l)
j )

(2.43)

All the layers that do not correspond to the network input or output are referred as hidden,
because their values are a priori unknown. By contrast, inputs are imposed, while the
output values are controlled through the optimization process, explained later. Each layer
can be seen as a parametric nonlinear transformation of the input data, which is projected
into a feature space, different from the input one. Adding consecutive hidden layers means
performing successive projections into different spaces through the passage matrices W (l)

and the nonlinear activations. Such deep neural networks allow increasing the level of
abstraction of the performed overall mapping, as the features obtained at layer l can be
further combined at layer l + 1. This gradual increase in feature abstraction is the key
reason for the success of deep neural networks, as it allows the decomposition of complex
mappings into basic functions that are combined together. The way the different neurons
and layers are arranged is called the architecture, the number of parameters per layer is
called the width of the network, while the number of layers is defined as the depth of the
network.

Classification example

A helpful example of Multi-Layer Perceptron (MLP) is depicted in Fig. 2.2 (extracted
from Goodfellow et al. [81]). Its task is to classify an input image according to three
discrete classes (car, person or animal). The input layer is a vector X ∈ R3, representing
the 3 values for each color channel according to the red, blue and green (RGB) convention.
Each value is an integer ranging from 0 to 255 per channel. The output layer is a vector
Y ∈ K3 where K is a space that allows the representation of the 3 discrete categories. One
possible choice for K3 (although not a unique one) is the so-called one-hot representation:
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K3 =

{︄
Y ∈ {0, 1}3

⃓⃓ n=3∑︂

i

yi = 1

}︄
(2.44)

Only the ith element of the 3-dimensional output Boolean vector is equal to one (denoting
that the input image belongs to the ith category) while the remaining elements are zero.

When training this neural network on such a classification task, the different neurons and
layers will specialize on different sub-tasks in order to achieve the overall classification
objective. For example, the first layer learn how to extract basic features from the input
image (lines, edges). The second one combines the information from the previous layer
and builds more complex representations (corners, contours). The third layer can identify
complete objects, such as wheels or person eyes, which helps the network on the final
decision involving the classification of the initial image in the three mentioned categories.

Both depth and width help improve the network capacity to approximate a function.
Following the previous example, this increases the number of features (edges, contours,
wheels) that a single layer can support. Generally, better approximation properties are
obtained when increasing both depth and width, but it is also acknowledged that depth
is what truly helps networks to approximate arbitrary functions at a bounded cost (i.e.
with a limited number of parameters) [62, 159].

In order to train such a neural network, several ingredients must be defined: the task that
the network has to fulfill (in the current example, a classification task), which kind of data
must be used by the network (the training, validation and test datasets), how the objective
or loss function is defined (e.g. a binary cross-entropy loss for classification tasks), which
optimization algorithm is used (e.g. a stochastic gradient descent algorithm), etc. A quick
introduction of these concepts is shown in Appendix B. The next sections concentrate on
some of the commonly used NN architectures (besides the already presented MLPs), in
view of applying them to fluid and wave applications.

2.4.3 Limitations of MLPs. Inductive biases in NN architectures
Even though MLPs are powerful functional approximators, their input data is always
organized as a 1D vector. Therefore, for data with some spatial, or temporal topological
structure, or other type of correlations, such as images, physical fields or temporal series,
MLPs do not exploit the relationships between individual pixels, time-steps or probes. In
order to capture such underlying statistics, MLPs are very data intensive as they require
many examples to extract meaningful representations of the data. Furthermore, since
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Figure 2.2 Architecture of a classical neural network classifier. An input image
composed of 3 RGB channels must be classified into a given category (cat, per-
son or animal).The first layer processes raw data (pixel values) and transforms
it into some simple representations (corners, lines). Deeper layers use those rep-
resentations in order to assemble more abstract features until reaching a final
classification decision. Image from Goodfellow et al. [81].

MLPs use dense weight matrices (see Eq. (2.40)), the computational cost grows quickly
with the width and depth of the network.

Many studies have introduced inductive biases in the design of neural networks in order
to use data more efficiently and to guide the network towards some preferable solutions.
An inductive bias is an assumption in the way the network treats the data: for images,
adjacent pixels can be given more importance, as they are typically more correlated than
pixels far away in the image.

Examples of neural networks using inductive biases are Convolutional Neural Networks
(CNN) [125, 127] for image-like structured inputs, Recursive Neural Networks [92, 208] for
time-series and developed more recently, Graph Neural Networks [25] for general unstruc-
tured data built on graphs or meshes. Such inductive biases are particularly interesting
for neural networks applied to physics, as the known physical assumptions, symmetries,
conservation, etc, can be potentially translated into the architecture of neural networks,
increasing their data efficiency and guiding the optimization process towards optima with
good generalization properties.
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Convolutional Neural Networks

Convolutional Neural Networks (CNN) [125, 127] employ parameterized (learnable) low-
dimensional spatial filters which are convolved to structured image-like inputs. Instead
of using the dense matrix representation of fully-connected layers, CNNs employ a weight
sharing strategy for spatial filters, i.e. the same filter is used throughout the complete
image. This property arises from a key hypothesis: the image statistics are mainly local
so that two close pixels are more correlated than two distant pixels. The resulting model
must be equivariant to translations, i.e. given any translation T , if the network’s input is
shifted with T , its output is shifted by the same amount:

(G ◦ T )(X) = (T ◦G)(X) = T (Ŷ ) (2.45)

The locality property favors the use of small filter sizes, which greatly decrease the com-
putational cost per layer. As with MLPs, multiple filters can be applied in successive deep
layers to increase the representational capacity of the network. The result of the convo-
lution on an input image with a learned filter is called a feature map [129]. First layers
scan local features of the input image, while deeper layers learn high-level representations
of the input images, as convolutions scan a larger area of the image. Non-linear activation
functions can also be added at the output of such layers.

Formally, two-dimensional convolutional layers (although applicable to arbitrary di-
mensions) actually operate as the cross-correlation between an input feature f (l−1) ∈
RC(l−1)×N(l−1)×M(l−1) and a kernel (or filter) K(l) ∈ Rκ

(l)
x ×κ

(l)
y . C(l−1) represents the number

of features (also called channels) at each pixel location (e.g. C(l−1) = 3 in RGB images)
while N (l−1) ×M (l−1) are the sizes of the spatial grid in the x and y−directions respec-
tively. κ

(l)
x and κ

(l)
y are the spatial sizes of the kernel. The result is an output feature

f (l) ∈ RC(l)×N(l)×M(l) . At the (i, j) pixel index (i ∈ [0, N (l−1) − 1], j ∈ [0,M (l−1) − 1]), the
cross-correlation is defined as:

f (l) =
[︁
K(l) ⋆ f (l−1)

]︁
(i, j) =

∑︂

i′

∑︂

j′

K(l)(i′, j′)f (l−1)(i+ i′, j + j′) (2.46)

In order to recover a true convolution, the sign of the summation variables would need
to be flipped i′ → −i′ and j′ → −j′. In practice, the kernel size (κ

(l)
x , κ

(l)
y ) is small in

order to reduce computational costs, e.g. (κ(l)
x , κ

(l)
y ) = 3 × 3, 5 × 5, etc. An example of

2D convolution is shown in Fig. 2.3: a 3 × 3 convolutional kernel is convolved to a 5 × 5

input feature. It results in a 3 × 3 output feature. In order to control the output size, it
is common to add some additional pixels (px, py) at the borders, in a symmetric manner
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such that:

˜︁N (l−1) = N (l−1) + 2px

˜︂M (l−1) = M (l−1) + 2py
(2.47)

where the ˜︂( ) tilde notation denotes the effective feature map size before applying the
convolution as in Eq. (2.46). These extra pixels must be assigned a value, which determines
how the cross-correlation treats the boundary conditions of the input feature. Thus, it
will be a key ingredient in aeroacoustic propagation applications, as studied in Chapter 6.
Other options include strided filtering (the kernel "jumps" s integer pixel positions for each
convolution), or modifying the kernel size to force a given output feature size. Figure 2.3
shows some examples for a stride s = 2 and a zero-filled padding with p = px = py = 1.
The size of output features can calculated by using the following formulas:

N (l) =

⌊︄
N (l−1) + 2px − (κ

(l)
x − 1)− 1

s
(l)
x

+ 1

⌋︄
(2.48a)

M (l) =

⌊︄
M (l−1) + 2py − (κ

(l)
y − 1)− 1

s
(l)
y

+ 1

⌋︄
(2.48b)

where ⌊⌋ represents the floor operation, since (N (l),M (l)) ∈ (N× N).

Since their first successful application to image classification tasks [118], CNN have seen
a wide variety of architectures and tasks. Section 2.5 will later review some of the most
interesting uses of deep CNNs in fluid and wave mechanics.

Recurrent Neural Network

Recurrent neural networks (RNNs) [208] are a type of neural networks using an inductive
bias for treating temporal series. Given a feature vector at a time t, past features close
to t will be more correlated than features further in the past. These type of networks
were originally developed for natural language processing tasks (e.g. translation between
languages, prediction of a next word given the previous context etc). RNNs work by
accumulating past information to predict the next state in time. For example, for language
prediction tasks, the neural network takes into account the several preceeding words of
a sentence to predict the next one. In practice, no input sequence is provided at one
prediction step, since this would be too computationally expensive. Instead, only a single
input bmi(t) is fed at time t to output o(t). A vector h(t) acts as an internal memory of
the previous inputs. An example of this type of architecture is depicted in Fig. 2.4(a).
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Figure 2.3 Example of 2D Convolution on a 5× 5 image (blue). A filter of size
3×3 (orange) is convolved with the input feature, resulting in an output feature
(red). Several examples are represented by varying p (amount of padding applied
symmetrically to all boundaries shown in grey), s (the stride of the filter) and
κ (the kernel size).
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Formally, an RNN can be represented as follows [246]:

h(t) = σh(Wh,ii
(t) +Wh,hh

(t−1) + bh)

o(t) = σo(Wo,hh
(t) + bo) = G(i(t),h(t−1))

(2.49)

where i(t) ∈ Rn, o(t) ∈ Rm, h(t) ∈ Rk are the input, output and hidden memory state
of the RNN at time t. There are three weight matrices: Wh,i ∈ Rk×n (input-to-hidden),
Wh,h ∈ Rk×k (hidden-to-hidden) and Wo,h ∈ Rm×k (hidden-to-output). The hidden and
output biases are denoted by bh ∈ Rk and bo ∈ Rm respectively. Furthermore, σh and σo

are the hidden and output activation functions. Temporal dependencies are captured by
the hidden-to-hidden weight matrix Wh,h, coupling two consecutive hidden-states. RNNs
are trained in a recursive way, as shown in the unrolled view of the RNN at Fig. 2.4(b). d
inputs are fed to the network i(0), i(1), . . . , i(d−1), which will produce d successive outputs
o(0), o(1), . . . , o(d−1). The loss is calculated at each computational graph leaf (all the ot) or
at some multiples of the time-steps. For example, let the loss be calculated at the latest
time-step (t = d − 1). The backpropagation algorithm computes the gradients of this
loss contribution for all the network parameters at current and past time-steps (i.e. until
t = 0).

Figure 2.4 (a) A Recurrent Neural Network cell. D denotes the delay (i.e.
the number of iterations). The hidden state h(t) depends on the input i(t) and
the previous values of the hidden state h(t−1). The output o(t) depends on the
hidden state. The weight matrices are the trainable parameters of the cells. (b)
Unfolded time view of the cell. Note that the same weights are used at each
time step to compute the output o(t). Image from Vlachas et al. [246].

For very long sequences, plain RNNs may suffer from the exploding and vanishing gradient
problems (see Appendix B.4.3) [92], i.e. the backpropagation of the loss in time is difficult
because of the long chain of operations of the model. The gradients can either diverge
or cancel each other. This hinders the learning of long-term dependencies, resulting on
models that can only focus on short-term correlations. To palliate this problem, Hochreiter
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Figure 2.5 A Long-Short Term Memory cell, for one time step. The key differ-
ence with respect to plain RNN is the presence of the cell state c(t). Structured
cell gates can modify the cell state: the "forget gate" f (t) and "input gate"
i(t). The output gate o(t) influences the next hidden state (Image retrieved from
https://colah.github.io/posts/2015-08-Understanding-LSTMs/).

et al. [92] proposed a novel architecture, denoted as Long-Short Term Memory (LSTM)
networks, which are able to capture much longer time-dependencies than RNNs. The
idea is to "keep in memory" information for an extended number of timesteps. This
long term memory is stored in an additional hidden vector called memory cells c(t) as
shown in Fig. 2.5. There exists a large variation in LSTM architectures that differ in
their connectivity structure and activation functions [45, 63, 107, 112]. However all LSTM
architectures possess explicit memory cells that store long-term information. The use
of such information is encoded at training time: the LSTM can decide to overwrite the
memory cell, retrieve it, or keep it for the next time step. A formal definition of LSTMs
can be found in Hochreiter and Schmidhuber [92].

As with CNNs, RNNs and LSTMs have been also employed in fluid mechanics applications
for processing spatial and temporal data in an efficient way, given their strong inductive
biases. Their applications to fluid mechanics and aeroacoustics are reviewed in the next
section.

2.5 Deep Learning in Fluid and Wave Mechanics
As highlighted in the introduction Chapter (see 1.3), despite the notably rapid growth of
DL in recent years, several challenges are fundamentally unanswered when applying such
algorithms to physics-based problems, such as fluid mechanics or aeroacoustics. In fact,

https://colah.github.io/posts/2015-08-Understanding-LSTMs/
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despite the large data volumes required by CFD simulations, a DL model may need several
hundreds of simulations in order to capture the underlying physics accurately (e.g. dif-
ferent Reynolds, Mach numbers). Furthermore, purely data-driven based ML methods
are not intrinsically constrained to verify physical laws (e.g. conservation laws, multi-scale
behavior, etc). Finally, the interpretability of such methods can be limited. Therefore,
this section reviews several studies that help understand and mitigate such challenges,
in order to help build useful DL methods for aeroacoustic propagation. Several reviews
discussed sapplications of ML to physical problems. Brunton et al. [41] reviews some of
the most common approaches of data-driven methods applied to general fluid mechan-
ics. Vinuesa and Brunton [245] and Duraisamy et al. [59] focussed on DL applications to
improve turbulent CFD simulations, dividing them into three main categories: the accel-
eration of Direct Numerical Simulations (DNS), the improvement of turbulence modeling
in RANS and LES frameworks, and the reduced-order modeling (ROM) to extract low-
dimensional features of turbulent flows (similarly to classical POD or DMD methods).
In acoustics, Bianco et al. [32] reviewed DL methods applied to pure acoustic problems,
mainly employed for classification tasks in the context of acoustic event detection [42] or
source localization [173]. However, acoustic propagation surrogate were not considered in
this a review. In the present thesis, the main objective is to replace high-fidelity unsteady
aeroacoustic solvers with a surrogates trained on data from the same solvers, in order to
accelerate the predictions of a pre-design phase. As for classical CFD and CAA solvers
(see Section 2.3.2), the control of spatial and temporal errors is the key point when de-
signing such surrogates. As such, this section starts by reviewing steady-state surrogates
(2.5.1), replacing steady Navier-Stokes RANS solutions. Then, other approaches replace
certain parts of unsteady PDEs solvers, such as the solution of the linear Poisson equation
in incompressible fluid simulations (2.5.2). Then, the existing unsteady surrogates in fluid
and wave mechanics are presented - which are close to the application of time-domain
acoustic propagators (2.5.3). Finally, Section 2.5.4 studies the question of reproducibility
in neural networks, which is a key challenge of data-drive surrogate due to the stochastic
nature of the training optimization algorithms.

2.5.1 Steady-state prediction surrogates
Let’s first study the case of surrogates employed to predict steady-state solutions. As
reviewed by Hu et al. [95], both MLPs and CNNs have been used for that purpose. For in-
stance, Tenney et al. [234] used an MLP to map the spatial coordinates at discrete locations
(x, y, z) to the near-field turbulent pressure fluctuations and far-field acoustic pressure in
a rectangular jet configuration operating at M = 0.6 and Re = 6.93× 105. Experimental
data were used to train the network, but the small-sized MLP architecture did not seem
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to improve the prediction from a simple linear stochastic estimation method. This limi-
tations suggests that the naive "brute-force" regression from isolated spatial-coordinates
to fluctuating quantities may not be sufficient to obtain more accurate surrogates that re-
place traditional statistical methods. Instead, CNNs seem a better choice of architecture,
as they are able to leverage their inductive bias to simultaneously process the fluid and
geometry information in an efficient way. Zhang et al. [260] demonstrated this in a simple
application, obtaining a greater accuracy in the case of CNNs, when predicting the scalar
lift coefficient of airfoils, given some geometry and flow parameters as inputs. For more
complex applications, Bhatnagar et al. [31] used CNNs to learn the full 2D steady-state
aerodynamic fields from a database of RANS simulations. The network maps a signed
distance field representative of the airfoil geometry (e.g. NACA airfoil) to the pressure
and velocity fields. Furthermore, key non-dimensional scalar parameters (Reynolds num-
ber and angle of attack) are concatenated with the encoded vector, providing information
about the aerodynamic conditions. This surrogate is able to predict the flow quantities
for a variety of input parameters and airfoil geometries. Of particular interest is the use
of a loss function of the type:

L(Y , Ŷ ) = λMSELMSE(Y , Ŷ ) + λGDLLGDL(Y , Ŷ ) (2.50)

where the target Y ∈ RC×N×M and output fields Ŷ ∈ RC×N×M encode C scalar quanti-
ties (pressure, velocities, etc) on a regular grid with coordinates [x, y] ∈ (RN×M ,RN×M).
This expression combines a classic mean-square error (MSE) between the target and out-
put fields (see Table B.1), and a gradient difference loss (GDL). The latter, introduced
originally by Mathieu et al. [157], minimizes the mean-square error of both x and y−
components of the spatial gradients of density fields. Such gradients can be discretized,
for example, with finite difference approximations. For the grid node defined by integer
indexes (i, j), the GDL loss reads:

LGDL(Y , Ŷ ) =
1

CNM

∑︂

c

∑︂

i,j

⎧
⎨
⎩

[︄
∂Yc,ij

∂x
− ∂Ŷ c,ij

∂x

]︄2
+

[︄
∂Yc,ij

∂y
− ∂Ŷ c,ij

∂y

]︄2⎫⎬
⎭ (2.51)

Two hyper-parameters λMSE, λGDL control the importance of both terms in the optimiza-
tion objective. The idea behind this loss is the following: mean-square error losses remain
the classical choice for loss in regression problems (see Section B.2). This choice supposes
that data is drawn from a Gaussian Probability Distribution Function (PDF). Therefore,
if the data is described by a multi-modal distribution, results will tend towards the mean
between the probability modes. The gradient loss penalizes this feature of the mean-square
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error loss, and forces the output distribution to follow the multi-modal behavior of the
target data. As a result, the GDL sharpens the predicted fields. This property makes this
loss function a good regularizer for physics-based predictions, as the correct prediction of
spatial gradients is a key objective in all the numerical solvers. Indeed, in [31], the use of
the GDL resulted in a consistent decrease of the prediction error for different airfoils and
aerodynamic regimes.
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Figure 2.6 Results of Thuerey et al. [237] (adapted from the original paper): (a)
U-Net CNN architecture and (b) relative MSE eror evolution with the number of
training data samples, for several neural network sizes (in thousands or millions
of parameters).

Another interesting approach implementing surrogates for steady-flow predictions using
CNNs is found in Thuerey et al. [237] (see Fig. 2.6), which predicts the steady-state mean
pressure and mean velocity fields. The inputs are composed of a combination of bound-
ary conditions and free-stream information. For the boundary conditions, a voxelized
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representation of the volume enclosed by the airfoil H is employed:

IBC(x) =

{︄
1 if x ∈ H
0 otherwise.

(2.52)

The free-stream conditions are represented by the free-field velocities U∞ and V∞, which
are given as uniform grids to the network. A U-Net fully convolutional network [206]
(sketched in Fig. 2.6a) is employed. This architecture follows a typical encoder-bottleneck-
decoder strategy, i.e. the encoder part performs a gradual decrease in the spatial resolution
(by factors of 2, represented by the first two numbers N ×M in each blue box of Fig.
2.6a) through the use of even-sized convolution kernels (2 × 2, 4 × 4). An alternative
strategy to decrease the spatial size is to use interpolations (also called pooling in many
references) followed by odd-sized convolutions. In parallel to this spatial size decrease,
the number of features and filters per layer (represented by C in the figure) is increased,
allowing a greater representational power as the encoder depth increases. This results in
a bottleneck layer of size 1× 1× 512, known as the latent or code vector, which encodes a
representation of the mapping in low dimension (compared to the large input dimensions
of 128 × 128 × 3). Symmetrically, with respect to the latent vector, the decoder part
employs up-sampling operations coupled with convolutions. Its objective is to find the
output steady aerodynamic quantities from the low-dimensional code vector. Since the
decoding part is notably difficult, the U-Net [206] solution facilitates the training of the
decoder layers through the use of skip connections, which are depicted as orange arrows
in Fig. 2.6a. These represent the concatenation of the output features at the lth encoder
layer with the output layers at the corresponding lth decoder layer. The next decoder
convolution (at l + 1) will use the information from both encoder and decoder to build
the next decoder representation at a finer spatial scale. Skip-connections follow a similar
philosophy as residual connections (explained in the Appendix B.4.3), and are used to
avoid the vanishing gradient problem.

The use of the U-Net network allows [237] to obtain an accurate surrogate for RANS-
modelled aerodynamic fields. Figure 2.6b represents the test dataset relative error with
respect to the size of the training dataset (the x-axis being in logarithmic scale). The size
of the U-Net CNN is also varied from 122×103 to 30.9×106 parameters (see legend). While
the increase of CNN size results in the marginal decrease of the relative error, training the
network on sufficiently large datasets seems crucial to reach relative errors below 4% of
the target reference. Overall, it seems that the error reaches a plateau if the network size,
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or the training set size, keeps being increased. Such an analysis is key to the assessment
of the data-efficiency of neural networks.

Finally, Rüttgers et al. [211] use a U-Net network to predict the Sound Pressure Level
(SPL) from several monopolar acoustic sources located in a two-dimensional domain, where
random obstacles are also located. While the dataset is generated by using LBM simula-
tions, the data is post-processed to calculate the SPL after the convergence of the temporal
statistics. Similarly to the previous works, the inputs are composed of three features: a
discrete binary field accounting for obstacles and monopole locations and two distance
functions encoding respectively the cell minimal distance to the closest obstacles and the
the closest monopolar source. Furthermore, a GDL term is added to the loss function.
Several interesting parametric studies are performed, regarding the size of the training
set and the error evolution with the test set complexity. It was found that increasing the
number of scattering obstacles or monopolar sources increases the error, the task being
notably more difficult than for a single source or obstacle.

These results show the capacity of CNNs to create efficient surrogates for steady-state
predictions. Some of the identified important parameters for creating accurate surrogates
are the choice of the loss function beyond the classical MSE errors (e.g. GDL error),
using adequate architectures (CNNs, U-Net) and the choice of input and output-data
(e.g. combining geometric and aerodynamic information).

2.5.2 Coupling physics solvers and CNNs
CNNs have also been used to replace some components of unsteady CFD solvers in order to
accelerate their prediction. Instead of replacing the full unsteady mapping, only a subpart
of the solver is replaced by the DL model. A typical example is the replacement of Poisson
linear solvers in incompressible unsteady solvers. Neural networks are trained to account
for the pressure projection step that corrects the prior transport step, in order to enforce
the nil divergence of the final result. Examples can be found in [5, 7, 177, 238, 258]. Since
the deep surrogate can perform the projection in one single neural network evaluation,
they become very advantageous in terms of computational cost with respect to classical
Poisson solvers which typically rely on iterative algorithms (Conjugate Gradients, Multi-
Grid solvers, etc) and can account for more than 80% of the cost of a time-step. Originally
introduced by Tompson et al. [238] and later expanded in Ajuria Illarramendi et al. [5] and
Özbay et al. [177], the surrogate Poisson solvers can use physics-driven losses, based on
the minimization of the MSE error of the output velocity divergence field L(∇ · û,∇ ·u).
Since the target data follows the incompressible continuity equation, ∇ · u = 0, such
a loss function does not require the use of targets generated by a solver. This "semi-
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supervised" loss manages to softly constraint the network prediction with the use of a
physical conservation law, which results in more accurate and robust predictions.

Another key ingredient found in hybrid physics-based-ML solvers is the possibility to
train the network in a coupled fashion, instead of training it in isolation (e.g. the pressure
projection). This strategy consists in including the full transport and projection steps in
the training loop, calculating the loss at several time-steps (in a similar way as with RNNs).
This "long-term loss" allows the network to be trained in the same mode as it will be used
during test mode (as a part of a unsteady incompressible simulation), avoiding a "train-
test" mismatch [6]. Additionally, the surrogate DL model can be combined with classical
linear solvers, creating a further hybridization option [7]: fast predictions are performed
by the network, which are then corrected when necessary by the classical solver with a
very iterations. This hybridization improves the accuracy of the output and guarantees
the accuracy of the projection, while being an order of magnitude faster than existing
linear methods.

Figure 2.7 Example of Physics-Informed Neural Network (PINN). The network
input is a set of spatio-temporal coordinates (X, t) while the output is a physical
field u(X, t). Spatial and temporal derivatives are calculated with automatic
differentiation and backpropagation through the network with respect to the
input layer. The derivatives are then combined to form the governing PDE,
which is minimized with initial and boundary conditions in the loss function L.
Image from [109].



58 CHAPTER 2. STATE OF THE ART

2.5.3 Unsteady surrogates
The question of replacing full unsteady solvers with surrogates is also reported in the
literature, although it presents additional challenges with respect to steady-state surro-
gates. In the case of interest of acoustic propagation, time-marching accuracy is crucial for
obtaining correct noise predictions in the time domain. While time-discretization strate-
gies have been largely studied in classical approaches (e.g. numerical time integration
schemes, see Section 2.3.2), such problems are very recent for the neural network com-
munity. Therefore, some of the available strategies for space and time error control are
discussed next.

Physics-Informed Neural Networks

A paramount example among partial differential equations (PDE) solvers with neural
networks is the Physics-Informed Neural Network (PINN) framework, originally developed
by Raissi et al. [196],[197] and reviewed in [109, 198]. As depicted in Fig. 2.7, this network
G performs the following mapping

{︄
X = {x, t}

Ŷ = G(X;θ)
(2.53)

from the spatio-temporal coordinates (x, t) to the quantities being described by the re-
solved PDE Ŷ (e.g. the pressure, velocities, etc). Taking advantage of the fully differ-
entiable nature of a neural network (a simple MLP), the outputs are differentiated with
respect to inputs (i.e. x and t) of the neural network using the automatic differentation
and backpropagation of the gradients. Thus, the nth order spatial and temporal derivatives
∂(n)Ŷ i/∂x

(n)
j , ∂(n)Ŷ i/∂t

(n) can be obtained by performing n consecutive backpropagations
through the network. Finally, these derivatives can be combined to form a loss function
that minimizes the PDEs residual LPDE, which is then minimized together with given
initial conditions (IC), LIC and boundary conditions (BC), LBC loss terms:

L = λPDELPDE + λICLIC + λBCLBC . (2.54)

where λPDE, λIC and λBC are three hyper-parameters controlling the importance of the,
PDE, IC and BCs terms in the overall loss function. Such an approach has many key
advantages:

– the surrogate model can be trained without any explicit data (except for the ICs
and BCs). It does not depend on external data generated by solvers;

– the query points for the PDE loss LPDE can be flexibly chosen, thus they do not
depend on complex meshing prepossessing steps. They are nonetheless linked to the
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regularity of the solution, so they must be concentrated around regions with sharp
temporal or spatial gradients, as with meshes;

– the PINN formulation is flexible enough to be employed in both direct and inverse
methods (in inverse methods, the parameters of the PDE become unknowns);

– it can theoretically learn a continuous space-time solution, compared with classical
solvers (e.g. FD schemes) which provides discretized solutions.

Although popular in many applications, including the propagation of mechanical waves in
elastic materials [199], PINNs suffer from several key drawbacks:

– the PDE loss alone forms an ill-posed problem, which only becomes regular if bound-
ary and initial conditions are correctly accounted for. This implies that the λPDE,
λIC , λBC hyper-parameters must be carefully chosen so that the optimizer mini-
mizes the three loss components simultaneously. This is not a trivial task as shown
by Wang et al. [248], since a naive choice of λi can lead to the dominance of one term
with respect to the others. This would result in some of the terms not being properly
enforced, leading to an ill-conditioned solution. Additionally, training might become
unstable for stiff physics;

– if the initial or boundary conditions are changed, the PINN neural network must be
retrained from scratch. This is the main pitfall in terms of computational cost, as
it forces the use of costly Automatic Differentiation and optimizer steps for each set
of new initial and boundary conditions;

– PINNs are also not well suited for multi-scale problems, due to the known "spectral
bias" pathology [195]. Indeed, ReLU-activated MLPs are known to easier fit the low
frequency components of the data than the high frequency ones. This is translated
into PINNs working accurately for well behaved laminar flows [109], or in steady
turbulent (RANS) applications [61]. However, their application to highly unsteady
and multi-scale physics such as aeroacoustics is still an open question.

Therefore, other authors address some of the caveats of MLP-PINNs by combining PINN
losses with CNNs in order to take advantage of their associated inductive biases. For exam-
ple, Geneva and Zabaras [73] employ a CNN (dubbed AR-DenseED, for Auto-Regressive
dense encoder-decoder) to solve the spatio-temporal evolution of a the 1D Kuramoto-
Sivashinsky and 2D Burgers equations, by mapping a state of the PDE on a regular
Cartesian grid at time t = n∆t, X(n) = {u(n)}, to the predicted solution of the equation
at the next time step t+∆t, Ŷ (n+1) = {û(n+1)}:

Ŷ (n+1) = G(X(n)) (2.55)
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Figure 2.8 Physics-Constrained Auto-Regressive CNN for solving PDE [73].
Figures adapted from the original paper. (a) Network Architecture. A long-
term loss is calculated on targets calculated through finite-difference spatial
discretization and a forward Euler temporal integrator at different time-steps t
and back-propagated in time. After training, the full spatio-temporal evolution
is calculated in an auto-regressive way: û(n) = G ◦ · · · ◦G(u(0)). (b) Test error
during the auto-regressive phase for the 1D Kuramoto-Sivashinsky PDE (full
line, red), and (c) time-averaged spectral energy densities of u for the reference
numerical solver (dahsed lines, black) and the NN prediction (full line, red).
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where n ∈ N is an index related to the discrete PDE state u(n). Figure 2.8a sketches the
simulation pipeline. Similarly to PINNs, a semi-supervised loss is employed to minimize
the network prediction errors with a target calculated by solving the PDE "on-the-fly" with
classical spatial finite difference and a forward Euler temporal integrator. Therefore, such
calculations are constrained by the stability conditions of the chosen spatial and temporal
discretization (e.g. CFL number), which may be a limiting factor in complex multi-scale
acoustic or turbulent applications. The training is performed by combining the loss at
several consecutive time-steps and performing the simultaneous backpropagation through
the network. This strategy is analogous to the long-term loss presented in the hybrid
ML-physics solvers (Section 2.5.2). Once trained, the full spatio-temporal PDE solution
is found by applying the following recursive algorithm to the learned surrogate G:

Initialization:

{︄
r = 0

t = ∆t
,

⎧
⎪⎨
⎪⎩

X(0) = {u(0)}
Ŷ (1) = {û(1)} = G(X(0);θ)

X(1) = {û(1)}

Recursion:

{︄
r = n− 1

t = n∆t
,

⎧
⎪⎨
⎪⎩

X(n−1) = {û(n−1)}
Ŷ (n) = {û(n)} = G(X(n−1),θ)

X(n) = {û(n)}

(2.56)

where r ∈ N is the index of the recursive step (here equal to n−1). This type of algorithm
is denominated as auto-regressive, since the previous prediction is used as input for the
next iteration. The unrolled view of the recurrence relation can be written as follows

Ŷ (n) = G ◦G ◦G . . . G⏞ ⏟⏟ ⏞
r+1 times

(X(0);θ) (2.57)

where r + 1 recurrent steps are performed from the initial condition state.

The main results when applying such a formulation to the resolution of the one-dimensional
Kuramoto-Sivashinsky equation (a fourth-order nonlinear diffusion PDE) [120, 225] are
depicted in Figs. 2.8b and 2.8c, representing the MSE evolution over time and the time-
averaged spectral energy density respectively. The former represents the evolution of the
MSE error over time, averaged from 200 different initial conditions. The use of auto-
regressive formulations leads to the compounding of error over time: the error performed
at time t is amplified by the network’s prediction at time t+∆t. This is observed by the
evolution of the MSE error over time (Fig. 2.8b), showing initially a monotonous increase
of the error with the number of iterations of the learned surrogate. Moreover, the error
is shown to be higher for larger wavenumbers, phenomenon linked to the spectral bias of
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NNs (see the previous discussion about the drawbacks of PINNs). Controlling this error
is a key aspect of data-driven neural network PDE-solver surrogates.

One advantage of the CNN formulation compared to MLP-based PINNs is that different
initial conditions can be employed for a single training phase. This is achieved by replacing
the input, no longer composed of the spatio-temporal coordinates, by the initial conditions
of the problem. Consequently, the output of one prediction can be used as the new input
of the following prediction.

Long et al. [149, 150] also used a long-term loss to constrain the temporal error of a CNN
for the resolution of spatio-temporal evolving PDEs. They suggested that increasing the
number of long-term loss steps (adding more time-steps to the loss calculations) decreases
the compounding of errors and improves the stability of the neural network predictions.
Furthermore, following the close relationship between finite-difference numerical differ-
entiation and convolutional filters [58], they also proposed a partial constraining of the
network convolutional filters, ensuring that the convolutional filters approximate the nth

order spatial derivatives of the PDE. They theorized that such constraints would ensure
a second-order spatial accuracy although such a claim is not well demonstrated, since all
the tests were performed at a fixed grid-spacing ∆x and time-step ∆t.

Regarding the choice of architectures when replacing unsteady solvers by learned sur-
rogates, two trends have been identified in the literature: (i) works favoring the use of
Convolutional Neural networks only, and (ii) works combining a CNN for dimensional-
ity reduction purposes (similar to the AutoEncoder or U-Net architecture as seen in the
example of [237] - see Section 2.5.1) and a RNN/LSTM that integrates in time the low-
dimensional latent space or code.

Convolutional Neural Networks

For the CNN-only modeling, Mathieu et al. [157] proposed a Multi-Scale CNN architecture
in the case of video next-frame predictions, given a number of previous snapshots. The
claimed advantage of this solution is that by skipping the pooling/up-sampling operations
of encoder-decoder architectures, it avoids the associated low-pass filter effect. This net-
work aims at learning both low and high-wave number characteristics of the input-output
mapping, since it employs convolutions at the same spatial scale as the input, but also
at coarser resolutions. The latter tends to filter large wave-numbers, but improves the
learning of long-range spatial dependencies. On the contrary, full-scale convolutions are
able to focus on high wave-numbers. Formally, a Multi-Scale architecture with Nscales

scales can be described as follows: let X ∈ RC(in)×N×M and Y ∈ RC(out)×N×M be the
input and target fields with spatial sizes N ×M . Let sk be the down-scaling operator at
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scale k ∈ [0, Nscales − 1] such that the down-scaled field Xk reads:

Xk = sk(X) ∈ RC×Nk×Mk . (2.58)

The scaling is performed in powers of two, thus Nk = N/2α and Mk = M/2α with α = k−1.
Let uk be the corresponding up-scaling operator for scale sk, such that:

ˆ︂X = uk(sk(X)) ∈ RC×N×M , (2.59)

where ˆ︂X is an approximated reconstruction of X. sk and uk can be chosen for example
as a bi-linear interpolating function for 2D inputs. Let Gk be a network that learns a
prediction Ŷ k ∈ RC

(out)
k ×Nk×Mk from Xk ∈ RC

(in)
k ×Nk×Mk and a coarse guess denoted as

Ŷ k+1 ∈ RC
(out)
k+1 ×Nk+1×Mk+1 . Gk is defined by a recursion relation from k = Nscales − 1 to

k = 0:

ŶNscales−1 = GNscales−1(Xk)

Ŷ k = Gk

(︂
{Xk, uk

(︂
Ŷ k+1

)︂
}
)︂ (2.60)

where {Xk, uk(Ŷ k+1)} ∈ RC
(in)
k +C

(out)
k+1 ×Nk×Mk denotes the concatenation of features in the

first dimension of the input (the channel dimension). A sketch of this network is shown
in Fig. 2.9.

Lee and You [130, 131] employed this Multi-Scale network to predict the evolution of the
three-dimensional unsteady flow over a circular cylinder, at different Reynolds numbers
based on the cylinder diameter D, at values in the range of ReD = 150 − 3900. In their
work, the inputs are composed of 2D slices of the flow variables (3 velocity components
and static pressure) at four consecutive temporal snapshots, separated by a fixed time-
step: t − 3∆t, t − 2∆t, t − ∆t, t. The objective of the full CNN G is to predict the four
aerodynamic variables at the next time-step t +∆t. For the training, they combined the
MSE, GDL, two physics-driven losses on the residuals of the conservation and momentum
equations, and an additional Generative Adversarial Loss (GAN) (following the strategy
of Goodfellow et al. [80]), employed also in Mathieu et al. [157]. Such a loss results in at
least 4 independent hyper-parameters λi (see Eq. (2.54)) that must be tuned to set a good
balance between the different loss terms, which is done here by a trial-and-error evaluation
of the test performance (i.e. after training the network with a set of fixed λi).

As in the case of Geneva and Zabaras [73], Lee and You [130] found that performing auto-
regressive predictions results in a monotonous compounding of the error over time. It was
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Figure 2.9 Multi-Scale CNN with three convolutional scales at quarter, half and
full-resolution. The input X is composed of k+1 consecutive frames separated
by a time-step ∆t at t = (n − k)∆t, ..., (n − 1)∆t, n∆t. The output predicts
the state at time (n+1)∆t with spatial resolution N ×M . Activation layers are
represented by σ. Depth after each convolution represents the number of filters
(i.e. feature channels). The down-sampling operations are represented by red
vertical bars, the up-sample by blue arrows.
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Figure 2.10 Power spectral density of the normalized stream-wise velocity in
the wake of a cylinder at different Reynolds number, after 10 auto-regressive
iterations of the Multi-Scale CNN of Lee and You [130]. The reference target
is indicated by circles (black), while the NN prediction is shown in solid lines
(red).
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also found that the addition of physics-based conservation losses resulted in lower error over
time, although they require the careful tuning of the hyper-parameters. Furthermore, the
training data contained simulations at two distinct Reynolds numbers, corresponding to
the same regime of three-dimensional wakes transitioning to turbulence (ReD = 300−500).
The generalization performance is tested on 3 different flow regimes: ReD = 150 ( 2D vor-
tex shedding), 400 (3D wake transition to turbulence) and 3900 (shear-layer transition).
While performing very accurately in the two lower Reynolds numbers (i.e. 2D vortex shed-
ding and 3D wake transition), the Multi-Scale CNN is unable to correctly predict the small
structures appearing at the higher Reynolds regime, even with the physics constraining
losses and an unsupervised GAN loss. This result is depicted in Fig. 2.10, showing the
power spectral density (PSD) of the normalized stream-wise velocity for different Reynolds
numbers, after 10∆t auto-regressive evaluations. This calls for an adequate a priori eval-
uation of the database, as testing the network on flow regimes not sampled during the
training might lead to erroneous results. Furthermore, their most recent work on pre-
dicting full 3D fields [131] confirmed that such Multi-Scale CNNs are able to extract and
transport wave number information from the flow to predict the dynamics. They also ob-
served unequal contributions from the sequence of temporal flow histories at the input. In
particular, the contribution from the most recent flow history (at time t) seems to be the
largest for deep layers, while the correlation of past flow snapshots decrease with the time
distance with respect to the current prediction time. Therefore, the CNN-only solution
seems to be able to learn both spatial and causal temporal correlations of unsteady flow
dynamics.

A key conclusion is that convolutional architectures benefit from adding multi-scale fea-
tures to their design, whether in the form of a Multi-Scale [157], U-Net [206] or other com-
binations of downsampling/upsampling operations with convolutions to treat the multiple
spatial scales of the problem in an efficient way [168].

Recurrent Neural Networks

The other main approach identified in the literature for treating unsteady PDE surrogates
is to use RNNs or LSTMs as time-integrator of a low dimensional representation (or
latent space) of the problem. Typically, the dimensionality reduction is carried out with
linear data-driven methods such as POD [148] or convolutional auto-encoders [88, 226,
250]. Indeed, the convolutional auto-encoder can be seen as a non-linear generalization
of the POD algorithm [170], requiring fewer modes than its linear counterpart due to
the increased representational power of non-linear operations. Once the latent space is
found (i.e. the "modes" of the reduced-order model), a temporal integrator is employed
to perform the time stepping. This integration step can also be data-driven, using RNNs
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or LSTMs [88, 148, 226, 250]. Some works emphasize the importance of structuring the
latent space in order to improve the control of the temporal predictions, e.g. through the
sub-division of the latent space to encode different parts of the physics [251]. Others have
studied the possibility to train the auto-encoder part so that the latent vector belongs
to a Koopman space [22]. The temporal dynamics can then be approximated as a linear
system of equations, which can be enforced with stability and reversibility constraints.
This is a similar idea to the usual Dynamic Mode Decomposition (DMD) [214], where
some reduced-order linear dynamics approximates some non-linear high-dimensional data.

Figure 2.11 Comparison between target fields and predicted fields from Sorte-
berg et al. [226] when testing the generalization capacity for plane wave initial
conditions.

Several applications for the propagation of waves can be found. For example Sorteberg
et al. [226] studied the propagation of 2D water surface waves, using a coupled Con-
volutional auto-encoder and LSTM model. They trained their network using cylindrical
Gaussian pulses as initial conditions, letting them propagate in time to generate a database
of training simulations. Then, at test time, a plane wave initial condition is tested to eval-
uate the generalization performance of the trained model. As shown in Fig. 2.11, they
achieved a poor generalization error as the wavefront coherence is completely lost after
some iterations, indicating that the network has "learned by heart" the training data, but
is unable to generalize to new configurations. Indeed, more recent works from the same
research group compared the performance of a U-Net fully-convolutional architecture ver-
sus three different variations of Convolutional Networks coupled with LSTMs [70]. They
tested these methods on problems of wave propagation in simple cases of Gaussian pulses
propagating in closed-boxes. They empirically found that the U-Net solution results in
a lower accumulation of error over time, observing that the time-stepping performed in
physical space rather than in the reduced-order space allows a more accurate approxi-
mation of the the high-frequency spatial information. This is attributed the challenging
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reconstruction (encoding-decoding) of the predicted latent codes by the LSTM. Further-
more, as pointed in the previous section in Lee and You [131], the importance of long-range
previous snapshots decays rapidly with time, and only a small sequence is necessary to
approximate the PDE solution. This seems related to the fact that the Navier-Stokes or
the wave equations only depend on the local temporal derivative (and not on some global
time-integral quantity). Thus the memory cells of RNNs and LSTMs (used for long-term
time correlations) may not be fully used. Another advantage of the U-Net architecture
is its computational advantage (240 times faster in [70]), since the convolution operations
can be easily parallelized, in contrast to the serial operations of LSTMs. Nonetheless, the
U-Net implementation in [70] still suffers from generalization problems in the plane-wave
case, being an additional indicator of the difficulty of such networks to generalize to novel
input conditions.

The use of reduced-order models coupled with RNNs or LSTMs time-integrators is an alter-
native approach to the full-state approximation offered by convolutional-only approaches.
However, previous studies suggest that when predicting highly correlated spatio-temporal
structures, such as mechanical waves, these models suffer from bad generalization capabil-
ities and high computational cost. From these observations, this thesis will concentrate on
the study of fully-convolutional architectures, such as the U-net or the multi-scale options
described previously.

2.5.4 Reproducibility of deep learning methods
The topic of reproducibility is a key requirement for DL solutions working in applications
where safety is a critical issue (e.g. aerospace industry, but also medical applications, self-
driven cars, etc). Thus, it has been recently discussed in several references [179, 185, 193,
201].

Reproducibility is the principle that an experiment (including numerical ones) can be repli-
cated. This is a key requirement of DL solutions working in applications where safety is a
critical issue (e.g. aerospace industry, but also medical applications, self-driven cars, etc).
Besides this key safety issue, the possibility to reproduce the results of a published work is
one the keystones of scientific research. This allows providing guarantees and trust about
a newly proposed methodology. In the context of deep learning, obtaining reproducible
results is a challenging task due to the intrinsic stochastic nature of the optimization prob-
lems and algorithms (see Appendix B.4). Furthermore, neural network implementations
often use nondeterministic computations to decrease their computational cost. Replicating
previous works is a nontrivial task in DL, due to the difficulty to reproduce the numerical
conditions associated with the high number of choices and hyper-parameters to train a
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neural network [54], the large size of the datasets, and the differences in hardware. The
topic of reproducibility is a key requirement for DL solutions working in applications where
safety is a critical issue (e.g. aerospace industry, but also medical applications, self-driven
cars, etc). Thus, it has been recently discussed in several works [179, 185, 193, 201].

While most of the sources of variability can be removed by a proper and well-documented
setup (fixed random seeds, well-defined hyper-parameters, etc), some computational vari-
ability remains due to the nondeterministic nature of such simulations. This source of
uncertainty originates from the round-off errors associated with the stochastic order at
which operations are performed [249]. Such a behavior can be observed when running the
same code in different hardwares [105] or with a different floating-point precision [222].
A further source of uncertainty comes from the use of graphic processing units (GPUs),
which is required in DL due to the processing of large databases and neural networks. A
major drawback of this type of hardware is the difficulty to perform deterministic opera-
tions, due to their massively parallel architecture, which results in nondeterministic atomic
operations. Different runs in the same GPU can also be nondeterministic due to the use of
algorithms that favor performance over experiment repeatability [96, 106]. The sources of
variability are expected to have a low impact in steady-state PDE predictions. However,
when performing auto-regressive predictions, as in the unsteady examples of Section 2.5.3,
the accumulation of error over time coupled with a nondeterministic behavior can lead to
very different predictions for long sequences of predictions due to the non linearity of the
activation functions. For example, this type of phenomena is observed by Lee and You
[130] when predicting the unsteady flow around a cylinder. Small local errors produced
at some particular locations (e.g. close to the wall, inside the shear layers of the wake)
may change the ensuing unsteady development of small-scale structures, which results in
the wrong prediction of the turbulent velocity spectrum at high-frequencies (see Fig. 2.10
and the discussion in Section 2.5.3). Thus, even if a full algorithm determinism is not
mandatory, a high level of accuracy and reproducibility is necessary. This thesis will also
evaluate such a problem in the context of time-domain acoustic propagation.

2.6 Challenges of data-driven methods for the time-

propagation of acoustic waves in complex media
All the previous approaches show some of the most relevant data-driven neural networks
used to produce surrogate models for the space-time modeling of dynamic problems on
highly dimensional data. In the context of this doctoral work, and as described in the
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introduction Chapter (Section 1.4), the building of a Neural Network for the propagation
of acoustic waves in complex media raises several key challenges.

Dataset characteristics

The examples of Thuerey et al. [237] and Lee and You [130] (Figs. 2.6 and 2.10) show
two key points in the design of datasets for training spatio-temporal surrogates. The first
challenge concerns the size of the training dataset, which is not known a priori. Given a
fixed architecture, a study similar to Fig. 2.6b should be performed, in order to identify
the amount of data necessary to reach a plateau in the test error metric. This identifies
the moment where the network is using the full dataset, extracting the maximum possible
information about the underlying physics. Second, it is important to characterize the dif-
ferent physical regimes in the training data, as shown in the example of the flow around a
cylinder by Lee and You [130], where three well-known distinct turbulent regimes depend-
ing on the Reynolds number are identified. The a priori identification of these regimes
helps understand the a posteriori generalization capabilities of a network. In this work,
such a preliminary analysis on the dataset is performed for the three employed datasets,
each one related to the three main questions introduced in Section 1.4, in Chapters 3
(simple wave propagation in closed domains without mean flow), 6 (propagation in open
domains without mean flow) and 7 (propagation with non-uniform mean flows).

Other important dataset characteristics are the choice of initial and boundary conditions,
described next.

Initial conditions/Acoustic sources

Several previous works [70, 141, 169, 226], creating wave propagation surrogates with dif-
ferent NN architectures and strategies, use the same type of initial conditions, made of
Gaussian pulses (sometime called "droplets"). These act as an impulsive acoustic source
which generates some transient wave propagation dynamics. Gaussian pulses excite a
large band of frequencies, since the Fourier transform on a Gaussian pulse is a Gaussian
frequency distribution. On the contrary, other works such as Rüttgers et al. [211] use
single-frequency monopolar acoustic sources, but these only produce a steady-state surro-
gate (predicting the steady SPL value). This thesis analyses both cases in the temporal
domain (including transients). Indeed, Chapters 3 and 6 use impulsive sources: cylindrical
Gaussian pulses are used for training, yet the testing is performed on a broader range of
source types, such as dipolar-like Gaussian pulses and plane waves, testing the general-
ization capability outside the range of training initial conditions. Furthermore, Chapter
7 explores the accuracy and robustness of spatio-temporal surrogates when excited by a
source term of the type S(x, t) = f(x)g(t).
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Boundary conditions

Some of the previously described studies have dealt with the problem of encoding bound-
ary condition information into neural network surrogates. In the case of steady-state
surrogates, Thuerey et al. [237] dealt with complex airfoil geometries by employing vox-
elized binary inputs. Rüttgers et al. [211] also used signed distance functions encoding the
geometry information.

For unsteady solvers, naive PINN formulations [109] need to be retrained for each new set
of initial or boundary conditions. Additional input parameters must be used to avoid such
a caveat. For example, Moseley et al. [169] solved the wave equation with complex back-
ground media, while parameterizing the source input position in order to avoid retraining
the model for each new set of initial conditions. However, the boundary conditions are a
fixed parameter, chosen at training time, thus retraining the network must be performed
for a change in BCs.

Figure 2.12 Surface wave propagation and scattering, for a spectral numerical
solver (ground truth, left column) and a U-Net auto-regressive network (predic-
tion, center column). The absolute error between ground truth and prediction
is shown in the right column. Image from Lino et al. [141].
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When employing convolutional surrogates, Geneva and Zabaras [73] and Mohan et al. [163]
made use of the built-in tools of such networks, like periodic padding, to encode periodic
boundary conditions (similarly to ghost-cells in fluid solvers). For more complex conditions
in unsteady PDE approximations, Lino et al. [141] concatenated a binary field to the input
of their U-Net to encode geometry information, used in an auto-regressive way to perform
the spatio-temporal propagation of surface waves. Even if showing a correct qualitative
behavior when predicting the scattering of Gaussian pulses (Fig. 2.12), few quantitative
results are shown. In particular, a clear evaluation of the generalization capability of the
network is missing. Furthermore, it seems that they train the network on different datasets,
depending on the different types of boundary conditions (reflecting or non-reflecting outer
BCs). A general database capable of training the neural network for different types of
boundary conditions would be beneficial to such kind of methods, as it would avoid the
cost of retraining the network each time. Other works such as Hasegawa et al. [88], using a
combination of CNN auto-encoder and LSTM, predicted the low-Reynolds unsteady flows
around bluff bodies. Again, a binary field allows the network to work on different types
of body shapes. However, the problem of using a single neural network for various types
of boundary conditions, such as reflective and non-reflective acoustic conditions, is still
an open question. Furthermore, no clear evaluation of the non-reflective capacity of CNN
boundary conditions has been found in the literature. These questions are crucial when
modeling complex aeroacoustic flows, thus it will be treated extensively in Chapter 6.

Choice of architecture

Two main approaches of architectures for the spatio-temporal surrogate modeling have
been identified in previous works, leveraging the power of inductive biases: fully convo-
lutional CNN and reduced-order models coupled with time-integrators (LSTMs, RNNs,
etc). The studied works suggest the superior capacity of the former approach, but it is not
clear which choice of a particular CNN architecture is more beneficial (multi-scale [157],
U-Net [206]). This choice will be studied in Chapter 6.

Choice of loss function and physical-enforcing constraints

The choice of the loss function is a key ingredient in the training of the neural network, in
order to constrain the network to predict physically-consistent dynamics. Previous works
use a combination of terms, divided into data-driven enforcing terms (MSE loss) with
physical constraints (GDL, residual of conservation equations, etc). Such a choice will be
evaluated in Chapter 3, introducing a novel concept of the a posteriori energy preserving
correction (EPC) in order to constrain the prediction of the network to fulfill the energy
conservation during test time (i.e. during auto-regressive phases) for special cases where
the acoustic energy is preserved over time. The extension of this concept to cases with
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non-constant energy (e.g. non-null acoustic flux at the boundaries) is also examined in
Chapter 6. Nonetheless, further work is required in this case since the proposed strategy
did not improve the prediction accuracy.

Spatial resolution

An important evaluation step when using CNNs to learn spatio-temporal evolving PDEs
is to study their capacity (and associated error) when processing data at multiple spatial
resolutions. In the case of spatial resolution, some recent papers have employed the con-
volution operations after performing a spatial Fourier transformation (called the Fourier
Neural Operator framework) [138]. The properties of the Fourier transform allows the net-
work to obtain a uniform error in space, independently of the grid resolution ∆x. However,
as in classical spectral solvers, it becomes dependent on the number of modes chosen to
truncate the Fourier transform. It performs well for moderately complex flows (32 modes
used for a 2D flow at Re = 104), but it is expected to require a very large number of
modes for more complex multi-scale turbulent flows. Thus, evaluating the error for differ-
ent spatial resolutions is also a key question when developing data-driven PDE operator
surrogates. This analysis is done in Chapter 5.

Temporal resolution

Figure 2.13 Error evolution for several learned MLP at fixed ∆t (color lines)
and a multi-scale hierarchical time-stepper, combining the previous fixed-∆t
models (black line), applied for the solution of the one-dimensional ODE of an
harmonic oscillator, from Liu et al. [147]

The dependence of the error with the choice of the time-step ∆t is another important factor
of surrogate models. Indeed, the previous works trained the neural network surrogates at
a fixed time-step, which is also used at test time. Only some works have studied the
influence of such a parameter in the error evolution of spatio-temporal surrogates. Indeed,
Liu et al. [147] studied this problem for the solution of Ordinary Differential Equations
(ODE) by training several feed-forward neural networks (of the MLP type) at distinct fixed
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time-steps: ∆t, 2∆t, . . . , n∆t. Performing several auto-regressive temporal iterations with
these learned time-steppers results in an accumulation of the error over time. By training
different networks at fixed time-steps, specialized hierarchical temporal integrators can be
created. Some are specialized on rapid high-frequency dynamics, while others are focused
on large characteristic times. Hybridizing these multi-scale solvers results in an improved
ODE temporal integration: the overall error compounding over time is equivalent to the
lower error envelope of all the separated time-steppers (see Fig. 2.13). The influence of the
time-step parameter will be assessed in Chapter 3 for spatio-temporal PDE applications.

Computational cost

The ultimate goal when developing neural network surrogates of direct aeroacoustic solvers
is to accelerate the predictions with respect to classical solvers, so that their predictions
become usable in preliminary design or optimisation phases. Therefore, the cost of the
trained surrogates will be compared with their numerical solver counterpart in Chapters
3, 6 and 7. Such costs are evaluated for the offline training phase and the testing phase.
Benefits of surrogate models, such as their robustness when employing a higher CFL
number, will be also discussed.

Reproducibility

None of the previous works on PDE surrogates have studied in detail the strategies to
ensure the reproducibility of the trained neural networks when being used in an auto-
regressive way. Chapter 4 focuses on this problem, by investigating the influence of ma-
chine precision (32-bit single and 64-bit double precision) on the reproducibility of the
results. Tests are performed for short and long-term predictions in spatio-temporal evolv-
ing PDEs, including a heat equation, the Burger’s equation and the same wave equation
studied in Chapter 3.
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CHAPTER 3

Propagation of acoustic waves in closed do-
mains with no mean flow

3.1 Introduction
This chapter studies the time-propagation of 2D acoustic waves trained on transient acous-
tic wave-fields generated with a LBM solver. A multi-scale CNN [157] is trained to generate
the next time-step of the acoustic density field given a number of previous steps. Once
trained, the network is employed in an auto-regressive way (using the prediction at a
previous time step as a new input for the next prediction) in order to produce the full
time-series prediction of propagating waves.

As explained in Section 2.5.3, controlling the long-term error propagation in learned itera-
tive method is key to obtain reliable predictions. Networks employing the physics-informed
loss (see Eq. (2.54)) [109] tend to improve the control over this error propagation, as the
predictions are constrained by the prior physical knowledge of the problem, which is em-
bedded into the loss function. However, tuning the different terms appearing in the loss
functions is a non-trivial task [248]. Instead, an a posteriori physics-informed correction is
employed in this work. This strategy consists in training the neural network without any
prior physical knowledge and adding a physics-informed correction only at testing time,
during the auto-regressive phase. The correction discussed and tested herein, consists
in an energy-preserving correction (EPC) based on the conservation of acoustic energy.
This correction is naturally case-dependent and must be adapted to new boundary or
initial conditions. However, it improves the re-usability of the trained neural network,
thus alleviating the need to re-train the network on new configurations, which can be
computationally costly.

The proposed approach is benchmarked on a series of two-dimensional linear acoustic prop-
agation cases, with no mean flow effects, inside a computational domain with reflecting
boundary conditions at the four boundary walls. These particular simple linear acoustics
applications could be solved using established numerical methods (e.g. LEE solvers re-
viewed in Section 2.3.2). However, the objective is here to replace such numerical solvers
with learned surrogates, improving the understanding of the proposed data-driven meth-
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ods, characterizing the different types of errors (spatial, temporal), in order to answer the
different challenges listed in Section 2.6.

Since the evaluation of such spatio-temporal data driven approaches for acoustics is not
a trivial task due to the lack of previous results, it is thus necessary to first evaluate
the method on simplistic cases like the "closed acoustic room" test. This facilitates the
characterization of the neural network temporal and spatial error behavior. The acoustic
waves are trapped for infinite long times inside the computational domain, therefore it al-
lows the evaluation of the approach for arbitrarily long time-series and for limited spatial
resolutions. Once an accurate data-driven methodology for spatio-temporal aeroacous-
tic predictions is established, the presented framework can be readily extended to more
compelling applications, where traditional linearized numerical propagators become more
costly or face difficulties, as with non-homogeneous flows, where hydrodynamic instabili-
ties may lead to numerical ones (see Section 2.3.2). In such contexts, the learning power of
neural networks and their intrinsic non-linear behavior could provide efficient and robust
predictive tools.

The objectives of this chapter are the following:

(i) To assess the ability of convolutional neural networks to propagate simple acoustic
sources.

(ii) To compare extensively the results with reference cases for propagation (single Gaus-
sian pulse, two opposed-amplitude Gaussian pulses, plane wave).

(iii) To study best practices for training accurately the CNN of interest. A particular
attention is drawn on for the choice of the loss function.

(iv) To assess these data-driven simulations by a consistent spatial and temporal error
analysis, in particular to evaluate the benefits of employing an a posteriori energy-
preserving correction.

(v) To show potential benefits of neural network to accelerate simulations, such as relax-
ing time-step constraints and leveraging the massive parallel capabilities of GPUs.

The chapter is divided as follows. In Section 3.2 the methodology is detailed, namely
the multi-scale convolutional neural network is presented, along with the training process,
the auto-regressive prediction strategies and the a posteriori energy-preserving correction
formalism. Section 3.3 describes the Lattice Boltzmann method used for generating the
dataset and validates the method in terms of numerical dissipation with respect to analyt-
ical test-cases. Section 3.4 shows results for the three aforementioned test-cases of acoustic
propagation in a closed domain without interior obstacles, and evaluates the EPC correc-
tion. A parametric study regarding the key design choices follows in Section 3.5, regarding
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the Neural Network time-step and the dataset characteristics. Finally a study on the com-
putational cost of the proposed methodology is carried out in Section 3.6, completing the
chapter. Conclusions are drawn in Section 3.7.

3.2 Methodology
3.2.1 Modeling dynamical systems with a learned surrogate
The objective of the surrogate neural network is to efficiently approximate the complete
space-time evolution of a dynamical system, by employing a dataset of high-fidelity simula-
tions. The system of interest is the propagation of acoustic waves in quiescent flows with
hard-reflecting boundary conditions at the four walls of the numerical domain. Then,
the simplification of the two-dimensional LEE (Eq. (2.2)) in quiescent isentropic flows
(u = v = 0) leads to the following Cauchy problem on the acoustic fluctuating density ρ′:

⎧
⎪⎪⎨
⎪⎪⎩

∂2ρ′(x, t)

∂t2
+ c20∇2ρ′(x, t) = S(x, t),

B(ρ′(x, t)) = G(x, t),
ρ′(x, 0) = I0(x),

x ∈ D, t ∈ R+

x ∈ ∂D, t ∈ R+

x ∈ D, t = 0

(3.1)

whereD represents the flow domain, limited by boundaries ∂D. B is the boundary operator
that enforces the reflecting boundary conditions. Typically, for hard-reflecting walls with
a normal vector n (outward pointing), it simply reads (∇ρ′ · n)|∂D = 0. c0 is the speed
of sound, S(x, t) and G(x, t) are the respective source terms at the interior of D and its
boundaries ∂D. I0 represents the initial condition expressed as a volume distribution.

Equation (3.1) is usually solved numerically, by discretizing the state variable in space and
time and subsequently integrating the time evolution from t to t + ∆t using an iterative
solver, where ∆t is the time-step between two iterations.

The goal of the present study is to recast this numerical integration as an optimization
problem, in order to learn the space-time evolution of the acoustic density. Discretizing
the state variable in space and time, let ρ′(n) ∈ RN×M be the solution of Eq. (3.1) at time
t = n∆t on a uniformly spaced discretization of D defined by a grid with N and M nodes
in the x and y directions respectively, with grid spacing ∆x.

The learned PDE operator G, defined by its trainable parameters θ, is chosen to learn the
same type of discrete time-invariant operator presented in Section 2.5.3, (Eq. (2.55)):

Ŷ (n+1) = G(X(n),θ) (3.2)
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where
X(n) = {ρ′(n), ρ′(n−1), ..., ρ′(n−k)} (3.3)

and
Ŷ (n+1) = {ρ̂′(n+1)} (3.4)

are respectively the input (a sequence of k + 1 previous states) and output (a single
predicted state) of the surrogate model.

The operator G is obtained by searching for the optimal vector of parameters θ∗ through
the following optimization problem:

θ∗ = argmin
θ

L
(︁
G(X(n);θ),Y (n+1)

)︁
(3.5)

where L is the loss function between the prediction Ŷ (n+1) and the target Y (n+1) fields.
Here X(n) and Y (n+1) are obtained through a simulation employing a high-fidelity nu-
merical LBM solver as described later in Section 3.3. Other means could be employed
to generate the dataset: analytical solutions (if existing), experimental observation or a
blending of experimental, simulated and analytical solutions.

3.2.2 Autoregressive spatio-temporal prediction of wave propaga-

tion
Once trained, the resulting neural network G is employed in an auto-regressive approach
as explained in Section 2.5.3 (Eq. (2.56)). Although the network is only trained to predict
one single time-step ahead from the input data, this auto-regressive strategy is used as
a time-integrator to propagate signals up to an arbitrary time horizon. Formally, the
acoustic density at time t can be calculated with the following recurrence formula:

Initialization:

{︄
r = 0

t = k∆t
,

⎧
⎪⎨
⎪⎩

X(k) = {ρ′(k), ρ′(k−1), ..., ρ′(0)}
Ŷ (k+1) = {ρ̂′(k+1)} = G(X(k);θ)

X(k+1) = {ρ̂′(k+1), ρ′(k), ..., ρ′(1)}
(3.6a)

Recursion:

{︄
r = n− k − 1

t = n∆t
,

⎧
⎪⎨
⎪⎩

X(n−1) = {ρ̂′(n−1), ρ̂′(n−2), ..., ρ̂′(n−k−1)}
Ŷ (n) = {ρ̂′(n)} = G(X(n−1),θ)

X(n) = {ρ̂′(n), ρ̂′(n−1), ..., ρ̂′(n−k)}
(3.6b)
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The difference with respect to Eq. (2.56) is that the input state contains multiple time-
frames of PDE states, which is an habitual choice in auto-regressive statistical models
[157]. This allows the surrogate to learn an approximate of the time derivative. At the
initialization step (r = 0), k+1 states must be provided as inputs to the model (e.g. from
analytical or numerical solutions). At latter steps, the predictions of past steps are used as
inputs for the next steps. The associated unrolled view of the recurrence relation yields:

Ŷ (n) = G ◦G ◦G . . . G⏞ ⏟⏟ ⏞
r+1 times

(X(0);θ) (3.7)

where r + 1 recurrent steps are performed from the initial condition state.

3.2.3 Key parameters
Several choices must be done to complete the definition of the surrogate:

– The parameterization of G can take the form of different types of models, such as
MLPs, CNNs or RNNs (see Section 2.5.3). In this chapter, building on the observed
results of previous works about unsteady spatio-temporal surrogates (Mathieu et al.
[157], Geneva and Zabaras [73]), a multi-scale CNN architecture is chosen [130,
157]. This choice is justified a priori by the observation that acoustic waves form a
high-dimensional and highly spatially-correlated evolving dynamics, thus the spatial
representational power of CNNs must be appropriate to approximate the spatial
topology. Furthermore, their property of equivariance to translation (Eq. (2.45)) is
also found in classical numerical solvers, reducing the computational cost of such
surrogates (the same small filters are applied everywhere, regardless of the spatial
position). One of the objectives of this chapter is to justify this choice.

– The number of input states k is another important parameter. In previous works
(Lee and You [130]), 4 input snapshots (k = 3) were employed, as it was seen that
varying this parameter had a negligible influence on the overall performance of the
neural network. The effect of k has to be studied again since Lee and You [130]
solved a different physical problem (wave propagation versus flow in the wake of a
cylinder).

– The time-step ∆t choice is a crucial parameter in auto-regressive surrogates. A
key advantage is identified with respect to classical explicit time-integrators: in com-
parison with explicit schemes, such as Euler or Runge-Kutta integrators, the learned
surrogate may not be constrained by the classical time-stepping stability constraints
explained in Eq. (2.28) [130, 147]. Therefore, the time-step used to generate the
dataset, defined as ∆tLBM , does not need to be equal to the time-step ∆tNN used
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for advancing the surrogate in time (Eq. (3.6)). Thus, an additional objective is
to prove this hypothesis, which could potentially accelerate the computations with
respect to the high-fidelity explicit solver baseline.

3.2.4 Parameterization of G: multi-scale CNN
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Figure 3.1 Multi-scale CNN architecture of G. Three CNN at different spatial
scales G2, G1 and G1 are employed. The downsampling and upampling opera-
tions are respectively represented by red and black lines. The
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Figure 3.2 Replication padding strategy. The original feature field f (l−1) ∈
R3×3 is depicted in blue. The convolutional operator having parameters, κ = 5
and s = 1, p must be equal to 2 in order to fulfill Eq. (3.8). The additional
values (grey) are chosen following Eq. (3.9).

The multi-scale neural network architecture is sketched in Fig. 3.1. Furthermore, Table
3.1 details the type of operations employed inside the network. Following the notation
detailed in Section 2.5.3, the input is processed in three different spatial scales at three
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separated deep stacks of convolutional layers (called branches): the branch G2 processes
the input at quarter resolution N/4 ×M/4, G1 at half-resolution N/2 ×M/2 and G0 at
full resolution N ×M . For G2 and G1, bi-linear down-sampling operators s2 and s1 are
employed (Eq. (2.58)), with an associated bi-linear up-sampling operator at the end of
each branch (u2 and u1, Eq. (2.59)). For each branch, a different number of parametric
convolutional layers is used (Eq. (2.46)). The detailed description of each branch is shown
in table 3.1 using the same notation as in Section 2.4.3: κ (= κx = κy) denotes the
kernel size of the convolution operation (e.g. κ3 represents a 2D kernel of size 3 × 3). s

(= sx = sy) is the stride, which is always equal to 1. p (= px = py) denotes the amount of
border padding used at each convolution operation. The padding is formalized as follows:
let f (l−1) ∈ RC(l−1)×N(l−1)×M(l−1) be the input feature field of a convolutional layer (l)

characterized by its kernel size κ and its stride s. This input feature is padded with some
additional nodes in each direction, px and py, so that the output feature is equal in size
to the non-padded input feature:

N (l) = N (l−1) (3.8a)

M (l) = M (l−1) (3.8b)

The padded input feature is denoted as ˜︁f (l−1) ∈ RC(l−1)× ˜︁N(l−1)×˜︂M(l−1) where ˜︁N (l−1) and
˜︂M (l−1) fulfill Eq. (2.47). Equation (3.8) can be combined with Eq. (2.48) to determine
(px, py) for each convolution operation. In order to chose the values of the additional
padded nodes, a replication strategy is employed, mimicking the zero-fluctuating density
gradient ∇ρ′ ·n = 0 present at hard reflecting walls. The nodal indices (i, j) of the input
feature field are described as follows:

{︄
i ∈ [0, N (l−1) − 1] ∈ f (l−1)

i ∈ [−px,−1] ∪ [N (l−1), N (l−1) + px − 1] ∈ ˜︁f (l−1)\f (l−1)
(3.9a)

{︄
j ∈ [0,M (l−1) − 1] ∈ f (l−1)

j ∈ [−py,−1] ∪ [M (l−1),M (l−1) + py − 1] ∈ ˜︁f (l−1)\f (l−1)
(3.9b)
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Then, the replication padding is defined as:

∀i ∈ [−px,−1] : ˜︁f (l−1)(i, j) = f (l−1)(|i| − 1, j) (3.10a)

∀i ∈ [N (l−1), N (l−1) + px − 1] : ˜︁f (l−1)(i, j) = f (l−1)(N (l−1) − 1− |i−N (l−1)|, j)
(3.10b)

∀j ∈ [−py,−1] : ˜︁f (l−1)(i, j) = f (l−1)(i, |j| − 1) (3.10c)

∀j ∈ [M (l−1),M (l−1) + py − 1] : ˜︁f (l−1)(i, j) = f (l−1)(i,M (l−1) − 1− |j −M (l−1)|)
(3.10d)

A sketch of the replication padding strategy is depicted in Fig. 3.2.

aR represents the application of the ReLU non-linear activation function [171] and aL

denotes applying an identity activation function (equivalent to no activation function), in
order to allow the network to predict both positive and negative values at each scale output.
Please refer to the Appendix B.4.3 for an introduction to activation functions. Finally,
C(in) → C(out) denotes the number of input and output feature fields at each convolution
operation (Section 2.4.1), from which the total number of trainable parameters in one
layer can be deduced by performing the following operation:

Nparameters = (κxκyC
(in) + 1)C(out). (3.11)

3.2.5 Loss functions
The loss function used to estimate the error performed by the neural network during the
optimization process is chosen as a combination of MSE and GDL errors:

L = λMSELMSE

(︂
Ŷ ij,Yij

)︂
+ λGDLLGDL

(︂
Ŷ ij,Yij

)︂
(3.12)

where Ŷ i,j and Yi,j correspond to the network prediction at the output of the G0 scale
and its associated target field for a cell defined by its indexes (i, j). Both fields have a
resolution of N ×M . The LMSE term minimizes the L2-norm mean-square error (MSE)
of the output with respect to the target fields (here corresponding to density fields). For
a node defined by indexes (i, j):

LMSE

(︂
Ŷ ij, Yij

)︂
=

1

NM

N∑︂

i=1

M∑︂

j=1

[︂
Ŷ ij − Yij

]︂2
(3.13)
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G2 G1 G0

Layer Parameters Layer Parameters Layer Parameters
Downsample
N/4×M/4

- Downsample
N/2×M/2

- κ5s1p2aR
5→ 32

4,032

κ3s1p1aR
4→ 32

1,184 κ5s1p2aR
5→ 32

4,032 κ3s1p1aR
32→ 64

18,496

κ3s1p1aR
32→ 64

18,496 κ3s1p1aR
32→ 64

18,496 κ3s1p1aR
64→ 128

73,856

κ3s1p1aL
64→ 32

18,464 κ3s1p1aR
64→ 128

73,856 κ3s1p1aR
128→ 64

73,792

κ3s1p1aL
32→ 1

289 κ3s1p1aR
128→ 64

73,792 κ3s1p1aL
64→ 32

18,464

Upsample
N/2×M/2

- κ3s1p1aL
64→ 32

18,464 κ5s1p2aL
32→ 8

6,408

κ3s1p1aL
32→ 1

289 κ1s1p0aL
8→ 1

9

Upsample
N ×M

-

Table 3.1 Summary of operations and number of parameters for multi-scale
CNN with 3 spatial scales

LGDL corresponds to the GDL loss introduced in Eq. (2.51). In this case, the spatial
gradients are discretized with a first-order forward finite difference scheme, defined at
nodes with indexes (i, j) as :

∀(i, j) ∈ [0, N − 2]× [0,M − 1] :
∂Yij

∂x
=

Yi+1,j − Yij

∆x
(3.14a)

∀(i, j) ∈ [0, N − 1]× [0,M − 2] :
∂Yij

∂y
=

Yi,j+1 − Yij

∆y
(3.14b)

At the boundary nodes, a first-order backward finite difference is employed:

∀(i, j) s.t. i = N − 1, j ∈ [0,M − 1] :
∂Yij

∂x
=

Yij − Yi−1,j

∆x
(3.15a)

∀(i, j) s.t. i ∈ [0, N − 1], j = M − 1 :
∂Yij

∂y
=

Yij − Yi,j−1

∆y
(3.15b)

As described in Section 2.5.1, the gradient loss penalizes the averaging effect on probability
distributions when employing mean-square error losses only, forcing the output distribution
to follow the multi-modal behavior of the target data. As a result, the predicted fields are
sharpened.
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The choice of weighting parameters λMSE and λGDL will be carried out in the results
section, along with a comparison between a model trained only with the mean-square
error loss and one combining both MSE and GDL.

3.2.6 Energy preserving correction (EPC)
The strategy presented previously is based on the supervised training of a CNN. The
loss function (Eq. (3.12)) employed for such a process does not make any assumption on
the underlying physics present on the data. Physics-Informed Neural Networks (PINNs)
(Eq. (2.54)) [198] show that adding some conservation equation terms to the loss function
improves the predictive accuracy of the model by enforcing well-known physical constraints
during the training process.

In the present work, a similar strategy is employed in order to improve the accuracy of
the auto-regressive algorithm. A physics-informed energy preserving correction (EPC) is
designed to enforce the conservation of the acoustic energy throughout the neural network
recursive prediction strategy. However, the chosen approach differs from [198], as this
correction is not integrated as an additional training loss term. In contrast, the EPC is
applied only at test time in order to correct the predictions made by an already trained
neural network. Such a choice is made in order to improve the re-usability of the neural
network for different problem configurations: the EPC is case-dependent and must be
adapted for every type of boundary condition or mean flow features. Thus, we hope
to train the neural network only once using standard loss functions, avoiding training
instabilities as shown in Wang et al. [248] when using many loss terms. This requires to
adapt the a posteriori correction for each particular case. As a result, it is hoped that a
smaller computational cost at training time is required, coupled with a greater flexibility
and re-usability of neural networks, at the expense of designing a posteriori corrections
for each new test-case.

For the particular test cases studied in this work, the energy preserving correction is
based on the observation that the acoustic propagation takes place in a linear regime.
The acoustic energy follows the conservation law in integral form:

d

dt

∫︂

Ω

Edx+

∫︂

∂Ω

I · ndσ = −
∫︂

Ω

Ddx (3.16)

where E represents the acoustic energy density and I the acoustic intensity (again, the
prime ( )′ in fluctuating quantities have been dropped).
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Such quantities are defined as

E =
p2

2ρ0c20
+

ρ0u
2

2

I = pu.

(3.17)

Note that such relationships are only valid for isentropic fluctuations in a fluid at rest
(at Mach M = 0). The dissipation D is considered nil (the prescribed viscosity of the
numerical LBM solution is set to 0 in order to preserve this hypothesis). For the studied
configurations in sections 3.3 and 3.4, the acoustic propagation takes place in a closed
domain with reflecting hard walls. This implies that the mean energy flux across the
closed domain containing no sources is zero. Since velocity fluctuations are related to
pressure fluctuations via the Euler equation and the density fluctuations are proportional
to pressure fluctuations, the total energy conservation yields the total mean square density
conservation.

Assuming a positive uniform drift (hypothesis validated in Section 3.4.2), let ϵ (≥ 0) be
a correction for the density field ρ̂′(t) applied after each autoregressive prediction, such
that: ∫︂

Ω

(ρ̂′(t)− ϵ)2dx =

∫︂

Ω

ρ′(t = 0)2dx (3.18)

By symmetry of the problem:
∫︂

Ω

(ρ̂′(t))2dx =

∫︂

Ω

(ρ′(t = 0) + ϵ)2dx (3.19)

Define

ˆ︁P(t) =

∫︁
Ω
ρ̂′(t)dx∫︁
Ω
dx

P(0) =

∫︁
Ω
ρ′(t = 0)dx∫︁

Ω
dx

.

(3.20)

Combining Eqs. (3.19) and (3.18) yield:
∫︂

ϵ2dx− 2

∫︂
ρ′(t)ϵdx = −

∫︂
ϵ2dx− 2

∫︂
ρ′(t = 0)dx (3.21)

Since the drift is supposed uniform, ϵ can move outside of the integrals, leading to the
second order equation:

ϵ2 − ϵ ˆ︁P(t) + ϵP(0) = 0 (3.22)
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This equation has the null solution ϵ = 0, which could correspond to no correction of the
predicted field, and the following non-trivial solution is found for the correction at time t

ϵ(t) = P(0) − ˆ︁P(t) (3.23)

Equation (3.23) reveals that the intuitive correction of the drift obtained by removing the
mean difference between the current prediction and the initial target field, corresponds
actually to the energy conservation in time. Note also that the proposed correction only
holds for a particular case of boundary conditions (reflecting wall) and a quiescent mean
flow. The change in boundary conditions (e.g. non-reflecting boundary conditions) would
result in a non-zero acoustic energy flux through the domain boundaries, and thus the
proposed EPC would no longer hold. Finally, the EPC correction is integrated into the
auto-regressive algorithm, by simply adding the correcting term ϵ to the predicted acoustic
density field at each recursive step:

Initialization:

{︄
r = 0

t = (k + 1)∆t
,

⎧
⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

X(k) = {ρ′(k), ρ′(k−1), ..., ρ′(0)}
Ŷ (k+1) = {ρ̂′(k+1)} = G(X(k);θ)

ϵ(k+1) = P(0) − ˆ︁P(k+1)

X(k+1) = {ρ̂′(k+1) + ϵ(k+1), ρ′(k), ..., ρ′(1)}
(3.24a)

Recursion:

{︄
r = n− k − 1

t = n∆t
,

⎧
⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

X(n−1) = {ρ̂′(n−1), ρ̂′(n−2), ..., ρ̂′(n−k−1)}
Ŷ (n) = {ρ̂′(n)} = G(X(n−1),θ)

ϵ(n) = P(0) − ˆ︁P(n)

X(n) = {ρ̂′(n) + ϵ(n), ..., ρ̂′(n−k) + ϵ(n−k)}

(3.24b)

3.3 Dataset: 2D Waves in Reflecting Domains
The training dataset used for this study is composed of 2D domains with hard reflecting
acoustic walls, no obstacles in the interior of the numerical domain and Gaussian den-
sity pulses as initial conditions. Following the notation introduced in Eq. (3.1), this is
formalized as follows:

⎧
⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

S(x, t) = 0,

B(ρ′(x, t)) = (∇ρ′ · n)|∂D = 0,

G(x, t) = 0,

I0(x) =
∑︁Np

p=1 εp exp
(︂
− log 2

b2p
||x− xp||2

)︂

x ∈ D, t ∈ R+

x ∈ ∂D, t ∈ R+

x ∈ ∂D, t ∈ R+

x ∈ D, t = 0

(3.25)
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where (∇ρ′ · n)|∂D represents the hard reflecting boundary conditions at the boundaries
of D, and S = G = 0 denotes the absence of time-dependent sources at the domain and
its boundaries. The initial conditions are composed of Np Gaussian pulses of amplitude
εp, half-width bp, and center coordinates xp = (xp, yp).

Initially, such a simple academic configuration is preferred to more complex, yet more
interesting cases, such as the acoustic propagation in complex mean flows. The main
reason for this is the lack of accurate results regarding the capacity of Neural Networks
when performing wave propagation. Thus, the approach consists in benchmarking this
data-driven method with simple configurations and exposing the potential caveats of the
spatio-temporal CNN predictive approach. These potential problems are then be identified
and mitigated, before moving to more complex cases in chapters 6 and 7.

3.3.1 Numerical setup
Parameter Value Parameter Value

Collision scheme rrBGK-LBM Number of simulations
Nsim

500

Domain size, D, [m] 100
Number of Gaussian

pulses, Np
U [1, 5]

Nodes per dimension,
Nnodes, [-] 200 Position of Gaussian

pulses, (xp, yp), [-] U [0.2D, 0.8D]2

Lattice spatial step,
∆x, [m] 0.5025

Amplitude of Gaussian
pulses, εp, [kg/m−3] 10−3

Time-step
∆tLBM , [s] 8.5331× 10−4 Gaussian pulse

half-width, bp/∆x, [-] 12

∆τLBM , [-] 2.901× 10−3 Mean flow velocity
(u, v) , [m/s−1] (0, 0)

Dynamic viscosity
ν, [Pa s] 0

Simulation time/iterations
τtraining/Niter

0.67/231

Table 3.2 Parameters of the LBM simulations (training/validation dataset)

The Lattice-Boltzmann Method (LBM) Palabos code [124] is used to generate the dataset.
A review of these methods have been done in Section 2.3.3, explaining its advantage in
terms of numerical dissipation and dispersion. The simulation parameters are described
in Table 3.2. Regarding the choice of the numerical scheme, classical BGK-LBM collision
models [30] can produce high frequency instabilities [39] when the dynamic viscosity ν of
the fluid is low. As a consequence, a recursive and regularized BGK model (rrBGK-LBM)
[153] is applied to increase the code stability, even in the case of ν = 0 for quiescent mean
flows (M = 0), while maintaining a low numerical dissipation. A D2Q9 lattice discretiza-
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tion is chosen, representing the possible 9 discrete velocities for each two-dimensional (2D)
lattice node.

Nsim = 500 2D-simulations are run with the boundary and initial conditions described
above. Reflecting walls are modelled as classical half-way bounce-back nodes [121]. The
variables treated by the numerical solver are treated in dimensionless units, also called
"lattice units" (see Krüger et al. [119]). The conversion to physical units is usually per-
formed by choosing characteristic length and time scales. Here the length scale is chosen
as the size of the computational domain (in physical arbitrary units), which is defined as
D ×D (see Fig. 3.4a), each direction being discretized with Nnodes = 200 nodes. Thus,

∆x =
D

Nnodes − 1
(3.26)

is chosen as the length scaling factor.

Furthermore, the only relevant time-scale comes here from the acoustic propagation of
waves, set to the speed of sound, where the relation between physical and lattice units is
given by

cs = c0
∆t

∆x
. (3.27)

Therefore the choice of the LBM time-step is imposed by both the discretization of space
and velocity-space, the former imposing ∆x and the latter, cs. Obtaining a time-step
with physical units implies setting a sound speed of reference c0. Here, c0 = 340 m/s.
Nonetheless, this choice is arbitrary since the sound speed in the D2Q9 lattice cs acts
as a Courant number in this context, and is a fixed value of 1/

√
3 ≃ 0.57. This is a

limitation arising from the explicit time-discretization scheme employed by the LB method.
A normalized time based on the speed of sound and domain length may be defined as:

τ = tc0/D = Nitercs/Nnodes (3.28)

where t and Niter are respectively the physical simulation time and the number of per-
formed LB iterations. Nnodes is the number of lattice nodes in one direction of the compu-
tational domain. τ = 1.0 corresponds to the propagation time of an acoustic wave from
one boundary to the other.

The reference (background) lattice density is chosen as ρ0 = 1. The fluctuating density
field ρ′ is initialized with a random number of Gaussian pulses Np located at random initial
positions (in Table 3.2, U [a, b] represents a uniform probability-distribution function be-
tween its two extrema a and b). A fixed amplitude εp = ε is chosen. Since the background
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density ρ0 = 1, this amplitude verifies that ρ0 ≫ ε. Finally, the half-width of the initial
Gaussian pulses bp is fixed (bp = b) and is chosen such that b/∆x = 12. This implies that
12 lattice nodes discretize the pulse half-width (this choice is justified in Section 3.3.2).

Each training simulation is stopped at τtraining = 0.67 and density fields are recorded at
time-steps of ∆τNN = 0.0087 (i.e. each 3 LB iterations). The latter time-step is the one
used by the CNN. An example of a full simulation from the dataset is depicted in Fig.
3.3, with three initial Gaussian pulses.

Figure 3.3 Example of one simulation from the dataset. Initial conditions are
composed of density Gaussian pulses located at random positions. Each inital
condition (t = 0) is stepped 231 LBM iterations in total. Acoustic density fields
are saved every 3 LBM iterations. Shown fields correspond to LBM iteration
t = (a) 0∆t, (b) 30∆t, (c) 60∆t, (d) 90∆t, (e) 120∆t, (f) 150∆t, (g) 180∆t and
(h) 210∆t.

This particular choice of time step (i.e. greater than the one imposed by the LB method)
suggests that the CNN could achieve some speed-ups compared with the LBM by perform-
ing low-error predictions at larger time-steps. The neural network is in fact not bounded
by the explicit time-discretization scheme limit (e.g. Courant number), whereas the LB
time-step size is directly linked to the spatial discretization. Thus, a NN could theoret-
ically learn to overcome this limitation through a training process on data with a lower
frequency sampling than the LBM. This chapter tries to provide some insights into the
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physics related to the previous statements. In particular, all the network trainings are
performed with an under-sampling strategy by setting ∆tNN = 3∆tLBM . The objective
is to assess whether the CNN is able to accurately predict the acoustic propagation when
using such conditions.

3.3.2 Validation of the LBM code
In order to demonstrate the dissipation behavior of the rrBGK-LBM solver, a benchmark
simulation is performed by comparing the free-field propagation of a single density Gaus-
sian pulse with the analytical solution, given in Eq. (2.13). A schematic of the problem
setup is shown in Fig. 3.4a.

  

xp

y p

D

2b

(a)

  

L

Positive
Amplitude

Negative
Amplitude

(b)

  

2b

(c)

Figure 3.4 Schematic of the three test cases. Domain size is D×D. (a) prop-
agation of single Gaussian Pulse of half-wifth b, (b) Two Pulses with opposed
initial amplitudes and (c) Plane wave with Gaussian profile propagating in x-
direction.

Figure 3.5 shows a slice of the density fluctuations in the line y/D = 0.5 at time τ = 0.26

before the pulse impinges on any wall. Comparison is made between the analytical solution
and various simulations performed with various resolutions b/∆x = 2.5, 5, 10, 20 and 40.
Results show that at least 10 points per half-width are necessary to capture the propagation
of the pulse accurately with a small numerical dissipation error. The 12-point-per-half-
width criterion, chosen in Section 3.3.1, is therefore deemed sufficient to capture accurately
the acoustic wave propagation.

Furthermore, Fig. 3.6 shows two types of metrics to evaluate the numerical order of
the spatial scheme. First, the L2-norm of the difference between the analytical and the
numerical solutions is shown (Fig. 3.6a), averaged over the whole slice shown in Fig.
3.5. The error follows the expected second-order trend. The order of convergence of the
spatial scheme is further estimated by a Richardson extrapolation [33], which uses several



3.3. DATASET: 2D WAVES IN REFLECTING DOMAINS 91

0.5 0.6 0.7 0.8 0.9 1

x/D

-1.2

-0.4

0.4

1.2

2
10

-4

2.5

5

10

20

40

Exact

0.74 0.75 0.76

1.38

1.4

1.42

1.44

1.46

1.48

1.5

1.52
10

-4

Figure 3.5 Propagation of Gaussian pulse with initial parameters ε = 0.001
and b/D = 0.05. A comparison of the cross profiles of density fluctuations ρ′ for
different grid resolutions at slice y/D = 0.5, x/D > 0.5 (axis of symmetry) and
dimensionless time τ = 0.26. The legend indicates the number of lattice points
per initial Gaussian pulse half-width b/∆x and the analytical solution is plotted
in black. The figure to the right shows a zoom around the pulse maximum,
marked by a dashed rectangle.
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Figure 3.6 Estimation of order of convergence of the rrBGK-LBM spatial
scheme: (a) evolution of the rms error with the lattice resolution compared
with the formal spatial scheme order (second order) and (b) order of conver-
gence of the spatial scheme (Richardson extrapolation).

solutions at different levels of grid refinement. Let p be the order of convergence of the
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numerical scheme and f(∆x) the numerical solution at a grid resolution ∆x, then

p =
1

log(2)
log

(︃
f(∆x/4)− f(∆x/2)

f(∆x/2)− f(∆x)

)︃
. (3.29)

Figure 3.6b shows that the order of the numerical method converges to the expected
second-order value as the grid is further refined, thus confirming the dissipation properties
of the rrBGK-LBM scheme.

3.3.3 Test cases for the trained neural network
The above validation case is also used for the validation of the Neural Network auto-
regressive predictions. Henceforth this single Gaussian pulse case is referred to as "Test
A". While the training dataset contains very similar initial conditions as this first case, it
constitutes a baseline test for the neural network capability. Furthermore, as the training
was only performed for one-step-ahead predictions, this test case evaluates the accuracy
of the auto-regressive strategy presented in Section 3.2.2.

In addition to this validation case, two more cases are used for evaluating the network
performance:

– Test B: Double Gaussian pulse, with opposed initial amplitudes. One pulse cen-
ter is located at (x1, y1) = (D/2− L/2, D/2) with amplitude ε1 = −ε, the other
at (x2, y2) = (D/2 + L/2, D/2) with amplitude ε2 = ε. A schematic is shown in
Fig. 3.4b. This test aims at verifying the network generalization ability, i.e. the ca-
pacity to extrapolate a solution when the input falls outside the training space. This
test remains nonetheless close to the training data distribution, testing the principle
of superposition in linear acoustics.

– Test C: One-dimensional Gaussian plane wave, propagating in the x-direction, as
shown in Fig. 3.4c. Although planes waves are physically linked to spherical waves
as stated by the Huygens principle, this configuration is nevertheless a challenging
case as shown by Sorteberg et al. [226]. Indeed, as shown in Section 2.4.3, Fig. 2.11,
the neural network may overfit to the training data, where only cylindrical pulses
have been sampled. This can lead to the unwanted curving of wavefronts in the case
of plane wave initial conditions.

3.4 Results
This section studies the performance of the Multi-Scale neural network trained with the
dataset described in Section 3.3.1, by comparing the resulting predictions for test cases A
and B with the corresponding LBM predictions, taken as target data. For case C, treated
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in Section 3.4.4, the target solution employed for comparison is the analytical solution for
a 1D propagating Gaussian pulse.

3.4.1 Training parameters
Hyper-parameter Description Values

Trainining/validation Dataset split
(In terms of Nsims)

training = 0.8Nsims

validation = 0.2Nsims

Optimizer Adam SGD [114]

η0 = 1.0× 10−4

β1 = 0.9
β2 = 0.999
ϵ = 10−8

Scheduler Reduce on validation
loss plateau

η(n) = 0.98η(n−1)

patience = 10
threshold = 0.0001
mode = relative

Initialization He et al. [89]
E(W (l)) = 0
Var(W (l)) = 2/n(l)

b(l) = 0
Batch size B B = 32
Training end Training loss stable for 10 epochs

Table 3.3 Hyper-parameters for training the multi-scale neural network

In order to train the neural network G for the spatio-temporal propagation of acoustic
waves, a supervised strategy on a feed-forward Neural Network is chosen. As explained in
the Appendix B.4, such a problem is solved by employing a mini-batch stochastic gradient
descent algorithm with mini-batch size B, which searches for a set of parameters θ∗ that
minimise the error. Since the optimization problem is non-convex, there is no guarantee
that a global optimum will be found. As this technique relies on calculating the gradient of
the error with respect to the different layer weights, an efficient backpropagation algorithm
(see Appendix B.4.2) is used, where the analytical gradients of every layer output with
respect to their weights are calculated at the backward pass (going from input to output).
These gradients are then used to update all the weights of the network, so that the cost
function is minimized. These operations are performed automatically by the Pytorch open-
source library [178], implementing automatic differentiation and optimization algorithms.
This framework is used in the present study.

Two types of training strategies are taken into consideration. Training T1 is carried out
by setting the loss function as a mean-square error such that λMSE = 1 and λGDL = 0.
Training T2 sets λMSE = 0.02 and λGDL = 0.98, combining mean-square error and gradient
loss functions. The ratio λMSE/λGDL is set to obtain similar values of the two parts of



94
CHAPTER 3. PROPAGATION OF ACOUSTIC WAVES IN CLOSED DOMAINS

WITH NO MEAN FLOW

the loss function, so that both mean and spatial gradient errors contribute equally to the
parameter update during the optimization of the neural network. Recent works [247] have
demonstrated the importance of balancing the contributions from the different loss terms
in order to increase the accuracy and stability of the neural network training process.

Furthermore, as detailed in the Appendix B.3, a training/validation split of the dataset
is performed. 400 simulations are employed as training dataset with 77 density fields per
simulation at consecutive time-steps. These training samples are used to calculate losses
in order to optimize the network by modifying its weights and biases. The remaining 100

simulations are used for validation purposes: no model optimization is performed with
this data. The validation is only used to ensure that a similar accuracy is achieved by the
neural network on data unseen during the training phase. During the training, the dataset
is processed in batches to produce predictions (forward pass) followed by the update of
network weight parameters θ (backward pass to minimise the error). A complete cycle
through all dataset samples is named an epoch. This process is repeated until the loss is
converged. Training samples are shuffled at each epoch in order to increase data variability.
Data points (input and target fields) are also rotated randomly at four right angles in order
to perform a second type of data augmentation.

The Adam stochastic optimization algorithm [114] is used, with an initial learning rate
set to η0 = 1 × 10−4. The additional parameters of Adam, defined in the algorithm 2 of
Appendix B.4.1, are set to β1 = 0.9, β2 = 0.999 and ϵ = 10−8. Furthermore, a scheduler
for the learning rate is set so that a 2% reduction of the previous learning is performed
each time the validation loss value stagnates for more than 10 epochs (the "patience"
parameter in Table 3.3). The criterion for detecting a stagnation is that the validation
loss at epoch n, L(n)

val is not lower than 0.9999L∗
val (0.01% lower than the best loss recorded

until epoch n).

The initial parameters of the network are chosen following the strategy proposed by He
et al. [89]. For a convolutional layer (l) of kernel size κ(l)× κ(l) and input channels C(l−1),
the parameters W (l) are initialized to a zero-mean Gaussian distribution with variance:

Var(W (l)) =
2

n(l)
(3.30)

where n(l) = [κ(l)]2C(l−1) is the number of "connections" of the layer. This initialization
allows the layers activated by ReLU functions (see Appendix B.4.3) to have properly
scaled gradients (gradient norm close to 1) for the first optimizer iterations, so that no
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exploding or vanishing gradient phenomena appears. As for, the bias parameters b(l), they
are initialized to 0.

Figure 3.7 shows the evolution of both training and validation dataset errors during the
optimization run. Network weights are optimized until convergence. For T2, convergence
on both components of the loss is reached. These two trainings provide two optimized
neural networks that can be now tested on the three benchmarks proposed in Section
3.3.3. Although the error is lower for the MSE optimization, the GDL training is expected
to be more robust for configurations exhibiting sudden amplitude changes such as wave
reflections against hard walls.
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Figure 3.7 Evolution of total losses for training samples and validation samples
for (a) Training T1 (λMSE = 1, λGDL = 0) and (b) Training T2 (λMSE = 0.02
and λGDL = 0.98).

For the auto-regressive tests presented in the next sections, the two baseline networks T1

and T2 are employed using both Eq. (3.6) (no EPC applied) and Eq. (3.24) (EPC applied).
For the latter case, results using such a correction are presented as TC

1 and TC
2 .

3.4.2 Auto-regressive test A: Gaussian Pulse
Resulting fields for test case A, corresponding to a centered Gaussian pulse left propa-
gating through the closed domain, are shown in Fig. 3.8 for both T1 and T2 for several
dimensionless times τ = Nitercs/Nnodes. Again, note that a single timestep performed
by the neural network corresponds to three LBM iterations ∆tNN = 3∆tLBM . Slices of
the density fluctuations along the line y/D = 0.5 are plotted for the target, T1 and T2

in Fig. 3.9 at 18 representative times of the simulation. Note also that the figure scales
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changes between the different rows. Good agreement is found between the reference field
and predictions up to dimensionless times around τ ≃ 1.22 for both networks.

Figure 3.8 Results for trainings T1 and T2, compared with LBM target data
and test case A (Gaussian pulse) for dimensionless time τ = tc0/D.

The initial Gaussian pulse spread is well captured (first row in Fig. 3.9). Both wall-
pulse interactions (τ ∼ 0.5) and pulse-pulse interactions (τ ∼ 1, after wall reflection)
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Figure 3.9 Slice of density field at y/D = 0.5 for Test Case A (Gaussian pulse).
The first four images represent the input fields, the next predictions are per-
formed recursively. The target data (LBM) is shown in dashed black lines, the
training T1 (loss in MSE) in red and the training T2 (loss in MSE+GDL) in
green lines. The training time τtraining is depicted with a blue dashed line.

seem to be well predicted. Although the network was trained to predict fields one single
time-step ahead from the four input data fields, the recursive prediction of outputs does
not perturb the predictions significantly until late times (τ = 1.22 corresponding to 141
recursive predictions). Both networks seem capable of predicting both the mean level and
the spatial gradients accurately, without introducing significant numerical dissipation or
dispersion.

For times greater than τ = 1.22, a uniform drift in density level is observed. This drift is
more significant in training T1 than T2. This suggests that spatial gradients continue to
be accurately predicted and that this drift is mostly homogeneous. As the inputs are the
outputs from previous predictions, the neural network can no longer correct itself once the
inputs are already shifted. This is a typical error amplification effect encountered with
iterative algorithms. Training T2 suffers also from this mean level drift, even though the
amplitude error remains smaller than in T1. Furthermore, symmetry of the density field is
lost from τ = 1.22 onward, as seen in Fig. 3.8 (third row). This indicates that errors also
tend to accumulate in the prediction of spatial gradients, even if this error remains small.
The evolution of the Root-Mean-Square Error normalized by the rms-spatial values of the
density target ρ′rms (NRMSE) is shown Fig. 3.10a. For the error associated to the spatial
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Figure 3.10 Comparison of error evolution for trainings T1, T2, TC
1 and TC

2 for
test Case A (Gaussian pulse). (a) Rms-error of the density prediction relative
to the spatial rms value of the target density (ρ′)rms at each time-step, depicted
in (c) with black lines. (b) Rms-error of the sum of density gradients relative to
|∇ρ′|rms at each time-step, depicted in (d).

gradients, the evolution of the Root-Mean-Square Gradient Diffence Loss, normalized
by the norm of the gradient of the target density |∇ρ′|rms (NRMS-GDL), is plotted in
Fig. 3.10b. These errors are defined as:

RMSE =

√︄
1

NM

∑︂

i,j

(︁
ρ̂′ij − ρ′ij

)︁2

NRMSE =
RMSE

(ρ′)rms

(3.31)

and:

RMS−GDL =

⌜⃓
⎷⃓ 1

NM

∑︂

i,j

{︄[︃
∂ρ′ij
∂x
− ∂ρ̂′ij

∂x

]︃2
+

[︃
∂ρ′ij
∂y
− ∂ρ̂′ij

∂y

]︃2}︄

NRMS−GDL =
RMS−GDL

|∇ρ′|rms

(3.32)
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Note also that the evolution of the normalizing quantities, respectively ρ′rms and |∇ρ′|rms,
are displayed in Fig. 3.10c and Fig. 3.10d. Both networks show a similar behavior: the
error starts at very low levels (∼ 10−4) for mean-square density error, corresponding to
the converged loss found during training for the validation samples. Then the error grows
abruptly, until reaching % of the rms target density value for the MSE. The relative error
remains however below 10% for times up to τ = 0.5 for T1 and τ = 1.0 for T2.
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Figure 3.11 Idem as Fig. 3.9. The target data (LBM) is shown in dashed
black lines, the training TC

1 (loss in MSE + correction) in red and the training
TC
2 (loss in MSE+GDL+correction) in green lines. The training time τtraining is

depicted with a blue dashed line.

For longer times (τ ≥ 0.5), the relative error in the density fields keeps growing steadily
up to values close to 1 in the case of T1, i.e. the relative error is in the order of the signal
itself. This behavior comes mostly from the uniform drift, as the errors on field gradients
are one order of magnitude lower than errors on the density field.

This uniform drift justifies the necessary hypothesis employed in the development of the
a posteriori energy-preserving correction presented in Section 3.2.6. As explained in Sec-
tion 3.4.1, the EPC is applied to both networks T1 and T2 at each recursive prediction,
effectively creating two new corrected networks TC

1 (i.e. MSE loss coupled with EPC cor-
rection) and TC

2 (i.e. training with MSE and gradient loss and EPC correction). The error
evolution for test A is shown in Fig. 3.10, in red color. As expected, the evolution of
the gradient error is identical with or without correction (Fig. 3.10b). Such a behaviour
demonstrates that the correction has no effect on the error made by the neural network
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on spatial gradients, while it improves the error on the mean density level significantly
(Fig. 3.10a). Interestingly, network TC

2 (i.e. using both gradient loss and MSE during
training) has a greater error than TC

1 between τ = 0.2 and τ = 1.2, even though it re-
mains around the 10% threshold. For longer times, TC

1 and TC
2 errors follow similar trends

and levels. This seems to suggest that overall, both networks perform relatively similarly
when the a posteriori correction is applied, and that accurate solutions are found even
for times not seen during the training (only time samples for τ ≤ 0.67 were present in
training data, see blue line in Fig. 3.9).

Such a behavior is clearly shown in Fig. 3.11, where slices of the resulting fields are plotted
again at y/D = 0.5 for several non-dimensional times. Comparing with the results in Fig.
3.9, the EPC seems to avoid the long-term energy drift on both trainings TC

1 and TC
2 ,

obtaining a quasi-perfect fit with the LBM-calculated solution.

It can be concluded that both neural networks are able to predict the propagation of a
single pulse recursively, which is a very similar case to the training ones. With EPC, the
long-time error is reduced by one order of magnitude. This highlights the high capability
of a physics-informed neural network to reproduce physics compared with standard data-
driven only methods. Next sections will discuss the ability of the network to predict
propagation of acoustic waves with initial conditions that have not been sampled during
the training process. It will thus be checked if and how well the network is able to
effectively learn the underlying Green’s function for other types of initial conditions than
those of the training.

3.4.3 Auto-regressive test B: Opposed-Amplitudes Gaussian

pulses
The second test case consists of two Gaussian pulses, with opposed initial amplitudes,
propagating in a closed domain. Trainings TC

1 and TC
2 (EPC neural networks) are eval-

uated. Figure 3.12 displays snapshots of density fields for both networks. Snapshots of
the density fluctuations along the line y/D = 0.5 are plotted for the target TC

1 and TC
2

in Fig. 3.13 for the same dimensionless times as in previous figures, and Fig. 3.14 shows
the error evolution. Network TC

2 continues to predict both evolutions accurately for times
up to τ ∼ 1.2 or even further. It shows a clear advantage over TC

1 as mean square errors
are systematically lower for networks using gradient loss during training. In fact, for TC

2 ,
errors remain below the 10% threshold, whereas for training TC

1 some peaks with a 30%
error relative to the rms density value are found before τ = 3.0. As seen in the density
fields (Fig. 3.12), at these times wave signals exhibit complex spatial patterns, with many
local extrema over short distances, thus making the gradient prediction harder for a net-
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Figure 3.12 Results for training TC
1 and TC

2 and test case B (two opposed-
amplitudes Gaussian pulses) for dimensionless time τ = tc0/D
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Figure 3.13 Slice of density field at y/D = 0.5 for Test Case B (two opposed-
amplitudes Gaussian pulses). The first four images represent the input fields,
the next predictions are performed recursively. The target data (LBM) is shown
in dashed black lines, the training TC

1 (loss in MSE + correction) in red and the
training TC

2 (loss in MSE+GDL+correction) in green lines. The training time
τtraining is depicted with a blue dashed line.

work that has not seen those patterns during training. Both networks continue nonetheless
to provide overall accurate gradient predictions, and manage to capture both pulse-pulse
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Figure 3.14 Comparison of error evolution for trainings TC
1 and TC

2 for test
Case B (two opposed amplitudes Gaussian pulses). (a) Rms-error of the density
prediction relative to the spatial rms value of the target density (ρ′)rms at each
time-step, depicted in (c) with black lines. (b) Rms-error of the sum of density
gradients relative to |∇ρ′|rms at each time-step, depicted in (d).

and pulse-wall interactions (two front-waves adding or subtracting their amplitudes during
a short period of time). In fact, Fig. 3.14 shows bumps in the gradient error appearing
periodically, which correspond to these strong interactions phases. It seems that, although
the error tends to grow, the RMSE of gradients tends to recover after these interactions,
and grows again at the next one. This phenomenon might be attributed to the strong un-
steadiness appearing during such events, which have not been frequently sampled during
training.

3.4.4 Auto-regressive test C: Plane Gaussian pulse
A third test case is studied with both networks, with and without EPC, where initial
conditions correspond to the analytical solution for the one-dimensional propagation of
a Gaussian pulse, propagating in both directions along the x-direction. This solution is
then extruded into the y-direction, in order to obtain 200 × 200 grids as for the training
data and fed into the neural network. This case differs from the previous ones in that
no complex pattern should appear, just two plane Gaussian pulses bouncing on the walls
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Figure 3.15 Results for training TC
1 and TC

2 , test case C (plane pulse) for
dimensionless time τ = tc0/D.
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Figure 3.16 Slice of density field at y/D = 0.5 for Test Case B (plane wave).
The first four images represent the input fields, the next predictions are per-
formed recursively. The target data (LBM) is shown in dashed black lines, the
training T1 (loss in MSE) in light red, the training TC

1 (loss in MSE + correction)
in red lines. The training T2 (loss in MSE+GDL) is shown with light green lines
and the training TC

2 (loss in MSE+GDL+correction) with dark green lines. The
training time τtraining is depicted with a blue dashed line.

and interacting at the domain center. Since the networks were trained exclusively with
cylindrical pulses, the major challenge for the network lies in its ability to understand that
the plane-wave pulse must remain straight and coherent. As already mentioned in Section
3.3.2, this was reported as the critical difficulty of the LSTM-CNN approach proposed by
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Figure 3.17 Comparison of error evolution for trainings T1, T2, TC
1 and TC

2 for
test Case C (plane wave). (a) Rms-error of the density prediction relative to
the spatial rms value of the target density (ρ′)rms at each time-step, depicted in
(c) with black lines. (b) Rms-error of the sum of density gradients relative to
|∇ρ′|rms at each time-step, depicted in (d).

Sorteberg et al. [226] for seismic waves. In the present study, the trained multi-scale neural
network manages to perfectly maintain the straight wavefront, as shown in Fig. 3.15. Only
the cases of TC

1 and TC
2 are presented. This demonstrates the superiority of the present

approach, which is capable of successfully extrapolating to new types of initial conditions,
even if not sampled during the training phase. Furthermore, the auto-regressive strategy,
coupled with the EPC correction seems to capture the long-term underlying physics of
wave propagation.

More quantitative results are presented in Figs. 3.16 and 3.17. They show the time evo-
lution of a data slice on the x-axis at y/D = 0.5 and the associated error over time
respectively. Good agreement is found for times below τ = 0.5 for all four cases, which
correspond to the free-field initial propagation up to the first wall interaction. All wall
reflections are clearly marked in the error curves by the sudden variation of the relative
error. The local error diminution is mostly due to a sharp increase of the rms-value related
to wall impingement, while the absolute error maintains its value. From τ = 0.6 onwards,
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both T1 and T2 perform worse that their EPC counterpart (TC
1 and TC

2 ). The effect of the
EPC on controlling the accuracy of the T1 prediction is particularly visible, as the EPC
allows the network to reduce the error related to the density drift by one order of magni-
tude. However, the EPC does not seem to completely eliminate such a drift, as TC

1 shows
also a beginning of this phenomenon, preceded by an increase of the gradient error (visible
for example for τ = 1.83). Later times show the onset of a numerical gradient diffusion
for the TC

1 strategy, which results in a consistently higher GDL error with respect to T2

and TC
2 (see 3.17b). This again suggests the advantage of employing the GDL term in the

loss function, since it allows reducing the amount of numerical diffusion during long-term
predictions. For training T2, the benefit of using the EPC seems more limited, but still
advantageous to control the error related to the density drift.

Finally, it should be noted that other important parameters were kept constant (pulse
spatial resolution, lattice resolution), thus the generalization capability of the network has
only been studied in the sense of changing the topology of the initial conditions.

3.5 Parametric studies
Influence of input time-step

In order to assess the capability of the learned model to perform acoustic predictions at
larger time-steps than the LBM reference, a parametric study is performed by training the
neural network at ∆tNN = 1, 2, 4, 8, 16, 32 and 64∆tLBM . Each neural network is stepped
for r = 500 recurrent iterations. Figure 3.18 shows the evolution of the relative MSE error
with respect to the neural network iterations and the non-dimensional time τ , for the EPC
and non-EPC cases. When no EPC is employed, increasing the training time-step of the
neural network results in a monotonic increase of the error with respect to the number
of performed evaluations. However, because the time-step changes between the different
trainings, a fixed time-horizon is reached in fewer iterations for larger values of ∆tNN ,
resulting in an overall reduced error as can be seen in Fig. 3.18c. This demonstrates that
the main source of error in such kind of auto-regressive method is the accumulation of
error at each recurrence. This observation is only valid for ∆tNN < 8∆tLBM , as for larger
time-steps, the prediction error diverges rapidly. This could be attributed to the increased
complexity of the training task when increasing ∆tNN : for reduced values, the change
between two consecutive density fields is small, and thus the neural network can learn a
simple mapping of the time-derivative. However, for increased values of ∆tNN , the results
suggest that there is a threshold (between ∆tNN = 8∆tLBM and ∆tNN = 16∆tLBM) from
which the proposed method is unable of learning such a time-derivative, which is changing
rapidly over time. Similar observations have been made by Liu et al. [147] when exploring



106
CHAPTER 3. PROPAGATION OF ACOUSTIC WAVES IN CLOSED DOMAINS

WITH NO MEAN FLOW

N
R

M
SE

0 100 200 300 400
NN iterations

10 3

10 2

10 1

100

101
R(

)

tNN/ tLBM
1
2
4

8
16

32
64

recurrences r

(a)

N
R

M
SE

0 100 200 300 400
NN iterations

10 3

10 2

10 1

100

101

R(
)

tNN/ tLBM
1
2
4

8
16

32
64

recurrences r

(b)

N
R

M
SE

0.0 0.5 1.0 1.5 2.010 4

10 3

10 2

10 1

100

101

R(
)

tNN/ tLBM
1
2
4

8
16

32
64

τ

(c)

N
R

M
SE

0.0 0.5 1.0 1.5 2.010 4

10 3

10 2

10 1

100

101

R(
)

tNN/ tLBM
1
2
4

8
16

32
64

τ

(d)

Figure 3.18 Evolution of relative error for cases, (a) and (c) T2, and, (b) and
(d) TC

2 , with respect to neural network recurrent iterations r and dimensionless
time τ = tc0/D, for 10 initial random Gaussian pulses, averaged for each neural
network iteration, for several training time-steps ∆tNN .

other types of temporal evolving PDES. Future investigations will continue the research
on this topic, to study whether a change in the neural network architecture or the loss
function can help to better learn such complex mappings.

The use of the EPC correction (Figs. 3.18 (b) and (d)) significantly limits the error
accumulation over time. Surprisingly, the EPC benefits more to the neural networks
trained on larger time-steps but does not change the aforementioned threshold for which
the network learns the time-mapping. As demonstrated by Liu et al. [147], such results
suggest that it is possible to combine several neural networks, each trained on a different
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time-step, to obtain a temporal multi-scale predictor. This strategy can alleviate even
further the accumulation of error over time, as it minimizes the number of iterations
required to reach a certain time-horizon. It also allows the predictions to be parallel in
time, which could further decrease the computational cost of such surrogates.

Influence of the dataset size

Although the cost of generating the dataset of 500 simulations remains small (2D sim-
ulations, few time steps and small spatial domain), the extrapolation of such a method
to 3D configurations seems unfeasible with such large dataset sizes. The influence of the
dataset size is assessed in this section. This can help finding a minimum dataset size for
which the accuracy is acceptable, which could then be employed in 3D trainings. For
the study, the baseline (denoted as “100%” size) corresponds to 500 simulations with 231
iterations sampled at ∆tNN = 3∆tLB. In order to vary the size of the database, random
samples of 4 inputs + 1 output are taken in order to increase or reduce the total number
of training samples (called data points). Results are shown in Fig. 3.19a, depicting the
error evolution averaged over 10 initial conditions of Gaussian pulses. The overall trend is
that after a certain threshold (30% of the original dataset size), the increase of data points
results in a marginal increment of accuracy. This analysis is in line with other works such
as in Thuerey et al. [237] (Fig. 2.6b) who observed this saturation of the network error.
Furthermore, it also demonstrates that the employed approach can actually learn with
fewer data from the one originally used in the baseline. It suggests that this kind of 2D
studies could be performed to get an estimate of an adequate dataset size when training
neural networks for 3D predictions (e.g. 150 simulations instead of 500).

Influence of the dataset time τ

This paragraph is concerned with the influence of the time τtraining when the training
database simulation is stopped is studied here, in order to test whether the neural network
overfits the non-dimensional time seen during training. Several datasets have been created,
by changing the time horizon of the training simulations. The comparison is performed at
iso-dataset size, the total number of data points (groups of 4 inputs and 1 target snapshot)
is kept constant at 20% of the original baseline size to speed-up trainings. This implies
that for large τtraining, fewer simulations with more time-steps are required, while for low
τtraining, more initial conditions are used, with a low count of iterations per simulation.
Even if there can be an implicit bias in the dataset related to the difference in the number
of initial conditions, the proposed study is the only way to study the influence of the τtraining

parameter without accounting for the effect of the dataset size. The time-step of the neural
networks remains fixed at ∆NN = 3∆LB, and during the inference phase, the surrogate
model is stepped up to reach τ = 1.6. Figure 3.19b shows the comparison between the
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Figure 3.19 Evolution of relative error for case TC
2 (employing the EPC) with

respect to dimensionless time τ = tc0/D, for 10 initial random Gaussian pulses,
averaged for each neural network iteration. Study on the influence of (a) the
dataset size and (b) the choice of the maximum training time τtraining used during
training.

several trainings, for strategy TC
2 . For low non-dimensional times (τtraining < 0.17), the 3

trained neural networks produce inaccurate results. This is explained because of the lack
of sufficient examples of wave-wall interactions in the dataset. After a certain threshold
(τtraining > 0.35), the neural network accuracy no longer depends on the choice of τtraining,
as the error follows a very similar trend for all the trained neural networks.

3.6 Computational cost
As one of the main objectives for the developing of such surrogates is to accelerate the
direct acoustic simulations, the numerical method (LBM) and the data-driven neural net-
work computational costs are compared next. Results are shown in Table 3.4 for several
hardware and choices of neural network hyper-parameters, namely time-step and batch
size. The batch size represents the number of simulations which can be fed in parallel to
the neural network. Two metrics are employed: the wall-clock time of one single model
evaluation divided by the batch size (i.e. to go from X(n−1) to X(n)) and the wall-clock
time necessary to reach a fixed time horizon for one particular initial condition (i.e. a fixed
τ equal to 1). Note that for the baseline at ∆tNN = ∆tLBM and batch size B = 1 the direct
LBM simulation outperforms the Neural Network on the wall-time per iteration metric,
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even on accelerated hardware (GPU). However, the neural network becomes competitive
by using two complementary approaches: first, the use of GPUs allows the parallelization
of simulations, and up to 256 initial conditions can be fed to the GPU memory, achieving
a speed-up of 1.9 times with respect to the LBM baseline. Second, the use of the under-
sampling strategy, i.e. the predictions at larger time-steps (e.g. ∆tNN = 8∆tLBM), allows
us to relax classical CFD constraints such as the CFL number, resulting in a acceleration
of 6.9 times with respect to the reference simulation. This new perspective brought by
neural network offers a high potential to accelerate the computations: fewer iterations are
needed in order to reach the target time horizon (e.g. for τ = 1 shown in Table 3.4). The
combination of both strategies can achieve a speed-up of 15.5 times with respect to the
LBM code.

3.7 Conclusion
A method for predicting the propagation of acoustic waves is presented in this chapter,
based on the implementation of a Multi-Scale convolutional neural network trained on data
generated with an LBM solver. Training samples consist of variations around the classical
benchmark of the propagation of several two-dimensional Gaussian pulses. Two types of
training strategies are studied through the variation of loss functions. The neural network
is optimized to perform a one-step prediction, and then employed in an auto-regressive
manner to reproduce the complete spatio-temporal series of acoustic wave propagation.
An a posteriori energy-preserving correction (EPC) is proposed to increase the accuracy
of the predictions and added to the auto-regressive algorithm. Both networks are then
evaluated with some initial conditions that are unseen during the training process, as a way
to test the generalization performance. An increased accuracy is shown by the network
trained with a combination of loss functions on the mean square errors of the density and
on its spatial gradients, even for the challenging plane wave case, which was identified as
a complex generalization case in previous works [226].

In all cases, the EPC correction yields a significant accuracy gain, at least one order of
magnitude compared to pure neural network predictions. This exemplifies the benefits
of physics-informed neural networks compared with pure data-driven methods. Here, the
EPC allows such an a posteriori correction, that is without having to retrain the neural
network, which makes this correction flexible, and can be adapted depending on the case
and physics to be solved. Finally, the proposed multi-scale network with EPC reveals its
ability to predict an unsteady phenomenon well beyond the duration of the one-step ahead
training. Moreover, the implemented neural network is able to predict flow fields at 8 times
larger time-steps than the LBM reference. The developed auto-regressive model seems to
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Method Timestep
∆t/∆LBM

Batch
size Hardware

Wall-time
per iteration

[s]

Wall-time
to τ=1

[s]

Acceleration
factor

(ref: LBM)

LBM 1 1
Intel Skylake

6126
(CPU)

0.0031 1.076 1.0

Neural
Network

(NN)
1 1 CPU 0.2521 87.825 0.012

NN 1 1
Nvidia
V100

(GPU)
0.0036 1.249 0.861

NN 8 1 GPU 0.0036 0.156 6.897
NN 1 256 GPU 0.0016 0.555 1.925
NN 8 256 GPU 0.0016 0.069 15.594
Table 3.4 Comparison of the computational cost for the reference LBM code
and the neural network, tested on several hardware and with different hyper-
parameters. For a batch size B > 1, B simultaneous predictions are performed.

be less limited by the classical limitations of standard explicit numerical methods such as
the Courant number, at least up to a certain point, opening the path to fast and efficient
tools for acoustic propagation. Further investigations should provide more insights into
this aspect, in order to formally address the difficulty of neural networks to learn time
mappings at very large time-steps. Actually, the underlying mechanisms of these pitfalls
need to be examined and understood similarly as discretisation errors can be explained for
CFD solvers. Finally, a similar framework can be employed in more compelling application
cases, in particular for the complex acoustic scattering with obstacles (Chapter 6) or
for the propagation in complex flows with mean sheared velocities (Chapter 7). The
techniques presented in the current chapter provide some best practices in order to train
the neural network on new acoustic databases, for the subsequent temporal propagation
of waves. More methodological insights are highlighted in the next chapters, focusing on
the reproducibility of the predictions (Chap. 4) and in the proper accounting of boundary
conditions (Chapter 5).



CHAPTER 4

Analysis of the reproducibility in auto-
regressive time-space learned solvers

This chapter is the result of a collaboration between Wagner Gonçalves Pinto and Antonio
Alguacil, leading to the following publication:

– W. Gonçalves Pinto, A. Alguacil, and M. Bauerheim. On the reproducibility
of fully convolutional neural networks for modeling time-space-evolving
physical systems. Data Centric Engineering, 3, 2022. doi: 10.1017/dce.2022.18.
[79]

It studies the problem of reproducibility of the multi-scale neural network presented in
the Chapter 3. The topic of reproducibility is a key requirement for DL solutions working
in applications where safety is a critical issue (e.g. aerospace industry, but also medical
applications, self-driven cars, etc). Thus, it has been recently discussed in several works
[179, 185, 193, 201].

As explained in Section 2.5.4, the reproducibility of DL results is a challenging task. This
problem arises from several factors. First, the large quantity of choices of a DL pipeline
(dataset, architecture, loss functions, hyper-parameters) is a source of uncertainty that
may lead to the impossibility to reproduce the results from previous works [54], if not
employing exactly the same conditions. This source of nondeterminism can be solved by
sharing the exact training configuration when publishing a NN work (e.g. listing the choice
of hyper-parameters, architecture details, dataset size, etc). Other sources of nondeter-
minism may be harder to avoid, including the choice of hardware [105] and the intrinsic
round-off errors arising from floating-point operations [222]. The use of graphics process-
ing units (GPUs) to train neural networks also contributes to such nondeterminism, since
the use of massive parallel architecture amplifies the round-off errors in atomic operations.
In exchange for this nondeterminism, GPUs provide a large performance boost for training
NNs [96, 106] in comparison with classical CPU hardware, which allows the possibility to
effectively train very deep architectures on large datasets.

The objective of this chapter is to assess the reproducibility characteristics of convolutional
neural networks such as the multi-scale CNN [157] employed in Chapter 3, when used to
predict the spatio-temporal evolution of PDEs.
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Here, the same multi-scale network is used to estimate the spatio-temporal evolution of
the wave equation in Eq. (3.1). The CNN is trained with the exact conditions (identical
database, hardware, random number generator seeds, hyper-parameters, software, and
hardware) in a GPU with nondeterministic operations. Several tests are performed to
evaluate and compare the generalization capacity of the trained models. Furthermore,
this analysis is a novelty of the present thesis, since no previous works discussing the
reproducibility of a neural network when estimating time–space-evolving systems have
been identified. Also note that the published version of this chapter (Gonçalves Pinto
et al. [79]) extends this analysis with two additional datasets, namely the heat equation
and Burgers’ equation. Those results are not included in this chapter, in order to limit its
scope to the topic of acoustic propagation. The interested reader is invited to consult the
published work.

The chapter is organized as follows. The methodology of the study is presented in Sec-
tion 4.1, with the description of the datasets, the network architecture, and the training
and testing procedures. A statistical analysis of the training procedure convergence is
performed in Section 4.2, along with a study on some important training metrics (conver-
gence of the training loss and study of kernel weight distribution). Section 4.3 analyzes
the repeatability of the trained models during the auto-regressive phase, for two types of
databases: benchmark simulations and a database with randomly defined initial condi-
tions. Section 4.4 concludes this chapter with final remarks.

4.1 Methodology
4.1.1 Dataset
The analysis is performed on the same physical problem as described in Eq. (3.1), namely
a wave equation of the fluctuating density ρ′ with non-reflecting boundary conditions.
Furthermore, the same type of initial conditions, made of a random number of Gaussian
pulses (see Eq. (3.25)), is used. The same dataset parameters as shown in Table 3.2 are
employed.

4.1.2 Architecture and loss
The architecture of the neural network is the same as in Chapter 3, with the multi-scale
network described in Section 3.2.4. The training uses the mapping defined by Eq. (2.55),
and the auto-regressive procedure is coupled with the energy-preserving correction defined
in Eq. (3.24). Furthermore, the same loss function as in Eq. (3.12) is employed, with the
following optimal parameters λGDL = 0.98 and λMSE = 0.02.
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Finally, the input vector X(n) = {ρ(n), ρ(n−1), ..., ρ(n−k)} is kept the same as the one used
in the previous chapter, with k = 3 (4 consecutive steps spaced by a time-step ∆tNN =

3∆tLBM , where ∆tLBMc0/D = ∆τ = 0.0087).

4.1.3 Training repeatability
The repeatability of the network training phase is evaluated by performing several train-
ing runs with exactly the same architecture, database, and hyper-parameters. Since the
initial value of the CNN parameters are randomly sampled from a zero-mean Gaussian
distribution and variance shown in Eq. (3.30), fixing the seed of the generator of random
numbers implies setting exactly the same initial parameters for all the training runs.

Since the Pytorch framework [178] is used, the deterministic nature varies depending on
the employed hardware (CPU, GPU). For CPUs, all the operations (both for prediction
and gradient backpropagation) can be set to deterministic. Nonetheless, this option is
impractical as it slows down the performance of the training algorithms. In GPU imple-
mentations, some available algorithm cannot be deterministic, such as the backpropagation
of gradients through padding operations (see Section 2.4.1). Even if determinism could be
achieved by using another framework, hardware, or model architecture, the use of nonde-
terministic algorithms is deliberate as it mimics the training of the same model on different
devices or with distinct versions of libraries and drivers, where a deterministic behavior
may not be guaranteed [174, 175].

Since the nondeterminism is associated with the truncation error, the trainings are done
considering two floating-point precision:

– FP32 single precision, employing 32 bits to describe floating-point numbers,

– FP64 double precision, employing 64 bits to describe floating-point numbers.

The model and database are exactly the same for all runs, and the floating-point variables
default type is modified at the beginning of the runs. The data is generated in dou-
ble precision and converted to single precision for the single-precision training using the
framework’s default implicit to-nearest conversion. 10 runs are performed for each single
and double precision, per physical system. Such a number of experiments agrees with the
number of runs used in traditional hyper-parameter optimization [137]. 40 training runs
are performed for the wave equation in order to assess the statistical convergence of the
analysis (Section 3.2).

A total of 1500 epochs are carried out on each run. In order to study the evolution of the
model behavior during a training run, the weights and biases are check-pointed every 125
epochs. A total of 12 checkpoints is available at the time of the post-processing. Training
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is performed in a NVIDIA V100 GPU. The average time for the completion of an epoch
(training and validation) is about 30 s in single precision and 100 s in double precision,
respectively, about 12 and 40 hours per run.

4.1.4 Testing procedure and databases
Two distinct testing datasets are used for the evaluation of the quality of the trained
models.

Benchmarks datasets: Three benchmark test simulations (not present in the training
database) are used, identical to the test cases A, B and C presented in Section 3.3.3. These
test cases aim at evaluating the generalization capacity of the models.

Random dataset: A set of 100 simulations with random Gaussian pulses Np ∈ [1, 5] is
employed, following the procedure used for generating the training and validation datasets
(see Section 3.3). This database allows the production of statistics regarding the quality
and variability of the models.

4.2 Non-recurrent results
This section analyzes the repeatability behavior of the trained neural networks during
training and for the one-step ahead prediction, where the NN is evaluated on a single
recurrent step.

4.2.1 Statistical convergence of training errors
The stochastic nature of the nondeterministic training of the studied NN on a GPU calls for
a statistical analysis on multiple equivalent training runs. However, the number of training
runs needed to reach the convergence of statistics is an open question. This convergence
depends on multiple factors such as the problem considered, the floating precision during
training, the number of recurrent steps in unsteady problems cases, etc. This section
quantifies such a convergence by performing 40 training runs with both single and double
precisions.

Since the analysis is focused on the accuracy of the predictions, the auto-regressive results
evaluated on the benchmark datasets, further discussed in Section 4.3, are chosen as the
criterion to evaluate the statistical convergence of the procedure. Figure 4.1 presents
the convergence of the average root-mean-square error (RMSE) normalized by the initial
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Figure 4.1 Evolution of the normalized average RMSE with the number of
training runs for the wave equation benchmarks, trainings in single (top) and
double (bottom) precision. The error is measured at recurrent steps r = 0 and
r = 99. The reference value (continuous horizontal line) is the average error for
the totality of training runs at the given recurrent step. The hashed red lines
indicate a range of ± 10% of that value.

amplitude of the Gaussian pulse ε for the three acoustic benchmarks (Section 3.3.3):

RMSE =

√︄
1

NM

∑︂

i,j

(︁
ρ̂ij − ρij

)︁2

NRMSE =
RMSE

ε

(4.1)

It displays the evolution of the error with the number of training runs, evaluated at two
recurrent steps r = 0 and r = 99. In order to achieve a ±10% deviation from the average
error of the 40 trained models (red dashed lines), about 20−30 runs are necessary for single
precision, whereas only 3 runs are required in double precision. Since there is no sorting
done in the selection of the runs, that is, run 1 or run 40 is not the one with the lowest
or highest value of error, there is no control on what will happen at the beginning of the
curves. It is a simple coincidence that most curves start with values under the average.
Although statistical convergence may not be achieved with only 10 runs, it is already
sufficient to demonstrate the variability of the models and to observe the discrepancy
between the single and double precision training runs.
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The following parts of the chapter will employ only the first 10 trainings runs of the
previously presented results, since it is sufficient to highlight the inherent variability of
the nondeterministic behavior of the approach as well as the effect of the floating precision.

4.2.2 Comparison between trainings
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Figure 4.2 Evolution of the (a) absolute and (b) relative training loss (refer-
enced to first run). For visualization purposes, only 1 every 10 values is shown
for the relative loss

The evolution of the training loss (Eq. (3.12)) in the learning phase for the two groups of
runs (single and double precision) is shown in Fig. 4.2a. The trainings are limited here to
10 runs, which is sufficient to distinguish the variability and floating precision effects, yet
the statistical convergence for FP32 runs is not satisfied as shown in Figure 4.1. In order
to compare the variability among the 10 runs, a surface plot displays the evolution of the
relative loss (Fig. 4.2b), i.e. the losses of a given run are divided by the corresponding loss
of the first run for each precision, which serves as a reference.

The trainings share a similar overall behavior in Fig. 4.2a (value and slope of convergence
losses) for both floating-point precisions. However, comparing the loss between multiple
equivalent trainings (Fig. 4.2b, top plot) reveals that the losses at single precision differ
rapidly after a small number of epochs. Additionally, for FP32 runs, 10 different patterns
appear, highlighting the high variability and non-reproducibility since all the trainings are
different. In contrast, a different trend is observed for double precision (Fig. 4.2b, bottom
plot), where trainings become dissimilar only after a larger number of epochs e.g. the
losses evolve identically until 400 epochs. Later, four patterns can be seen (runs 1, 2, 5,
6, and 10 returned identical losses, the same for pairs 3 − 8 and 4 − 9). This result is a
first insight on how floating precision affects the training reproducibility. It suggests that
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the reproducibility problem is governed by the variability of the gradient descent path,
eventually leading to multiple different local minima.

4.2.3 Convolutional weights statistics
The differences between the models are further discussed by analyzing the values of the
convolutional weights. For that, given a group of different runs at equal precision, a
deviation criterion δ(w) is defined by considering the standard deviation of a single pa-
rameter across several runs, normalized by its maximum value among all runs (given a
fixed precision). For a single convolutional weight W , it is calculated as:

∀run ∈ [0, 9], W ∈ θ : δ(W ) =

√︁
Var(W run)

max(|W run|) (4.2)

The distribution of this deviation criterion for all the convolutional weights of the multi-
scale CNN, Πδ(W ), is displayed in Fig. 4.3, for both floating-point precisions. The single
precision runs have a probability mode (i.e. the location at which the peak of Πδ(w)

happens) around 0.1-0.2 deviation units, with about 80% of the weights lower than 0.4
units. For the runs with the double precision, the mode corresponds to the null deviation,
representing 35% of the weights. These values reinforce the previous observations of the
significant variability in the single precision cases, probably converged to multiple local
optima, and the homogeneity of the trainings with double precision.
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Figure 4.3 Probability density of the deviation of the convolution weights for
the single and double precision runs.

4.2.4 Analysis of convolutional feature fields
Additionally to the analysis performed in the previous Section 4.2.3, quantifying the dif-
ference between the convolutional weight probability density functions Πδ(w), a qualitative
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inspection of some feature intermediate neural network representations (i.e. feature fields)
is performed here. The analysis is limited to the outputs at each scale (quarter-scale G2,
half-scale G1 and full-scale G0, as described in Table 3.1), the latter being the output of
the model, used as the new input for the next recurrent step (see next Section 4.3).

In order to perform this analysis, two types of fixed inputs are used: the first uses the
initial 4 temporal fields (n = 0, 1, 2, 3) of the Gaussian pulse benchmark (test case A). The
second uses the frames n = 99− 103 of the same test case. Then, the quantification of the
deviation among different models is made using the criterion defined in Eq. (4.2). Contrary
to the previous section where the focus was set to the convolutional kernel weights, here
the deviation is calculated on each node of the resulting feature fields. The analysis is
split between the training runs in single and double precisions and the results are shown
in Figure 4.4.

Even if restricted by the small size of the dataset, this analysis leads to three conclusions.
First, a large variation (about 10% of the maximum value) is obtained for both the quarter
and half scales, indicating a high variability of the response for the hidden layers. Due
to nondeterministic behavior of the GPU computations and the stochastic nature of the
Gradient Descent optimizer, the fact that each training run leads to a unique result is
expected. Nevertheless, it is remarkable that every run leads to a completely different
internal representation, with the features observed at hidden layers being different in both
shape and amplitude. This is represented by the uniform patches of high deviation. Sec-
ond, it is clear that runs with double precision arithmetic lead to more uniform results,
having an order of magnitude lower deviation values. Furthermore, the regions of high de-
viation are more concentrated in space and smaller in amplitude, indicating that the global
behavior of the network is more similar despite the use of nondeterministic algorithms.
Third, the influence of the floating-point precision seems to be identical at different sim-
ulation times. The previously described distinctions between FP32 and FP64 are similar
when observing the beginning of the simulations as input (left columns in Fig. 4.4) or at
a later time (right columns in Fig. 4.4). Note that for r = 99, the ground truth inputs
(generated directly by the LBM solver) have been fed to the network, so that the error
accumulation in time is not taken into account here. The behavior of the model when
employed in the auto-regressive phase will be studied in Section 4.3.

Finally, the amplitude of the deviation at the end of the full scale G0, corresponding to the
output of the neural network, is comparable between single and double runs (at r = 0, the
maximum deviation reaches 5.0× 10−4 for single and 7.0× 10−4 for double precision). A
high level of similarity is expected at that stage of the CNN, since the output field is directly
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constrained by the loss function which has similar values (see Fig. 4.2). Nevertheless, such
small differences are capable of changing the behavior of the solution when the analysis
becomes recursive, an aspect that is discussed and quantified in Section 4.3. It suggests
that a potential strategy to enforce reproducibility in multi-scale networks is to add a loss
constraint for each scale output in order to constrain its internal dynamics. For instance,
this could be achieved with a loss combining each scale L =

∑︁
k Lk where Lk compares

the scaled output with the corresponding down-scaled target. However, such a technique
could possibly affect the dynamics of the multi-scale architecture and reduce the model
accuracy since the features do not necessarily reproduce the downscaled target.

4.3 Auto-regressive results
This section investigates how the inherent nondeterminism of the training runs affects the
long-time reproducibility of the auto-regressive results. As explained in Section 3.2.2, the
prediction is performed by reusing the output at recurrent step r as the new input for step
r+1. The error is evaluated by following the evolution of the the RMSE (not normalized)
(Eq. (4.1)) for the consecutive recurrent steps.

4.3.1 Benchmark tests (A, B and C)
First, the evolution of the total loss is evaluated for the benchmarks A, B and C (see Sec-
tion 3.3.3). The results for the models trained with single and double precision is shown
in Fig. 4.5, until reaching 100 recurrent steps. As already demonstrated in Chapter 3, the
generalization capacity of the neural network is evidenced by the fact that a similar per-
formance is obtained for initial conditions that were not present in the training database
(e.g. cases B and C). The loss error remains small even after 100 recurrent steps, showing
the overall quality of the auto-regressive prediction. The curves are similar when compar-
ing the runs with the same floating-point precision or the two groups of runs (single vs
double). For instance, the losses approach a value of L = 0.01 for the two sets of training
runs. This indicates that a similar average accuracy is achieved, regardless of the tested
benchmarks. This is confirmed by observing the normalized RMSE evolution with the
number recurrent steps in Fig. 4.6.

In spite of the general quality and similar behavior, an important variability exists among
the different runs for the single-precision trainings. In conclusion, training with both single
and double precision yields a similar average behavior on the auto-regressive benchmarks,
with a reduced variability when using double precision. The results also highlight that the
recursive strategy amplifies this variability due to the amplification of the errors performed
during the training phases. This analysis demonstrates the necessity to account for such



4.3. AUTO-REGRESSIVE RESULTS 121

Si
ng

le
(F

P
32

)

0 100
10 6

10 3

100

to
tal

lo
ss

Gaussian pulse

0 100

number of recurrences

opposed Gaussians

0 100

plane Gaussian
run

1
2
3
4
5
6
7
8
9
10

D
ou

bl
e

(F
P

64
)

0 100
10 6

10 3

100

to
tal

lo
ss

Gaussian pulse

0 100

number of recurrences

opposed Gaussians

0 100

plane Gaussian
run

1
2
3
4
5
6
7
8
9
10

number of recurrent steps

Figure 4.5 Evolution of the total loss with respect to the number of recurrent
steps, for benchmarks A, B and C. Models are trained with single (top) and
double (bottom) precision. Note that the number of curves in double precision
is reduced due to superposition of identical responses.

0 100
10 5

10 3

10 1

RM
SE

/

Gaussian pulse

0 100
number of recurrences

opposed Gaussians

single
double

0 100

plane Gaussian

number of recurrent steps

Figure 4.6 Evolution of the root-mean-square error normalized by the pulse
amplitude for the three benchmarks (A, B and C). Models are trained with
single (dotted line) and double (full line) precision; the central line represents the
average among the runs and the full bands indicate the minimum to maximum
range.



122
CHAPTER 4. ANALYSIS OF THE REPRODUCIBILITY IN AUTO-REGRESSIVE

TIME-SPACE LEARNED SOLVERS

test time behavior when evaluating the reproducibility performance of neural networks
applied to auto-regressive tasks.

4.3.2 Random Initial Conditions test
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Figure 4.7 Box plots of the total loss for the different models obtained with
single precision (a) and double precision (b), considering the random pulse
databases at different recurrent steps. For each box, the central line indicates
the median value, its limits represent the first and third quartiles, the whiskers
represents the median ± 1.5 times the box range. Continuous lines connect the
average for each run.

An additional study is performed to evaluate the reproducibility of the trained networks
during the auto-regressive phase. Here, the database composed of 100 different simulations
with initial conditions made of a random number of Gaussian pulses is employed (see 4.1.4).
The objective is to answer the following question: does the performance (loss level, RMSE)
of a trained model predict its performance during the auto-regressive phase? To answer this
question, Fig. 4.7 shows the evolution of the test losses calculated on the 100 simulations
of the current test dataset for a selection of recurrent steps (r = 0, 5, 10, 25, 50) for each
training run. The x-axis is ordered from best (lowest) to worst (highest) training loss.
Each box-plot describes the distribution of the loss for the 100 simulations that compose
the test database, at the given number of recurrences. It shows that the relationship
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Figure 4.8 Average recurrent test error versus validation loss for all the simu-
lations in the random pulse database at multiple recurrent steps (r = 0, 10 and
50). Filled markers indicate single precision trainings, empty markers double
precision. Error bars indicate minimum to maximum range

between training loss and test loss is not straightforward: for instance, in double precision
runs, runs 4 and 9 have the minimal average loss. When increasing the number of recurrent
steps, while their average error is still better than the other runs, their variability increases
more than for the next group of runs (1, 2, 4, 6 and 10). In single precision, this variability
is even more striking, since the best model in average at r = 0 (run 9) is not the same
as the one at r = 5 (run 4). To further quantify a possible correlation between train
and test errors, Fig. 4.8 depicts the average test error for each one of the training runs
(single precision are shown with empty marks, while double precision uses filled markers)
versus the corresponding training error. Min–max bands are also indicated. The error is
calculated at recurrent steps r = 0, 10, and 50. It is observed that after several recurrent
steps, the small deviations initially observed at the training end (r = 0) are significantly
amplified by the auto-regressive phase. Most importantly, the variability in the recursive
error is high, and no conclusions can be made in terms of a direct correlation between
the average accuracy obtained at training time and the following test errors. The same
conclusion is reached regarding the variability of the runs. This means that using the
validation or training loss as the sole criterion for inferring a model quality during the
auto-regressive phase may not be sufficient in auto-regressive models.
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Other important conclusion can be drawn from these results: the model trained with
the biggest error both for the benchmarks A, B and C (Fig. 4.6), and the random pulse
database (Fig. 4.7) is Run 7 in single and double precisions. This result indicates that
using a few double-precision trainings does not guarantee a more precise network or a
lesser variability when compared to a unique or a few single-precision trainings. Thus,
even if the models obtained with double precision will probably be less variable than
the single-precision ones, mostly due to the increased repeatability of the models, the
individual runs can result in an error range as big as in the case of single precision. As
a general rule, it is recommended that more than a single model must be trained when
dealing with a neural network used to model time-evolving systems in an auto-regressive
way, since the GPU nondeterminism alone can already produce significant changes in the
models. Imposing other sources of randomness, like changing the initial seed of the random
number generator, may increase this variability even further. Quantifying this variability
is key in order to assess the overall capacity of such data-driven methods to model physical
systems.

4.4 Conclusion
The reproducibility of the fully convolutional multi-scale neural network used to model
the time-evolving wave equation presented in Chapter 3 has been assessed by performing
the same training several times, and trying to limit the sources of nondeterminism to
the sole effect of the hardware (GPU). The use of deterministic algorithms is not always
available and may also reproduce the usual change in hardware experienced by numerical
physicists (different computers, HPC clusters, etc). Since the training nondeterminism
is associated with the truncation error, tests are performed in single (32-bit) and double
(64-bit) precisions. Training runs with single precision revealed a large variation, both in
terms of network parameters (convolutional filters) and resulting predictions. The use of
double precision is capable of limiting the variability of kernel parameters by a factor of
2, while also reducing the error spread during the auto-regressive phase.

Compared to the single-precision runs, the computation cost is multiplied by a factor
2 in terms of memory and by 3 for the training time. This significant increase in cost
means that double-precision training may become infeasible for more complex networks
and larger datasets (e.g. three dimensional data).

The results with a large number of test simulations showed that there is an important
range of variation associated with the different models. Although the overall quality of
the approximation is almost unmodified when training with single or double precision,
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the latter produces models that give more uniform results when tested, which is directly
associated with its similarity at null recurrence. However, there is no guarantee that the
variability of models will result in less variability of results.

The results presented here are for a single neural network architecture. Therefore, a
natural extension of this work could analyse different architectures. Further strategies
could be employed in order to decrease the variability of the results. For instance, in order
to impose the reproducibility of hidden layers results, additional terms could be added
to the loss function, therefore constraining the intermediary results with a corresponding
target. Other ideas include the use of "long-term loss" (see Section2.5.2), employed for
example in the works of Tompson et al. [238] and Ajuria Illarramendi et al. [6].
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CHAPTER 5

Treatment of boundary conditions in Convo-
lutional Networks

5.1 Introduction
As explained in Section 2.6 most of the existing works using NNs surrogates for the mod-
eling of physical systems (e.g. PDEs) are limited in general to a single particular problem
setup, keeping the same boundary conditions (BCs) throughout the entire training data
(e.g. Lee and You [130], Geneva and Zabaras [73], Thuerey et al. [237], Sorteberg et al.
[226]). Therefore, the problem of enforcing different types of boundary conditions has not
been explored in such applications. Ideally, a flexible neural network framework should
be able to work with several types of boundary conditions, without the need of retraining
the network for each new problem setup. It is thus crucial to understand how boundary
conditions are treated by data-driven CNNs in order to improve their generalization ca-
pabilities. The general theme of border effects for CNNs has been broadly studied in the
image processing community [85, 145]. Still today, such border effects can have a strong
influence in state-of-the-art architectures employed in image segmentation [15]. The usual
zero-padding strategy leads to border pixel artifacts and blind spots where the network
accuracy drops. Solutions have been proposed to treat borders through separate filters
[99] for the edges, corners and inner pixels or to consider the padded pixels as missing
information, through the use of Partial Convolution strategies [143]. Other works demon-
strated how CNNs implicitly learn spatial positions [102, 111], using the padded pixels
to serve as anchors, i.e., as a reference for filter activation in border regions. The use
of circular convolution [218] eliminates such border effects, but can only be employed on
“panoramic” datasets.

Yet, the previous works have been devised for image segmentation/classification tasks
and it is still unclear whether such studies can be directly transposed for regression and
recurrent tasks, as usually encountered when modeling physical systems. In such con-
texts, a small error in the boundary prediction may lead to large errors elsewhere in the
computational domain. A typical example of such a phenomenon is the development of
non-reflecting boundary conditions in computational acoustics [187], which avoids the non-
physical reflection of waves back into the computational domain when unbounded space
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problems are addressed. If left untreated, undesired reflections can pollute the calculated
solution.

Furthermore, it seems that prior works lack of clear results regarding what is the optimal
strategy for the treatment of such boundary conditions, in particular when applying CNNs
to spatio-temporal evolving problems, for which BC errors can propagate and contaminate
the whole computational domain. Indeed, only few works specifically focus on the bound-
ary treatment problem. Some employ explicit rules in relatively simple cases, such as in
periodic domains. For example, Mohan et al. [163] and Geneva and Zabaras [73] used the
equivalent of "ghost cells" through the padding mechanism of convolutional operations
(see Section 2.4.1). For more complex boundary treatments, Physics-Informed Neural
Networks (PINNs) [198] (see Section 2.5.3) enforce the boundary conditions through an
additional loss term. Others such as Gao et al. [72] combine PINNs with CNNs, where the
BCs are imposed through hard constraints on the padding mechanism (i.e. the padded
values are chosen to fulfill the boundary conditions). However, only simple Dirichlet or
Neumann conditions are considered for static problems, leaving dynamical conditions out
of the study. In this chapter, the effects of several boundary condition treatments are
studied when modeling the space-time evolving wave equation of Chapter 3, using the
same type of multi-scale Convolutional Neural Networks. Three strategies are employed
for handling the boundary conditions:

i) an implicit treatment through the only use of the padding mechanism of convolu-
tional layers (the same as the one used in Chapter 3),

ii) adding some extra spatial information (called context) to the network input and
finally,

iii) explicitly encoding the boundary condition rules into the network output.

These strategies are tested on datasets of acoustic waves propagating in a quiescent
medium, similar to the one employed in the previous chapters while varying the boundary
conditions. Three types of BCs are considered: simple reflecting BCs, periodic conditions,
and acoustic non-reflecting boundary conditions. The rest of the problem parameters are
left unchanged from those used in Chapter 3: neural network type (multi-scale network)
(see Sections 3.2.4), loss function (Section 3.2.5) and auto-regressive strategies (Section
3.2.2).

5.2 Boundary condition treatments
In traditional solvers, the proper modeling of boundary conditions is key to the well-
posed nature of the modeled PDE and their accurate numerical resolution. Therefore,
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Figure 5.1 Three boundary condition strategies: (a) implicit treatment using
only padding, (b) adding an additional spatial context IBC to the network
input or (c) explicitly encoding boundary condition after the neural network
prediction.

understanding the boundary condition treatment is fundamental if convolution neural
networks are to be employed as surrogates for physics-based models. Boundary conditions
are intrinsically linked to the concept of padding in fully convolutional networks: additional
information must be created at the borders before each convolution in order to keep the
same image input resolution at the output. However, the value of the additional pixel
information is not known a priori, and several padding strategies are available to encode
this information. For the Pytorch deep learning framework used throughout this thesis
[178], the following strategies are available:

– zero padding, where the additional information is filled with zero values;

– replication padding, where the values at border pixels are replicated multiple times
into the padding area;

– reflection padding, where an axial symmetry is performed along boundary edges;

– circular (or periodic) padding which wrap values from the opposite boundary in
the same spatial direction.

While the padding of the convolutional operations is the most straightforward strategy
to impose BCs in a CNN, it is unclear how the choice of a padding strategy affects the
predictions, neither how an optimal choice is connected to the physical BC type (Dirich-
let, Neumann condition, etc.). Moreover, in the default implementation of convolutional
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networks in the most popular DL frameworks, the type of padding must be fixed for
the entire considered database, which lacks of versatility when targeting physical systems
with multiple possible BCs. Consequently, the objective of this work is to study if an op-
timal boundary treatment strategy can be found when employing CNNs for physics-based
regression.

Three types of strategies are considered:

– Implicit: It consists in applying exclusively padding to the input and successive
feature maps. This is the most common approach in convolutional networks, which
forces the network to implicitly learn the boundary physics. It is up to the net-
work designer to chose an adequate padding strategy which usually results in a long
trial-and-error process until finding an optimal solution. It constitutes the baseline
method of this work (Fig. 5.1a) and the four padding strategies presented above are
investigated (zeros, replication, reflection and circular).

– Spatial context: The second strategy consists in concatenating an additional chan-
nel to the network input, which is consisting in a Boolean mask indicating the posi-
tion of border pixels. This is formalized as follows:

IBC(x) =

{︄
1 if x ∈ ∂D
0 if x ∈ D\∂D

(5.1)

where D represents the domain of interest, ∂D its boundaries, D\∂D denotes the
domain excluding the boundaries and x is the spatial coordinates. The motivation
for such a strategy is to provide the network with an increased spatial context.
Figure 5.1b depicts such a strategy. Note that padding is still employed in order
to maintain the size of feature maps. This strategy is inspired by other works
such as Liu et al. [146], where giving explicit spatial information to CNNs is shown
to crucially improve their generalization capability. Yet, the correlation between
the spatial extended context, the padding type, and the actual physical BC is still
unclear, therefore is investigated herein.

– Explicit encoding: Finally, the third strategy (Fig. 5.1c) consists in explicitly en-
coding the boundary condition. In practice, the boundary pixel values are imposed
after the network output [72], replacing the original values calculated by the net-
work. Such a replacement has en effect in the calculation of the loss value during the
optimization phase. Thus, this explicit strategy also influences the backpropagation
phase, i.e. the calculation of the loss gradients with respect to the trainable param-
eters is done through both the correction and the multi-scale CNN. The way the
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value is imposed depends on the mathematical modeling of the boundary (Dirichlet,
Neumann condition, etc).

All three strategies are compared in this work, and combined with the four types of padding
previously mentioned.

5.3 Applications: Acoustic Propagation of Gaussian

Pulses
The application of these boundary conditions treatments is studied in the case of Gaussian
pulses propagating in a quiescent medium. However, contrarily to the reflecting boundary
conditions considered in Chapter 3, three different BCs are tested here, each constituting
a different dataset to be employed for training a surrogate model:

– Reflecting walls (Dataset 1 - D1): Hard-reflecting walls, representing interior acous-
tics, which is modeled with a Neumann boundary condition: ∇ρ′ · n = 0.

– Periodic walls (Dataset 2 - D2): Periodic conditions to model infinitely repeating
domains.

– Absorbing walls (Dataset 3 - D3): Non-Reflecting boundary conditions, modeling
propagation of waves into the far-field (exterior acoustics). The challenge is to avoid
spurious reflections at the boundaries that can pollute the computational domain.

The objective is to quantify the influence of the boundary condition treatment as to
the ability of surrogate data-driven models to accurately reproduce the underlying wave
dynamics.

5.3.1 Datasets Generation and Parameters
As in Chapter 3, the datasets of input-target fields are generated offline with the open-
source Palabos Lattice-Boltzmann Method (LBM) [124] numerical solver. Exactly the
same parameters as in Section 3.3, except that here ∆tNN = ∆tLBM .

5.4 Results
5.4.1 Reflecting Boundary Conditions
The first case of study corresponds to Dataset 1. Density waves are fully reflected back
into the domain after the interaction with boundaries. Therefore, the waves stay in the
computational domain for infinitely long times, as no viscous dissipation is present. To
test the presented approaches, 24 initial conditions with 1 to 5 Gaussian pulses randomly
located inside the initial domain are used as inputs for the auto-regressive model. A
25th initial condition is also tested, with the particular case of a Gaussian pulse initially
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Figure 5.2 Snapshots of propagating density waves for CNN trained on Dataset
1, for two different initial conditions (r = 0): centered Gaussian pulse (4 left
columns) and randomly sampled Gaussian pulses (4 right columns). Different
boundary condition treatments are compared to the LBM reference (top row).
For the implicit strategy, the best (resp. worse) results regarding the employed
padding are shown in the second (replication) and third (circular) rows. For the
spatial context strategy, results with circular padding are shown in the fourth
row. For the explicit strategy, results with reflect padding is shown in the fifth
row.
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Figure 5.3 Relative error evolution for case D1 (reflecting walls). 3 boundary
treatments are employed: implicit (full lines), spatial context (lines and star
marker), and explicit BC treatment (dashed-dotted lines). The results are av-
eraged over 25 different initial conditions and the shaded areas represent the
standard deviation.

centered in the domain, the solution of which leads to strong symmetric solutions and is
thus challenging for the neural network (as in test A in Section 3.3.3). For each initial
condition (generated with the LBM solver), the auto-regressive strategy can recursively
predict the density fields over a time horizon of r recurrent steps, by using the previous
prediction as a new input. In order to improve the neural network robustness versus the
error accumulation over time, the EPC correction (Section 3.24) is employed.

Padding

Method Zeros Circular
min max avg min max avg

Implicit 0.118 0.271 0.189 0.306 ∞ ∞
Context 0.114 0.213 0.176 0.134 0.453 0.670
Explicit 0.768 0.580 1.392 0.291 0.780 0.545

Replicate Reflect
min max avg min max avg

Implicit 0.098 0.145 0.119 0.133 0.319 0.234
Context 0.161 0.235 0.204 0.138 0.297 0.226
Explicit 0.079 0.341 0.148 0.064 0.157 0.094

Table 5.1 Averaged relative errors for Dataset 1 (hard reflecting walls) at it-
eration r = 600 for 25 random initial conditions. Bolded results represent best
padding for each strategy.
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The error is evaluated in terms of the normalized root-mean-square error at each neural
network iteration, namely:

NRMSE =

√︃
1

NM

∑︁
ij

[︂
ρ
′(n)
ij − ρ̂

′(n)
ij

]︂2

(ρ′(n))rms
(5.2)

where ρ̂′(n) is the prediction at time t = n∆tLBM . Here, the time horizon is set to r = 600

recurrent steps. For the explicit method, Neumann boundary conditions on the density
fields are used to model such conditions. A first-order finite difference discretization is
employed.

Results are qualitatively evaluated in Fig. 5.2. For two different initial conditions (centered
pulse and 3 randomly sampled pulses), the LBM reference (top row) is compared to several
of the proposed approaches. For the implicit case strategy (i.e. padding only), the best
model regarding the employed padding is shown in the second row, corresponding to the
replication padding. For both initial conditions, the auto-regressive strategy follows closely
the ground truth data. At the third row, the implicit strategy employing circular padding
shows a good agreement in the case of the initially centered Gaussian pulse. However,
for the other initial condition, the prediction diverges after some iterations. At recurrent
step r = 80, the pulse arriving on the left wall is wrongly re-injected at the right wall,
mimicking the behavior of periodic boundaries instead of the reflecting ones, on which the
network has been trained. This leads to catastrophic increase of the error along this right
boundary, eventually leading to the prediction divergence.

More quantitatively, Fig. 5.3 shows the time-evolution of the error averaged over 25 initial
conditions for the different evaluated methods and Table 5.1 presents the error values for
the last prediction at r = 600. For the implicit strategy, results show that choosing the
optimal padding crucially depends on the underlying physics of the data. With circular
padding the network is incapable of reproducing the desired physics except for some par-
ticular initial conditions, illustrated by the increased variance area signaling the presence
of outliers. This is due to the artifacts discussed previously. For the rest of available
padding (zeros, replication and reflection), the replication padding solution performs bet-
ter than the other two solutions with error levels remaining acceptable in all cases (the
relative error is below 2%).

Such observations agree with other studies performed in image segmentation [15]: circular
padding limits the CNNs ability to encode position information and can only be used with
spatially periodic data. To further investigate this claim, an additional spatial context
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channel is added to the input, while maintaining circular padding. As observed in Fig.
5.3 (middle plot, red curve), the error is significantly lower than the one obtained with
the implicit strategy. This suggests that the additional input serves as a "spatial anchor"
for the CNN to encode the hard-reflecting wall, which was not possible only using circular
padding. The last row in Fig. 5.2 demonstrates this improvement, even though the
prediction error is higher than the one obtained with other padding methods. Furthermore,
the addition of the spatial context channel reduces the overall variability induced by the
padding effects. Indeed, for such a strategy, the three paddings (zeros, replicate and
reflect) result in a similar error evolution over time (see Fig. 5.3). This suggests that the
additional context channel may force the network to explicitly learn similar convolutional
kernels for boundary treatment, while this is not guaranteed in the implicit case.

For the explicit case, results in Fig. 5.3 (right) show that the replicate and reflection
padding cases achieve the lowest errors, while zero and circular paddings have larger er-
rors. Note that the network is only trained for a one-step prediction and the explicit
enforcing of the boundary is performed after each prediction. Thus, the explicit enforcing
is only processed by the network in the auto-regressive context. These results suggest that
the employed padding strategy must be compatible with the enforced boundary values:
reflecting and replication padding can be thought as a first-order finite difference approx-
imations of spatial derivatives, for the one-node padding. It is thus compatible with the
chosen explicit enforcement of boundary conditions. On the contrary, zero and circular
paddings are not compatible with the enforced boundary values, leading to a worse result
in both cases.

This behavior highlights the possible benefits of employing explicitly boundary rules as
long as the subsequent padding follows the same underlying physics. It also calls to directly
enforce such explicit rules in the input padding mechanism, which is left for future work.

5.4.2 Periodic Conditions
The second case of study corresponds to Dataset 2, where all four wall boundaries are set
as periodic walls in the training data. The objective is that the neural network reproduces
the wave propagation in an infinitely-repeating domain.

The relative error evolution over time is depicted in Fig.5.4a, for the implicit (full lines)
and spatial context methods (lines with markers). The explicit method is not employed
here as it is equivalent to the implicit one: physical solvers employ additional "ghost cells"
to wrap values from one boundary to another [163]. Moreover, reflect padding is not shown
as it behaves very similarly to the replicate strategy. Results show that for both implicit
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and spatial context strategies, only the circular padding is able to achieve an acceptable
error level, with an average relative error of 15% for the implicit case and 11% at rt = 600

for the spatial context. The use of a padding strategy other than circular produces a
nonphysical behavior at the boundaries, as the network is not able to copy by itself the
values arriving at one border to the opposite one.

5.4.3 Non-reflecting Boundaries
The third test case corresponds to the neural network trained on Dataset 3, with non-
reflecting (absorbing) boundary conditions. This case is significantly more challenging
than the two previous cases: the initial Gaussian pulse is expected to propagate into
the far field and completely leave the computational domain. Thus, the underlying data
distribution is changing over time: the initial acoustic potential energy ∼ ρ′2/2ρ0 tends
towards 0 as t → ∞. The challenge for the network is to correctly propagate the initial
pulses outside of the domain without spurious reflections at the boundaries. As the signal
energy tends towards zero, the error is now calculated relatively to the initial density:

NRMSE =

√︃
1

NM

∑︁
ij

[︂
ρ
′(n)
ij − ρ̂

′(n)
ij

]︂2

(ρ′(0))rms
(5.3)

Similarly to previous experiments, 25 different initial conditions are employed for the
auto-regressive tests.

For the explicit method, a local one-dimensional (LODI) non-reflecting equation is used
to impose the values at the boundaries, which reads ∂tρ′+ c0∇ρ′ ·n = 0 [187]. First order
finite differences are employed to discretize both the spatial and temporal derivatives.

The evolution of the error for 600 auto-regressive recurrent steps is shown in Fig. 5.4b.
For both the implicit and spatial context cases, the results show a high variability between
the different cases. While the implicit strategy with zero and reflect padding manage to
produce low-error results, the other two padding strategies lead to diverging simulations.
In contrast, when the spatial context is employed, the circular padding performs better,
while the other three methods diverge. This unstable network behavior shows the com-
plexity of the non-reflecting case in comparison to the previous ones. Instabilities can be
directly related to the appearance of artifacts when the pulse impinges on the walls, as
can be seen in Fig. 5.5: before the pulse arrival at the wall (r = 120), all methods show
stable and accurate predictions, while larger errors are shown after the first interaction
with the BCs (r > 160). Such artifacts lead in some cases to the unbounded growth of
the density amplitude, leading to instabilities.



5.4. RESULTS 137

N
R

M
SE

0 200 400
NN recurences

10 3

10 1

101

(
)

zeros
circular
replicate

r recurrent steps

(a)

N
R

M
SE

0 200 400
NN recurences

10 3

10 2

10 1

100

(
)

implicit

0 200 400
NN recurences

context

0 200 400
NN recurences

10 3

10 2

10 1

100explicit
zeros circular replicate reflect

r recurrent steps

(b)

Figure 5.4 Relative errors for (a) D2 (periodic) and (b) D3 (absorbing) cases.
Full lines represent the implicit strategy and lines and star markers the spatial
context strategy.
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Figure 5.5 Density fields for Dataset 3 and replicate padding, comparing the
three investigated methods. The initial conditions correspond to a centered
pulse.

Interestingly, the explicit encoding of boundaries has an important stabilizing effect: all
four padding methods show a very similar error evolution. Figures 5.5 show the main
differences between implicit, spatial context and explicit approaches for the same padding
(replicate): the first two cases initially damp the outgoing waves more efficiently. However,
some nonphysical reflections (shown by the asymmetry of the fluctuating density the fields)
lead to artifacts remaining in the computational domain, eventually leading to instabilities
in the implicit case. In the explicit case, even though reflections also exist, they follow a
symmetric pattern, which corresponds very closely to the one found for reflecting walls,
as seen in Fig. 5.2. This suggests that the explicit encoding adds physical consistency
to the network BC treatment. The error in that approach arises mainly from the lack of
proper BC modeling, as the aforementioned LODI hypothesis cannot handle efficiently two-
dimensional effects, typical of Gaussian pulses, for example at corners. Future research
should improve the treatment of such transverse effects [187]. This demonstrates that
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blending prior physics knowledge when handling boundary conditions can improve CNNs
accuracy and robustness.

5.5 Conclusion
This chapter presents an exhaustive comparison between several available methods to treat
boundary conditions in fully convolutional neural networks for spatio-temporal prediction
of propagating waves. Such temporal regression tasks are highly sensitive to the well-
posedness of boundary conditions, as small localized errors can propagate in time and
space, producing instabilities in some cases. The characterization of such boundaries is
crucial to improve the neural network accuracy.

Employing padding alone yields accurate results only when the chosen padding is compat-
ible with the underlying data. The addition of a spatial context channel seems to increase
the robustness of the network in simple cases (Neumann boundaries), but fails for the
more complex non-reflecting boundary case. Finally, the explicit encoding of boundaries,
which enforces some physics constraints on border pixels, clearly demonstrates its superi-
ority in such cases, allowing the design of more robust neural networks. Such an approach
should be further investigated in order to understand its coupling with the neural network
behavior, and its extension to problems with several types of boundary conditions.



CHAPTER 6

Application to the scattering of acoustic
waves in complex geometries

6.1 Introduction
In this chapter, the formulation presented in the previous chapters for the temporal prop-
agation of acoustic waves in simplified domains with CNN is extended to account for the
presence of obstacles of arbitrary shape. These obstacles are the source of acoustic in-
teractions that must be taken into account when studying acoustic propagation problems
in installed configurations, such as the scattering of waves by sharp edges and their re-
flection by hard walls. As reviewed in the introduction (Chapter 1), taking into account
such phenomena is required to design quiet future propulsion architectures (e.g. CROR,
ducted propagation, etc). Obtaining rapid aeroacoustic predictions in complex installed
configurations during industrial design phases, while keeping the computational cost low,
is still an open challenge.

The neural network framework of Chapter 3 (Section 3.2) considers the boundary condi-
tions in an implicit way, since the same reflecting conditions at the domain boundaries are
always employed. The network deals with such boundary conditions through the padding
mechanism (Chapter 5). However, such an approach cannot consider other configurations
with more complex geometries, for instance the scattering of waves at the trailing edge
of an airfoil. Therefore, the present chapter extends the previous formulation by explic-
itly treating the complex boundary conditions of arbitrary obstacles. This is achieved by
modifying the neural network’s input, as already advanced in Chapter 5.

Previous works have considered the treatment of complex boundary conditions, in the
context of convolutional neural network surrogates. As shown in Section 2.6, several works
[141, 211, 237] employed a binary field to encode geometry information. Of those, only
Lino et al. [141] used an auto-regressive strategy to perform a spatio-temporal prediction.
However, few quantitative results are shown in that work, particularly regarding the ability
of the network to perform accurately outside the training dataset. Furthermore, the
network is trained on different datasets, each one tailored to a different type of boundary
conditions (one dataset for reflecting and another for non-reflecting BCs). Thus, it does

139
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not consider the possibility to employ a single dataset that treats simultaneously different
types of boundaries conditions, which would result in a more generic approach, which
would have the advantage to generalize the applicability of NN surrogates. Other works
such as Hasegawa et al. [88] use a combination of Spatial (Convolutional Autoencoder)
and Recurrent Neural Networks (Long-Short Term Memory - LSTM), creating a reduced-
order model for the prediction of low-Reynolds unsteady flows around bluff bodies. Again,
a binary field representing the obstacles allows the network to work on different types
of geometries. However, its application seems limited to a single obstacle. Here, the
objective is to extend this approach to an arbitrary number of obstacles, with an arbitrary
shape. Tompson et al. [238] and Ajuria Illarramendi et al. [5] have employed such a
binary encoding field in a more generic way, since their dataset uses several randomly
generated obstacles. Their application falls into the incompressible CFD-DL applications
(reviewed in Section 2.5.2), thus the specific challenges of compressible simulations are
not considered (e.g. coupling with non-reflecting BCs). Hence, a general approach capable
of treating different types of boundaries conditions, such as acoustic reflecting and non-
reflecting conditions, as well as an arbitrary number of reflecting walls, would be beneficial
to extend the applicability of aeroacoustic NN surrogates. It would avoid the cost of
retraining the network each time, tailoring the dataset to a particular set of boundary
conditions.

Consequently, this chapter extends the framework based on the deep auto-regressive con-
volutional neural network of Chapter 3 in order to consider the bounded and unbounded
acoustic propagation in quiescent flows, with reflection and scattering by obstacles of
arbitrary shape and number. The work focuses on two mains aspects:

i) the ability of the trained neural network to perform in various physical regimes,
depending on the choice of boundary conditions, some of which differ significantly
from the ones employed in the training database,

ii) the influence on the choices of hyper-parameters employed to train an accurate and
stable model for long-term auto-regressive predictions.

The chapter is organized as follows. First the methodology regarding the choice of neu-
ral network architecture and its training is presented in Section 6.2. Then, Section 6.3
describes the unique dataset employed for training the neural network and its validation.
In Section 6.5, several test cases representative of unbounded problems are evaluated us-
ing the present framework, and compared with the LBM reference. In particular, Sections
6.5.4 and 6.5.5 explore two additional cases representative of typical industrial applications,
namely a single NACA airfoil and a 2D cut of an engine nacelle. Ducted configurations, as
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well as a completely closed domain, similar to the one studied in Chapter 3, are also inves-
tigated in Section 6.6. Section 6.7 studies the influence of the main hyper-parameters of
the learned model. Finally, Section 6.8 discusses the computational cost of the presented
method with respect to the LBM baseline.

6.2 Methodology
6.2.1 Cauchy’s problem
Retaking Cauchy’s generic problem of Eq. (3.1), the initial and boundary conditions are
adapted to consider the propagation and scattering of acoustic waves on hard-reflecting
obstacles in quiescent flows. This problem can be described by the following initial and
boundary conditions:

⎧
⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

S(x, t) = 0,

B(ρ(x, t)) = 0,

G(x, t) = 0,

I0(x) =
∑︁Np

p=1 εp exp
(︂
− log 2

b2p
||x− xp||2

)︂

x ∈ D, t ∈ R+

x ∈ ∂D, t ∈ R+

x ∈ ∂D, t ∈ R+

x ∈ D, t = 0

(6.1)

where D defined the domain, with boundaries ∂D. The initial conditions I0 remain the
same as in the previous chapters, employing a distribution of Gaussian pulses of acoustic
density. B is the boundary operator that enforces the boundary conditions. Unlike to
Eq. (3.25), where simple Neumann boundary conditions on the acoustic fluctuating den-
sity are employed, here the boundary operator takes into account two sets of boundary
conditions:

– the non-reflective Sommerfeld’s condition at |x| → ∞,

– the reflective condition for the considered obstacles, applying a Neumann condition
to the fluctuating density, similarly to Eq. (3.25).

Therefore, the BC operator B represents an arbitrary distribution of reflecting and non-
reflecting acoustic boundary conditions. Since analytical solutions only exist for a few
simple geometries, in most cases, this type of Cauchy problem has to be solved numerically.
To this end, the state variable is discretised in space and time, and the time evolution is
integrated over all times steps ∆t, with an iterative solver.

6.2.2 NN mapping
In order to solve the Cauchy problem, it is recast, as in previous chapters, into an opti-
mization problem where a neural network G learns the mapping from one time-step to the
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next:
Ŷ (n+1) = G(X(n),θ) (6.2)

where the input
X(n) = {ρ(n), ρ(n−1), ..., ρ(n−k), IBC} (6.3)

is composed of a sequence of k + 1 previous states of fluctuating density fields and a
representation of the boundary conditions IBC , detailed in Section 6.2.3. The output
corresponds to a single predicted state of fluctuating density at the next time-step:

Ŷ (n+1) = {ρ̂(n+1)} (6.4)

Once the training is performed, the surrogate model can be employed in an auto-regressive
manner, identical to Section 3.6. Several methodological differences appear with respect
to Chapter 3:

i) the treatment of boundary conditions is performed explicitly instead of implicitly,

ii) a different parameterization of the neural network G is used (a U-Net CNN is used
instead of the multi-scale NN of Section 3.2.4),

iii) the GDL loss (see Eq. (3.2.5)) function must be adapted to the presence of obstacles,

iv) the energy-preserving correction (EPC, Section 3.2.6) must be extended to take into
account the acoustic intensity fluxes through the domain boundary conditions.

All these differences are explained in the following sections.

6.2.3 Representation of boundary conditions
Chapter 5 concluded that in order to treat boundary conditions in convolutional neural
networks, an additional field (i.e. a context channel) may be added to the NN input.
It provides to the model the explicit information about the nodes that belong to the
boundaries or to fluid regions. This type of Boolean encoding has been employed by
others [5, 88, 237]. In practice, the additional BC field IBC added to Eq. (6.3) reads:

IBC(x) =

{︄
1 if x ∈ ∂D
0 if x ∈ D\∂D

(6.5)

where D\∂D denotes the domain of computation excluding the boundaries.

6.2.4 A second parameterization of G: U-Net CNN
A further change is introduced to the original methodology of Chapter 3. Instead of
employing a multi-scale neural network, a U-Net convolutional neural network [206] is
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Figure 6.1 Schematics of the U-Net multi-scale CNN with three scales of con-
volutions at full, half and quarter resolution. The input is composed of k + 1
consecutive frames (n), ..., (n − k) of acoustic density and of a Boolean mask
representing the position of the obstacles. The output is the next frame (n+1)
of resolution N ×M nodes. Convolution kernels have size κ× κ and each rect-
angular block is proportional to the number of convolutional filters per layer
(c#). LReLU activations are used except at the last layer, where an identity
mapping is used to obtain both positive and negative outputs. Skip connections
are employed to facilitate the training of the network.

employed, as depicted in Fig. 6.1. Its structure follows a similar multi-scale approach, since
it combines consecutive convolutional layers with down-sampling/up-sampling operations
to increase the equivalent stencil size (called receptive field for CNNs [151]), in order to
capture long-range spatial information. The U-Net is found to converge quicker than the
multi-scale network, since the presence of skip connections facilitates the backward flow
of gradients during the optimization of the network (Section B.4.3). Moreover, Cheng
et al. [49] suggested that the U-Net reaches a better learning accuracy than the multi-
scale network when applied in physical problems. This is due to the differences in the way
the convolutional layers are arranged: while the multi-scale network uses the finer scale
information (i.e. the large wave-numbers) only at the beginning of the next coarse scale (see
Fig. 3.1), the U-Net maintains the high-frequency information through the skip-connection,
allowing to pass such information to deep scales. This U-Net CNN is thus more effective in
learning multi-scale physics phenomena than the multi-scale CNN. However, while Ajuria
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Illarramendi et al. [7] also show that the U-Net performs well without obstacles, they
noticed higher errors for cases with internal obstacles, especially close to the wall.

Additionally, the activation function employed in the multi-scale network in Chapters
3, 4 and 5 (the ReLU function) is replaced by the Leaky Non-linear Rectifying Linear
Units (LReLU), defined in Appendix B.4.3. This change is justified in Section 6.4.4,
since ReLU activations lead to the "dead neuron" during the training process of the U-
Net network. This problem is avoided with the leaky ReLU version. Such activation
functions create a non-linear mapping between the learned features. The studied problem
is linear both in the wave equation (Eq. (3.1)) or in its boundary conditions. However,
since the objective of the surrogate is to be able to treat arbitrary initial and boundary
conditions, it is hypothesized that the non-linearity helps in the learning process of the
surrogate. Nonetheless, the possibility of using a linear mapping by replacing all the
non-linear activations by the identity function is also explored in Section 6.4.4.

As in chapter 3, the time-step ∆t at which the prediction t→ t+∆t is performed is fixed
by the temporal spacing between input and output, thus in order to change its value, a
new training is required.

6.2.5 Loss function
As in Section 3.2.5, the chosen loss function combines a MSE and a GDL term:

L = λMSELMSE

(︂
Ŷ ij,Yij

)︂
+ λGDLLGDL

(︂
Ŷ ij,Yij

)︂
(6.6)

The practical calculation of the Gradient Difference Loss must account for the possible
presence of reflecting obstacles. The first-order finite-difference strategy of Eqs. (3.14-3.15)
is extended, using forward or backward first-order finite-differences schemes depending on
the presence of neighboring obstacles. For a node with indices (i, j) ∈ [0, N−1]×[0,M−1],
the spatial derivatives at "bulk" nodes (i.e. no neighboring obstacles) read:

∀(i, j) ∈ D\∂D, (i+ 1, j) ∈ D\∂D :
∂Yij

∂x
=

Yi+1,j − Yij

∆x
(6.7a)

∀(i, j) ∈ D\∂D, (i, j + 1) ∈ D\∂D :
∂Yij

∂y
=

Yi,j+1 − Yij

∆y
. (6.7b)

For nodes located at the left of an obstacle or at the boundary (i = N − 1), the gradient
with respect to the x-direction reads:

∀(i, j) ∈ D\∂D, (i+ 1, j) ∈ ∂D, (i− 1, j) ∈ D\∂D :
∂Yij

∂x
=

Yij − Yi−1,j

∆x
. (6.8)
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For nodes located below an obstacle or at the boundary (j = M − 1), the gradient with
respect to the y-direction reads:

∀(i, j) ∈ D\∂D, (i, j + 1) ∈ ∂D, (i, j − 1) ∈ D\∂D :
∂Yij

∂x
=

Yij − Yi,j−1

∆x
. (6.9)

A study on the influence of the parameters λMSE and λGDL is discussed in Section 6.4.4.

6.2.6 A tentative energy-preserving correction with flux terms

(EPC)
This section explores an extension of the EPC correction, originally described in Section
3.2.6, to take into account the arbitrary boundary conditions of Eq. (6.1). This implies
that acoustic intensity fluxes may become nonzero at the boundaries of the simulation
domain, since non-reflecting boundary conditions are applied. Thus, the objective is to
find a correcting small parameter for the fluctuating pressure ε≪ p, such that:

p+(x, t) = p̂(x, t) + ε(x, t) (6.10)

satisfies an equation for the conservation of acoustic energy, detailed later (this correction
is equivalent to the EPC on the fluctuating density of Section 3.2.6, as both quantities
are related by the linearized isentropic relation p = c20ρ). The ()̂ notation represents the
neural network predictions and ()+ represents the corrected variables (after the EPC is
applied). Furthermore, the ground truth data (the LBM solution) is represented by the
() notation (no superscript).

The acoustic energy density without mean flow can be written as follows:

E =
p2

2ρ0c20
+

ρu2

2
(6.11)

where p, ρ and u are the fluctuating pressure, density and velocity, respectively. ρ0 is the
mean density and c0 is the mean speed of sound in the fluid at rest. Furthermore, the
energy flux is defined as:

I = pu (6.12)

The linearized equations of continuity and momentum, in the absence of source terms or
dissipation mechanism in a fluid at rest, can be linearized and combined, obtaining the
following conservation of acoustic energy:

∂E

∂t
+∇ · I = 0 (6.13)
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Let’s suppose that the neural network prediction p̂ does not respect the previous conser-
vation equation (Eq. (6.13)). Whereas, the corrected pressure p+, defined in Eq. (6.10),
does.

The hypothesis is made that ε = ε(t) and ∇ε = 0, thus the correction is uniform in space
(same hypothesis used in Section 3.2.6).

Writing the acoustic velocity in terms of ∇p from the linearized equation of conservation
of momentum yields:

u = − 1

ρ0

∫︂ t

0

∇p(τ)dτ (6.14)

Therefore, applying the correction to the fluctuating velocity leads to the following ex-
pression:

u+ = − 1

ρ0

∫︂ t

0

∇(p̂+ ε)(τ)dτ = − 1

ρ0

∫︂ t

0

∇p̂(τ)dτ = û (6.15)

proving that the fluctuating velocity remains unchanged by the proposed correction.

Then, the energy flux of the "corrected" variables can be expanded from Eq. (6.12) so
that:

I+ = (p̂+ ε)u+ = (p̂+ ε)û = Î+ εû. (6.16)

Taking the divergence of the previous equation yields:

∇ · I+ = ∇ · Î+ ε∇ · û (6.17)

The next step is to apply the conservation of acoustic energy to the "corrected" variables:

∂E+

∂t
+∇ · I+ = 0

∂

∂t

[︃
p̂2 + 2εp̂+ ε2

2ρ0c20
+

ρ0û
2

2

]︃
+∇ · (p̂û) + ε∇ · û = 0

(6.18)

Integrating Eq. (6.18) over a control volume Ω results in the following expression:

∫︂∫︂∫︂

Ω

{︃
∂

∂t

[︃
p̂2 + 2εp̂+ ε2

2ρ0c20
+

ρ0û
2

2

]︃
+∇ · (p̂û) + ε∇ · û

}︃
dΩ = 0 (6.19)

Applying the divergence theorem yields

∫︂∫︂∫︂

Ω

{︃
∂

∂t

[︃
p̂2 + 2εp̂+ ε2

2ρ0c20
+

ρ0û
2

2

]︃}︃
dΩ +

∫︂∫︂

∂Ω

(p̂+ ε)(û · n)dσ = 0 (6.20)
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Using the hypothesis ∇ε = 0, one can get ε out of the volume and flux integrals, yielding:

A(t)
∂ε2

∂t
+B(t)

∂ε

∂t
+ C(t)ε+D(t) = 0 (6.21)

with

A(t) = A =

∫︂∫︂∫︂

Ω

dΩ

2ρ0c20

B(t) =

∫︂∫︂∫︂

Ω

p̂(t)

ρ0c20
dΩ

C(t) =

∫︂∫︂∫︂

Ω

1

ρ0c20

∂p̂

∂t
dΩ +

∫︂∫︂

∂Ω

(û · n)dσ

D(t) =

∫︂∫︂∫︂

Ω

∂

∂t

{︃
p̂2

2ρ0c20
+

ρ0û
2

2

}︃
dΩ +

∫︂∫︂

∂Ω

p̂(û · n)dσ

(6.22)

If the hypothesis is made that ε ≪ 1 and ε2 ≪ ε, the following non-constant coefficients
linear ODE can be found:

B(t)
∂ε

∂t
+ C(t)ε+D(t) = 0 (6.23)

Equation (6.23) can be readily solved with the following expression:

ε(t) = exp

(︃
−
∫︂ t

t0

C(τ)

B(τ)
dτ

)︃[︃∫︂ t

t0

D(τ)

B(τ)
exp

(︃∫︂ τ

t0

C(ξ)

B(ξ)
dξ

)︃
dτ +K1

]︃
(6.24)

where K1 is an integration constant found through the initial conditions (ε(0) = 0).

Finally, after ressaling the correction by c20, i.e. ˜︁ε = c20ε, the correction on the acoustic
density reads:

ρ+ = ρ̂+ ˜︁ε(t) (6.25)

The accuracy of this EPC is tested in Section 6.5.3.

6.3 Dataset: Propagating Gaussian pulses in un-

bounded domain with hard wall obstacles
As in Chapter 3, the Lattice-Boltzmann Method (LBM) solver Palabos is used to generate
the training dataset. Similar to previous chapters, a particular attention is paid to the
validation of the LBM code. In The this case, the focus is on the validation of the wave
scattering by objects, to guarantee the accuracy of the training database.
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6.3.1 Numerical setup

Figure 6.2 Schematic of a typical dataset simulation.

The dataset consists of Nsim = 120 (100 for training, 20 for validation) 2D-simulations of
time-propagating acoustic waves on square domains with non-reflecting boundary condi-
tions ("unbounded" domain). Varying random obstacles with hard reflecting walls (cylin-
ders and rectangles) are placed inside a square numerical domain of size D×D, as sketched
in Fig. 6.2. As shown by Eq. (6.1), the acoustic sources are composed of a random number
of Gaussian pulses which are used as initial conditions for the fluctuating density field.
The number of initial pulses Np is sampled from a uniform distribution:

Np = U [1, 5] (6.26)

The pulse amplitudes εp are set to εp = 10−3 and their half-width, is chosen so that
bp/∆x = 12 (12 points-per-wavelength). Such a choice is justified in Section 6.3.2. The
pulse center coordinates xp are chosen such that

xp = U [0.2D, 0.8D]2 (6.27)

Two types of reflecting obstacles are considered: cylinders and rectangles. For each simu-
lation, the set of cylinders is defined as follows

C = {x ∈ D | ||x− xc||2 < r2c}, c ∈ [0, Nc]

with Nc = U [0, 3], rc = U [0.08D, 0.15D], xc = U [0.2D, 0.8D]2,
(6.28)
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where Nc is the number of cylinder and rc their radius with respect to their center coor-
dinates xc.

Similarly, the set of rectangles is defined as follows:

R = {x = (x, y) ∈ D | |x− xr| < wr ∩ |y − yr| < hr}, r ∈ [0, Nr]

with Nr = U [0, 3], wr = U [0.01D, 0.3D], hr = U [0.01D, 0.3D],

xr = U [0.2D, 0.8D], yr = U [0.2D, 0.8D],

(6.29)

where Nr is the number of rectangles, hr their height and wr the width with respect to
their left bottom point defined by coordinates xr = (xr, yr).

The boundary conditions at the obstacle walls are modelled with half-way bounce-back
conditions (see Section 2.3.3 for more details). This type of boundary is not generally
suited for inclined boundaries, e.g. cylinder obstacles. However, in absence of mean flow,
if the wavelength of acoustic waves is sufficiently large with respect to the cell size ∆x,
then the bounce-back "staircase" will be acoustically compact and have no effect on the
accuracy of numerical results. This is again demonstrated in Section 6.3.2, where the LBM
method is validated for wave scattering by a cylinder. Non-reflecting boundary conditions
are implemented using a sponge layer that prescribes a damping term in the governing
equations in order to attenuate outgoing acoustic modes [39]. This type of boundary
conditions has been reviewed in Section 2.3.2. In particular, the damping strength ς(x)

follows the same law as Eq. (2.31) [103]. The length of the PML zone is set to Ls = 2bp,
so that a sufficient acoustic damping is achieved.

The absorbing layer is cropped from the resulting LBM simulations so that only the
"physical domain" is provided to the neural network. Each direction of this physical
domain is discretized with Nnodes = 200 nodes, and a grid spacing of ∆x = D/(Nnodes −
1) = 0.5025. Note that as described in Sections 2.3.3 and 3.3, the CFL condition is fixed
in LBM simulations due to the sound speed cs being imposed by the choice of a particular
lattice. Here the speed of sound is equal to cs = 1/

√
3 ≃ 0.57 as the D2Q9 lattice is

employed.

This dataset aims at studying the capacity of the neural network to predict the scattering
of acoustic waves by these obstacles, and their subsequent propagation into the far-field.
Furthermore, the complex interactions between acoustic waves and walls are also simu-
lated, as the random arrangement of obstacles may act in some cases as a waveguide,
rearranging the signals into mode-like shapes. Figure 6.3 shows an example of different
simulations in the dataset. Notice that the wave topology is much more diverse than that
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of the dataset in Chapter 3 (see Fig. 3.3), since the random arrangement of obstacles
generates complex reflecting and scattering patterns.

The results are reported using a normalized time, based on the size of the domain D,
defined as

τD = tc0/D = Nitercs/Nnodes (6.30)

This non-dimensional time τD represents the time taken by an acoustic wave to travel from
one boundary to the opposite one. Each training simulation is stopped at τD,training = 1.44

(corresponding to Niter = 500), leaving sufficient time for all the acoustic signals to leave
the computational domain. The effect of the training duration will be studied in Section
6.7. Following the same logic as Chapter 3, the fluctuating density fields are recorded at
time-steps that are multiples of ∆τ = 0.0087 (i.e. ∆tNN = 3∆tLBM). A summary of all
the training and validation dataset parameters is shown in Table 6.1.

Furthermore, as shown by Eq. (6.3), the computed LBM fields are packed into groups of
k+1 inputs. In practice k = 1 is chosen, as explained justified in Section 6.7. Note that in
Chapter 3, 4 input snapshots were employed (k = 3) as a default value. Thus, the effects
of k have to be studied in this chapter, because of a fundamental change in the nature of
the data: while in Chapter 3 all the simulations conserved the acoustic energy over time
(because of the reflecting boundary conditions), this conservation no longer holds in the
present chapter. This is due to the use of non-reflecting boundary conditions, which allows
the acoustic waves to leave the computational domain.

6.3.2 Validation of the dataset
This section validates the LBM code for the scattering of a Gaussian pulse by a cylinder
for which an exact analytic solution is available. A schematic is shown in Fig. 6.4a. A rigid
cylinder of radius R is located at (x, y) = (0, 0) inside a domain of size D×D = 30R×30R.
An additional sponge zone of length Ls = 2R is added to each boundary. A Gaussian
density pulse of half-width bp/R = 0.4 is located at (x, y) = (8R, 0). Note that Ls = 5bp, is
sufficient to damp the reflected acoustic waves. A recursive and regularized BGK collision
model (rrBGK-LBM) [153] is employed, setting the mean flow velocity to zero (M = 0)
and the dynamic viscosity to ν = 0. Two cases are compared: a first one with the
pulse half-width discretized by bp/∆x = 12 lattice points (Nnodes = 901 lattice points per
direction excluding the sponge zones), and a second one with bp/∆x = 18 points per half-
width (Nnodes = 1351 lattice sites per direction excluding the sponge zones). The solution
derived by Tam [228] is employed as a reference analytical solution (see Section 2.2.2).
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Figure 6.3 Snapshots of acoustic density at different dataset simulations at a
fixed time (τ = 0.35). Initial conditions are composed of Gaussian pulses of
acoustic density located at random positions. Obstacles (cylinders and rectan-
gles) are randomly located in the computational domain. Since the obstacles
may overlap, this creates complex geometries where the acoustic signals reflect
and scatter.
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(a)

(b)

Figure 6.4 (a) Configuration used for the validation case: a cylinder of radius
R located at the domain center scatters a Gaussian pulse. Measurements are
recorded at the probe location depicted by a cross. (b) Evolution of the fluc-
tuating density ρ at the probe location (x, y) = (0, 10R) for the dimensionless
time τR = tc0/R at different initial pulse spatial resolutions bp/∆x and reference
analytical solution.
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Parameter Value Parameter Value

Collision scheme rrBGK-LBM Number of simulations
Nsim

120

Domain size, D 100
Number of Gaussian

pulses, Np
U [1, 5]

Nodes per dimension,
Nnodes

200 Position of Gaussian
pulses, (xp, yp)

U [0.2D, 0.8D]2

Sponge-layer dimension,
Ls/∆x

24 Amplitude of Gaussian
pulses, εp

10−3

Lattice spatial step,
∆x

0.5025
Gaussian pulse

half-width, bp/∆x
12

Time-step
∆tLBM ;∆τLBM

8.5331× 10−4 ;
2.901× 10−3 Cylinders See Eq. (6.28)

Dynamic viscosity
ν

0 Rectangles See Eq. (6.29)

Simulation time/iterations
τtraining/Niter

1.44/500

Mean flow velocity
(u, v)

(0, 0)

Table 6.1 Parameters of the LBM simulations (training/validation dataset)

The density fluctuations are recorded at a probe located at (x, y) = (0, 10R) until τR =

tc0/R = 11 (non-dimensional time based on the cylinder radius) and compared to its
analytical counterpart. Figure 6.4b shows these results for two different resolutions of the
LBM lattice. The first amplitude peak corresponds the direct propagation of the initial
Gaussian pulse, while the other two peaks at tc0/R = 8 and 10 are signatures of the
scattered wave by the cylinder wall. A resolution of 12 points per half-width is sufficient
to capture all the physics of the problem accurately. Therefore, the pulses in the dataset
are resolved with bp/∆x = 12 points per initial half-width, as was done in Chapter 3.

6.3.3 Testing data
The auto-regressive methodology is tested in a series of unbounded and bounded cases
to demonstrate the ability of the framework to predict the acoustic propagation physics
for several configurations. The objective is to demonstrate that a single neural network,
trained on a dataset such as the one described in Section 6.3.1, can perform accurately
on all the test scenarios, without the need to build a tailored database for each case. The
interest of such an approach is to avoid the repetition of the costly training process for
each new configuration, and to demonstrate that the employed neural network is able to
perform well on new cases not seen during the training process.
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(a) (b)

(c) (d)

(e)

(f)

Figure 6.5 Schematic view of test geometries and initial conditions (fluctuating
density fields, shown by a red spot). Grey hashed zones represent non-reflecting
boundary conditions, while black zones represent reflecting obstacles: (a) free-
field propagation, (b) scattering by a cylinder, (c) scattering by a NACA0020
airfoil, (d) propagation inside a nacelle and scattering into far field, (e) in-duct
wave propagation at different diameter-to-domain length ratios (from left to
right) h/D = 0.4, 0.6, 0.8 and (f) closed-box propagation.
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Sketches of the different domain configurations and initial pulse locations are shown in
Fig. 6.5. All the domains are kept of size D × D, identical to the one employed for the
training dataset. First, the network is tested on a series of open bounded cases (i.e. non
reflecting boundary conditions are employed in the four boundaries of the domain, hashed
in grey in Fig. 6.5) shown in the top part of Fig. 6.5, labelled from (a) to (d) respectively.
Then, bounded configurations (shown as black areas in Fig. 6.5) are also studied, where at
least two opposite domain boundaries are set as reflective conditions, testing the ability of
the network to propagate acoustics in duct-like shapes. The lower part of Fig. 6.5 shows
the four tested bounded configurations termed (e) for the duct-like geometry and (f) for
the closed-box domain, identical to the case of Chapter 3.

6.4 Training and evaluation methodology
The methodology used to train the neural network in practice is presented next, detailing
the most important hyper-parameters used during the training process. The repeatability
of the NN training is one of the key aspects of the present thesis, as demonstrated in
Chapter 4. Therefore, such a problematic is also considered when training the NN.

6.4.1 Data normalization
Neural networks benefit from scaling the inputs so that the mean and the standard de-
viation of their inputs are close to 0 and 1 respectively in order to improve the stability
of the neural network training [81] (Appendix B.4.3). However, scaling the k + 1 inputs
with their respective k+1 statistical moments generates a loss of physical information for
the neural network applied to a time-dependent problem, as the network may no longer
capture the relative changes of amplitude between different time-steps. This normalization
would then hinder the capacity of the NN to account for phenomena such as diffusion, or
in the present case, global energy decay (e.g. the acoustic signals leave the computational
domain after some time). Thus, two alternative types of input normalization are pro-
posed in this work, in order to evaluate the NN performance when performing long-term
auto-regressive predictions.

Global normalization : The first normalization, combined with a U-Net network
(GlobUnet approach), consists of a global scaling that normalizes all inputs by 1/ρ(0)

where ρ(0) = εp is the amplitude of the Gaussian pulse at n = 0, such that:

˜︁ρ(n) = ρ(n)

ρ(0)
(6.31)
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This scaling intends to preserve the original amplitude scaling of the data set, which may
be important to account for time-decaying phenomena. The disadvantage of this method
is that some of the network inputs at late simulations time (e.g. when the acoustic signal
has mostly left the computational domain) may have a small amplitude compared with
the initial condition. Thus, the network may struggle when processing such low-energy
inputs, and may overfit to high-energy signals.

Local normalization : The second normalization, denominated LocUnet, considers a
per-input scaling. Each input is normalized by

√︁
Var(ρ(n−k)) which corresponds to the

standard deviation of the first frame for each input (composed of k+1 consecutive spatio-
temporal frames, as explained in Section 6.2):

˜︁ρ(n) = ρ(n)√︁
Var(ρ(n−k))

(6.32)

Because k+1 consecutive frames are used at each input, the network is fed with information
about amplitude decay between all the different snapshots, although more locally than for
the global normalization. The advantage of such strategy is that it removes the low-signal
energy problem of the global normalization. It may however amplify spurious noise (e.g.
numerical reflections at the boundaries) with low amplitude in the original data-set scale.
Both strategies are compared for all test cases in Sections 6.5 and 6.6.

6.4.2 Training the neural network and repeatability
The supervised training of the U-Net neural network G is performed over the dataset com-
posed of Nsamples pairs of input-target samples (X(n), Ŷ (n+1)). The optimization problem
(identical to Eq. (3.5)) is solved by minimizing the loss function of Eq. (6.6).

To solve this problem, the same Adam Stochastic Gradient Descent optimizer used in
Chapter 3 is used, with the same hyper-parameters, initial learning rate and learning
rate scheduler (see Table 3.3). Furthermore, since convolutional networks are translation-
invariant (see Section 2.4.1, but not rotation-invariant, data augmentation is performed
during the training of the network. The input-target pairs are randomly flipped in angles
of 90, 180 and 270 degrees. Furthermore, the 120 simulations of the LBM dataset are split
into a training and a validation set using a partition of 100/20.

Chapter 4 concludes that the multi-scale neural network, similar to the U-Net used here, is
very sensitive to the training conditions (hardware, code optimization, etc.), which results
in a large variability in the predictions during the auto-regressive prediction phase. In order
to study the robustness of the training regarding the choice of training-validation split, a
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five-fold cross-validation study is therefore performed, i.e. five independent trainings are
performed and the hold-out validation data is different for each run. Furthermore, the
initial values of the neural network are changed from run to run by varying the random
number generator seed. Repeating the neural network training with slightly different
initial conditions, allows to collect statistics during the training and testing phases, and
thus enables to quantify the variability of the method. Additionally, by collecting statistics
during the training and evaluation phase, it is possible to evaluate the significance of the
possible improvements to hyper-parameter changes (e.g. influence of input normalization).

Name N. Simulations (Train/Val) Input Normalisation k τD,training N. runs
GlobUnet 120 (100/20) ρ(0) 3 1.44 5
LocUnet 120 (100/20)

√︁
Var(ρ(n−k)) 1 1.44 5

Table 6.2 Summary of the neural network baseline found for each normalization
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Figure 6.6 Evolution of training and validation errors during the neural net-
work training for (left) GlobUnet and (right) LocUnet. Error curves are aver-
aged over the five trainings for each normalization. The standard deviation is
depicted with a shadow zone.

As in the previous chapters, the Pytorch open-source framework [178] is employed to
perform the training operations. The total training time in a NVIDIA Tesla V100 GPU
takes 24 wall-clock hour. Table 6.2 summarizes the parameters employed to train both
cases. The resulting training and validation curves are presented in Fig. 6.6, for both
GlobUnet (right, in red) and LocUnet (left, in green). Both training and validation metrics
are plotted for both configurations. As the validation error remains very similar to the
training error in all cases, no early stopping was applied and the training is stopped after
the convergence of the loss curve, after about 4, 000 epochs with a batch size of 32. After
an extensive hyper-parameter search, the optimum choice of input frames k is found to
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depend on the normalisation. Thus k = 1 and k = 3 are found optimal for LocUnet and
GlobUnet respectively. A discussion on this choice is done in Section 6.7. In sections 6.5
and 6.6, results for both baselines are compared.

6.4.3 Evaluation metrics
The results are evaluated by using several metrics. The Normalized Root-Mean-Square
Error (NRMSE) and the Normalized Root-Gradient Difference Loss (NRGDL) errors are
employed:

NRMSE =

√︁
LMSE(ρ, ρ̂)

ρ(0)
(6.33)

NRGDL =

√︁
LGDL(|∇ρ|, |∇ρ̂)|
|∇ρ(0)| (6.34)

where LMSE and LGDL are the terms defined in the loss function of Eq. (6.6). Besides
these two metrics, the evolution of acoustic density energy is evaluated by calculating the
spatially integrated root-mean-square of the acoustic potential energy, defined as:

Eρ(t) =

√︄∫︂

Ω

ρ(t)2

2ρ0
dΩ (6.35)

This an energy represents a portion of the total acoustic energy, the other part being
linked to the fluctuating velocity. The associated a fluctuating velocity can be derived
from Eq. (6.11).

Then, in order to obtain a representative value for a full roll-out of the prediction in
time, three additional time-integrated metrics are employed, namely the integrated mean-
square-error over time (IMSE), defined as:

E(ρ̂, ρ) = 1

T

∫︂ T

0

LMSE(ρ̂, ρ)(t)dt (6.36)

the integrated gradient difference loss (IGDL):

E(|∇ρ̂|, |∇ρ|) = 1

T

∫︂ T

0

LGDL(|∇ρ̂|, |∇ρ|)(t)dt, (6.37)

and the integrated energy error (IEE):

E(Eρ̂, Eρ) =
1

T

∫︂ T

0

LMSE(Eρ̂, Eρ)(t)dt, (6.38)
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where the definitions of LMSE can be found in Table B.1. The definition of the GDL

loss is shown in Eq. (2.51), while its practical implementation is shown in Eqs. (6.7-6.9).
These metrics are employed in Section 6.7 to study the influence of different network
hyper-parameters in the prediction error.

6.4.4 Preliminary parametric study
This sections shows several preliminary parametric studies performed on key hyper-
parameters choices during the neural network training phase. Such a study intends to
discard some unsuitable approaches by inspecting some performance metrics.

Effects of loss function weighting λMSE, λGDL

Similarly to Chapter 3, the first study explores the influence of the two different loss terms:
λMSE and λGDL. A parametric study is performed by varying λGDL from 0 to 0.02, in
logarithmic increments. The corresponding λMSE is chosen so that

λMSE = 1− λGDL (6.39)

The test case (b) is chosen here as test dataset, corresponding to the scattering of a single
Gaussian pulse by a cylinder (Section 6.3.3). The NRMSE (Eq. (6.33)) is used to evaluate
the performance of the five different trainings using the GlobUnet normalization. Such a
metric is calculated at different auto-regressive steps r and plotted in Fig. 6.7. While the
error remains very similar for all the choices of λGDL at r = 0, the error for λGDL = 0

remains stable below the 0.01 error threshold even for a large number of recurrent steps,
while for λGDL > 0, the error accumulation over time increases significantly more when
r increases. Interestingly, the evolution seems to start stabilising at r = 100 (minor
difference are observed in the NRMSE for r = 100, 200, 300 for all λGDL). This is linked
to the fact that after r > 80, the initial pulse has left the computational domain, thus
the residual signal does not evolve in time after that (see Fig. 6.13 for a visualization of
the evolution of the pulse). Such a result suggests that the Gradient-Difference loss is
not beneficial for the long-term behavior of the CNN, contrary to what is concluded in
Chap. 3. This is attributed to the over-fitting by the neural network of the noisy spatial
derivatives resulting from the application of the finite difference (FD) algorithm to the
LBM training data. An example of such a phenomenon is shown in Fig. 6.8, for the
same test case (b), at a fixed temporal snapshot. While the fluctuating density (directly
calculated by the LB solver) is smooth, the FD algorithm introduces unwanted noise in
both components of the spatial derivatives. This noisy data becomes much more difficult
to fit for the neural network, becoming much less robust to the long-term accumulation of
error during the auto-regressive phase. Future works should deal with a careful treatment
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of spatial gradients near the solid boundaries in order to benefit from the GDL loss in the
auto-regressive phase, as was seen in Chapter 3 for simplistic boundary conditions. For
the rest of the chapter, λGDL = 0, thus only the MSE error is kept in the loss function.

Influence of activation functions
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Figure 6.9 Activation function study. (a) LocUnet validation loss for trainings
with linear and non-linear (ReLU) activation functions. (b) GlobUnet validation
loss for trainings with ReLU and Leaky ReLU activation functions.

The second preliminary study focuses on the influence of the activation function when
fitting the data during the training process. As discussed in Section 6.2.4, this study is
justified since, even if the governing equation for the studied wave propagation problem is
linear (Eq. (3.1)), introducing a non-linearity mapping of the surrogate may help treating
the different types of boundary and initial conditions employed in the present approach,
as presented in Section 6.2.4. Note that some works, such as Murata et al. [170], have
demonstrated the possible advantages of a neural network with only linear mapping, since
it could become easier to interpret than a non-linear NN (as in the case of classical linear
reduced-order models such as POD).

As explained in Section 6.4.2, a series of 5 trainings has been performed for LocUnet. Two
types of activation functions are tested for the complete set of NN activations (except at
the last layer, where the identity mapping is always used, see Fig. 6.1): the ReLU non-
linearity, as used in Chapter 3, and the identity mapping (the network becomes a linear
transformation). In the latter case, all the activations denominated as NL in Fig. 6.1 are
replaced by a simple identity function. Figure 6.9a compares the validation loss evolution
for 5 different trainings with and without ReLUs. It is observed that the linear NN does
not manage to achieve a sufficiently small loss value, even after a large number of epochs.
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When inspecting the NN predictions throughout the training process, the field seems to be
well predicted far from the obstacles, but the error grows to large values next to obstacles.
This confirms that the non-linearities of the NN are key to treat such complex boundary
conditions.

When caring out the previous analysis, it was found that one of the 5 trainings using
ReLU activations resulted in a constant loss from the start of the training (not shown in
Fig. 6.9a), and the network’s prediction was nil everywhere. This may be attributed to
the dead neuron pathology, i.e. the initial optimizer update drives some layer parameters
towards large negative values. Then, since the ReLU activation produces zero-gradients
for such inputs, the back-propagated gradient is zero, the NN being unable to update this
parameter. Such a problem can pollute the rest of the CNN layers, leaving the network to
predict nil values everywhere. A simple alternative is to relax the zero-gradient condition
for negative inputs, typical of ReLU activations. Using a LeakyReLU function (see B.4.3)
allows setting a non-zero gradient for such inputs, completely removing the dead neuron
problem. 5 trainings with LReLU are compared to 5 trainings with ReLU in Fig. 6.9b. It
is found that this change of activation function leads to very similar training performance,
with the advantage of eliminating the training instabilities associated with possible dead
neurons.

6.5 Density-field prediction in unbounded test cases
This section presents the results for the first four tests (a-d), defined in Section 6.5. All
available networks (5 runs per normalization strategy, 10 runs in total) are evaluated for
the different test cases presented next, which are representative of typical benchmarks in
computational acoustics with non-reflecting boundary conditions.
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Figure 6.10 Acoustic density prediction for test case (a), for the propagation
of a Gaussian pulse in free-field.
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6.5.1 Free-field propagation

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020

2(
,

)/
0

(a)

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020

2(|
|,|

|)/
|

0|

(b)

0.0 0.5 1.0 1.5
D

0.0

0.2

0.4

0.6

0.8

1.0

E

×10 4

(c)

reference GlobUnet LocUnet
N

R
M

SE

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020
2(

,
)/

0

(a)

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020

2(|
|,|

|)/
|

0|

(b)

0.0 0.5 1.0 1.5
D

0.0

0.2

0.4

0.6

0.8

1.0

E

×10 4

(c)

reference GlobUnet LocUnet

N
R

G
D

L

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020
2(

,
)/

0

(a)

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020

2(|
|,|

|)/
|

0|

(b)

0.0 0.5 1.0 1.5
D

0.0

0.2

0.4

0.6

0.8

1.0

E

×10 4

(c)

reference GlobUnet LocUnet

E
ρ

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020

2(
,

)/
0

(a)

0.0 0.5 1.0 1.5
D

0.000

0.005

0.010

0.015

0.020

2(|
|,|

|)/
|

0|

(b)

0.0 0.5 1.0 1.5
D

0.0

0.2

0.4

0.6

0.8

1.0

E

×10 4

(c)

reference GlobUnet LocUnet

Figure 6.12 Evolution of (a) mean-square error, (b) gradient-difference error
and (c) acoustic density energy for test case (a) (free-field propagation).

The initial condition for the open bounded case (Fig. 6.5a) corresponds to a Gaussian
pulse of half-width b/D = 0.06, located at the center of the domain. The neural network
is provided with the first two frames (k = 1) of the simulation, issued from a LBM
simulation with the same boundary and initial conditions, and the auto-regressive method
subsequently unrolls the complete prediction, until the non-dimensional time τ = 1.7 is
reached.

Snapshots at several times are shown in Fig. 6.10, for the two studied normalization
strategies and compared with the reference LBM method. Results show that all neural
networks perform well during all phases of the propagation, even when the pulse interacts
with the non-reflective boundary. More quantitative results are shown in Fig. 6.11, where
a slice at constant y/D = 0.5 is extracted. For each normalization strategy, both mean
and standard deviation (shaded area) are depicted. The reference LBM solution is plotted
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with white circles. The LocUnet solutions is less prone to variability at later times of
the propagation, with a lower deviation in the error than GlobUnet. This is confirmed by
inspecting the three quantities described in 6.4.3, namely the evolution of Normalised Root
Mean Square Error (NRMSE), the evolution of the Normalised Root Gradient Difference
Loss (NRGDL) and the evolution of total acoustic density energy Eρ. Figure 6.12 shows
the evolution of these metrics over time, depicting the mean and standard deviation (error
bars) for the five different runs per normalization. Four regimes in the error behavior
are observed: (i) a first regime corresponds to the initial rapid drop in acoustic potential
energy, which is being transferred into kinetic energy. This first drop is followed by (ii) one
regime with constant energy levels, where the pulse has not yet reached the boundary (τ <

0.5). Follows a regime where (iii) the acoustic signal is evacuated through the non reflecting
boundary conditions (0.5 < τ < 0.7). During the final regimes, (iv), only a fraction of
the initial signal energy remains in the the domain (τ > 0.7) During the first and second
regimes, both normalization approaches show similar trends even though the LocUnet
strategy has a small advantage in terms of mean-squared error and spatial gradient error.
Then, both networks stabilize in very similar error levels (at τ = 0.7). After the pulse
has completely left the computational domain, after τ = 0.8, the GlobUnet prediction
starts to drift in terms of energy levels, resulting in a significant error accumulation and
variability within runs. It even leads to divergence of the predictions in some runs. On
the other hand, the use of the local normalization mitigates such an error accumulation
over time, even at simulation long times when almost no signal remains in the domain (see
τ = 1.73 in Fig. 6.11). Furthermore, it manages to reach a very similar energy level across
all the runs, indicating a stable roll-out in time, even though a small offset in energy levels
is observed. These observations suggest that employing the Local Normalization is key
in obtaining a stable auto-regressive prediction capability, with low variability between
runs. This first test highlights one of the key challenges of the application of data-driven
methods to problems that switch from energy-preserving to energy-decaying dynamics,
eventually reaching low residual levels in the domain and increased signal-to-noise ratio.
The normalization of the model inputs plays an important role in avoiding overfitting to
only one of the regimes and learning the actual wave operator that remains identical in
all cases (i.e. the propagation of waves in free-field).

6.5.2 Scattering by a cylinder
Next, as in the validation case of the data set in Section 6.3.2, the scattering of a Gaus-
sian pulse by a cylinder is studied (case (b)). The computational domain is sketched in
Fig. 6.5b: the initial condition is an initial Gaussian pulse of half-width b/D = 0.06,
located at a distance x/D = 0.25 from the cylinder of radius R/D = 0.075, located in
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Figure 6.13 Acoustic density prediction for test case (b) with cylindrical ob-
stacles at different times, compared with reference LBM target (first row) and
normalized spatial errors.
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6.5. DENSITY-FIELD PREDICTION IN UNBOUNDED TEST CASES 167

the center of the domain, while the four boundaries are left as non-reflecting boundary
conditions.

Results for such a test-case are shown in Fig. 6.13. Density fields of both the reference
LBM simulation and the neural network predictions are compared, along with the local
error normalized by the L∞-norm of the error, in order to show where the error is con-
centrated. The challenge for the neural network is to correctly predict the scattering of
the pulse by the cylinder, and also to correctly model the non-reflecting boundary condi-
tions, as already discussed for the free-field propagation case. Slices of density fields at
two positions y/D = 0.5 and y/D = 0.25 are shown in Fig. 6.14, as well as evolution
of the global metrics in Fig. 6.15. For all the four tested networks, a similar behaviour
is observed as in the previous test: the error grows initially next to the cylinder wall,
while at later times the regions of high error are concentrated near the boundaries. The
LocUnet again achieves a lower error than GlobUnet, with a similar behavior as the one
observed for the free-field propagation (see 6.5.1), typically for times after τ = 1. Both
strategies exhibit a concentration of error by the rightmost domain boundary at x/D = 1

at times around τ = 0.7, when the wave reflected by the cylinder reaches that boundary.
Nonetheless, the LocUnet manages to closely follow the signal oscillations, even for such
long time horizons, and GlobUnet only manages to capture the high amplitude signals at
early simulation times, but fails for the lower amplitude peaks after τ ≃ 1.0. This suggests
that the global scaling forces the network to focus on high-amplitude signals, while lower
amplitude ones have been neglected during the training process. Thus, it demonstrates
the superiority of the local normalization, which can adapt to varying signal amplitudes
and capture the energy-decaying dynamics accurately.
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Figure 6.15 Evolution of (a) mean-square error, (b) gradient-difference error
and (c) acoustic density energy for test case (b) (scattering with cylinder).

6.5.3 Testing the EPC
Next, the effect of the proposed EPC correction is evaluated here (see Section 6.2.6).
Note that this EPC is derived following the same assumption as in Chapter 3, typically
∇ε = 0. The pertinence of this assumption will be analyzed. As a first check, the
correction is applied to "ground truth" data from a LBM simulation, which conserves the
acoustic energy by definition. Therefore, in such a case, the correction should be nil as
no correction is needed. One chose the test case (b) as a benchmark (see Fig. 6.13) to
visualize the evolution of the fluctuating density field ). In Fig. 6.16, several metrics are
displayed. First (left), the integral terms of the acoustic energy equation are shown (fluxes
represented by triangles and dE/dt in dotted-dahsed lines). The residual of the equation is
shown in green color, demonstrating that the LBM closes correctly the energy conservation
equation. Then the correction value ε is depicted with a dashed red line, when calculating
the B, C and D terms from Eq. (6.21) from the LBM data at each iteration. We employ
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of energy), residual and correction value ε obtained by resolving Eq. (6.23)
(theoretical correction). (Right) Evolution of the absolute value of the ODE
coefficients (log scale). Note that full lines are employed for positive values of
the coefficients, while dashed lines denote negative values.
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a first-order finite difference scheme to calculate the time derivatives. Furthermore, the
numerical integrals are evaluated with a trapezoidal rule. When comparing the value of
the theoretical correction to the amplitude of the residual, we see that they remain similar
except at iterations 120 and 260, where the correction overshoots. This is explained by
Fig. 6.16 (right) where the absolute values of the ODE coefficients are plotted. They
are scaled to the same order of magnitude of B by performing a dimensional analysis
on Eq. (6.21), where the time scale is chosen as ∆t, and the scale related to the EPC,
εrms, is calculated as the rms-value found in Fig. 6.16 (left). The regions where the
coefficients become negative are shown with dashed lines. It is observed that the B term
changes of sign at the same iterations as the overshoot found the correction, leading to
a numerical instability in the correction. This is already a sign a numerical instability of
such a correction, as B =

∫︁∫︁∫︁
Ω

p̂(t)

ρ0c20
dΩ has no reason to keep the same sign throughout a

complete simulation. This zero-crossing may result in a zero division, as seen in Eq. (6.24).
When comparing the value of the correction to the spatial root-mean-square of the density,
it is seen than the correction amplitude remains much lower that ρ, thus the hypothesis
of ε≪ 1 may hold.

The confirmation of the instability of the method is clear when we apply the correction
to a real case of neural network prediction, as shown in Fig. 6.17. The correction remains
stable as long as boundary fluxes are zero but becomes unstable after iteration 120, when
both wave fronts exit the domain simultaneously from the top and bottom boundaries (see
Fig. 6.13). This is marked by another change of sign in B.

Finally, another, more fundamental argument has to be taken into account when develop-
ing such a correction: the hypothesis that the energy correction should be uniform over
space ∇ε = 0 is not fulfilled here. As shown in Fig. 6.13, the error does not drift uniformly
in space, but is rather more concentrated in some regions than others, such as close to
the boundaries. This is a fundamental difference with the observations from Chapter 3.
It is hypothesized that a better treatment of the gradients at the boundaries could lead
to more uniform errors. Then, the proposed EPC strategy could maybe be employed.

6.5.4 Scattering by a NACA0020 airfoil
The third test case corresponds to the scattering of a Gaussian pulse wave with a
NACA0020 airfoil. The computational domain is sketched in Fig. 6.5c. The airfoil lead-
ing edge is located at coordinate (x, y) = (0.3D, 0.5D), while the chord and thickness are
0.4D and 0.08D respectively. The initial acoustic source is a Gaussian pulse located at
(x, y) = (0.5D, 0.8D), above the airfoil trailing edge. This is the first test case where the
network encounters a geometry that was not present in the database. The purpose is to
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Figure 6.18 Acoustic density prediction for test case (b) with cylindrical ob-
stacles at different times, compared with reference LBM target (first row) and
normalized spatial errors.
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Figure 6.19 Slices of density fields at y/D = 0.5 for test case C (NACA airfoil),
at different times and networks: (black lines with circles) LBM ground truth,
(red lines) GlobUnet and (green lines) LocUnet.
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study the ability of the network to predict the strong scattering typical of sharp edges, as
at the airfoil trailing edge.

Results in Figs. 6.18 and 6.19 show that for low times of propagation (τ < 0.4), the error
concentrates in the trailing edge region: as seen for example in the slices for τ = 0.1

and τ = 0.31, both GlobUnet and LocUnet do not fit closely the density levels at the
trailing edge (x/D = 0.7), indicating the difficulty of the network to handle sharp edges,
for which it was not fully trained for. Nonetheless, the local error performed by LocUnet is
smaller than the GlobUnet one, which has a large variability in this region. The rounded
leading edge is on the contrary well predicted. This offset in density creates some dispersion
phenomena visible in the error fields of Fig. 6.18: the back-scattered wave from the trailing
edge is not in phase with the reference simulation. Interestingly, the prediction error near
the sharp trailing edge has a pattern similar to a dipolar source term. This application
suggests that sharp geometrical singularities might need to be included in the training for
even more accurate predictions set. This is not really surprising as geometrical singularities
also require special treatments in classical approaches (Principal value diffraction integrals,
unsteady Kutta condition, ...). A better understanding of this localized error and possible
corrections are left for future work.
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Figure 6.20 Acoustic density prediction for test case (d) with two NACA0020
airfoils forming a nacelle.
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6.5.5 Scattering by a 2D Nacelle
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Figure 6.21 Slices of density fields at y/D = 0.5 for test case (d) (nacelle), at
different times and networks: (black lines with circles) LBM ground truth, (red
lines) GlobUnet and (green lines) LocUnet.

In order to demonstrate the capabilities of the presented framework in an industrially
relevant case, a simplified duct-nacelle configuration is tested, as shown in Fig. 6.5d. Each
side of the nacelle is modeled as a symmetric NACA airfoil at zero angle of attack with
respect to the horizontal direction. Both airfoil leading edges are located at coordinates
(x, y) = (0.2D, 0.3D) and (x, y) = (0.2D, 0.7D) while the chord and thickness are set
at 0.6D and 0.12D respectively. A Gaussian pulse source is initially located inside the
duct at (x, y) = (0.5D, 0.5D), and the neural network is unrolled to propagate the wave
through the duct and into the far-field. This test case contains most of the physics studied
in this work: wave reflection, duct acoustics and scattering of waves at both ends of the
duct. Results shown in Fig. 6.20 reveal the complex patterns that appear in such a case:
axial-traveling waves propagate both upstream and downstream of the duct, while trans-
verse waves remain trapped inside the duct, forcing the appearance of duct-like modes.
Both GlobUnet and LocUnet manage to predict the density patterns appearing in such a
scenario accurately. A slice along the axis of the nacelle (y/D = 0.5) (Fig. 6.21) shows
the overall good agreement of the LBM reference, even as the trapped modes become
established after a few iterations (τ > 0.24). The evolution of the acoustic energy shown
in Fig. 6.22 stresses the presence of these in-duct modes through the periodic oscillation of
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energy and fluxes. Both neural networks show signs of phase shifts as they do not follow
these oscillatory patterns after τ > 0.5. However, LocUnet manages to follow the global
trend of the oscillating energy, while the GlobUnet diverges faster from the reference sim-
ulation. As seen in Sec. 6.5.4, the scattering by both trailing edges creates a local error
accumulation, which creates a phase shift in the subsequent propagation. This is more
noticeable for GlobUnet, as the GDL error peaks at some discrete times τ = 0.4, 0.6 and
1, which corresponds to the times at which the formed acoustic modes are symmetrically
scattered by both trailing edges. The error created at such moments propagates and pol-
lutes the rest of the time predictions. This test highlights that the data driven approach
is able to accurately predict complex acoustic propagation cases, which differ significantly
from the training database. It also shows two of the main difficulties encountered by the
surrogate model: (i) the scattering with sharp edges and (ii) the difficulty to predict in-
duct propagation, because of the presence of trapped modes. The scattering seems to be
the cause of the in-duct propagation discrepancy as it generates dispersion errors.
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Figure 6.22 Evolution of (left) mean-square error, (center) gradient-difference
error and (right) acoustic density energy for test case (d) (nacelle).
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6.6 Acoustic prediction in bounded domain
6.6.1 In-duct propagation
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Figure 6.23 Acoustic density prediction for test case (e), for in-duct wave prop-
agation with h/D = 0.6.

In order to complete the observations made in the previous case regarding the difficulty
of neural networks to tackle the prediction of in-duct wave propagation, a fifth test case
is presented, where the propagation of a Gaussian pulse inside a two-dimensional duct
of constant diameter is considered. It allows to study of the long-time propagation of
trapped modes by neural networks, without taking into account difficulties due to sharp
edges. Three configurations are studied, as shown in Fig. 6.5e. The size of the domain is
kept constant at D × D, while 3 duct diameters h are investigated: h/D = 0.4, 0.6 and
0.8.

Figure 6.23 compares the results for LocUnet and the LBM reference. The initial bouncing
on the duct walls is seen to be well predicted (τ = 0.38). However, once the wave fronts
simultaneously reach the four edges of the simulation, domain where the non-reflecting
condition coincides with the duct wall, the error accumulates quickly in that region. This
behavior creates spurious back-reflected waves that pollute the entire domain. This mis-
match creates a dispersion error that can be observed in the energy evolution for the three
studied cases (Fig. 6.24). In the three cases, the LocUnet method demonstrates its supe-
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riority as it manages to track the energy evolution much closer than the globally-scaled
network. However, the phase dispersion is also visible in both cases, which is an effect of
the error created by the edges of the simulation. This can be attributed to the fact that
such a type of junction between non-reflecting and wall boundary conditions is never seen
during training. Thus it is hard for the network to infer the behavior at such points. Here,
it is hypothesized that even if the duct walls are of infinite length in the axial direction,
the network has always learned on finite-length obstacles. Thus, it may be possible that it
sees the duct-end as an open-end, thus creating some reflected waves because of the wave
scattering at a duct opening. In order to mitigate this behavior, the data set could be
augmented with some examples of infinite length ducts.
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Figure 6.24 Evolution of (left) mean-square error, (center) gradient-difference
error and (right) acoustic density energy for test case (d) (nacelle).

Furthermore, the analysis of the energy evolution over time in Fig. 6.24 reveals that the
networks reduce their accuracy when the duct aspect-ratio is decreased. The smaller h/D,
the higher the number of interactions between acoustic waves, and between waves and
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walls. These results suggests that, similarly to previously made observations, the network
error is particularly affected by the strong interactions between waves.
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Figure 6.25 Acoustic density prediction for test case (f), of a closed-box wave
propagation.

6.6.2 Closed box propagation
The last test case already discussed in Chapter 3 corresponds to the same type of
boundary condition, namely a hard reflecting wall on the four boundaries of the com-
putational domain. The initial condition corresponds to a Gausian pulse centered at
(x, y) = (0.5D, 0.5D). In practice, the neural network is given a geometry mask with one
continuous layer of "obstacle" pixels around the computational domain.

Results in Fig. 6.25 show the evolution of the neural network predictions for the Lo-
cUnet network. The network manages to reproduce the highly symmetric patterns until
times around τ = 0.6. For later times, a slight phase shift, originating from the corners,
unbalances the symmetry. As the energy content of this problem remains constant, it
is a hard problem for networks that have only seen decaying problems in the training
database. Nonetheless, the network still manages to keep an accurate level of symmetry,
which demonstrates the capability of the training model to operate accurately outside the
training distribution.

6.7 Parametric study
In the two previous sections, both normalization strategies have been trained with a differ-
ent set of input frames (k = 1 and k = 3 for LocUnet and GlobUnet respectively). In this
section, the influence of such parameters on the neural network accuracy is explored. Ad-
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ditionally, the τ trainD parameter (the duration of the data set simulations) is included in this
hyper-parameter study, as it was found to possibly play a role in stabilizing the long-term
auto-regressive predictions. Table 6.3 summarizes the different studied hyper-parameters.

Parameter k τ trainD Normalization
Value {1, 3} {D1, D2} = {0.87, 1.44} Glob/Loc

Table 6.3 Summary of the hyper-parameter search.

Five training runs are again performed for each pair of hyper-parameters. In order to
evaluate their overall effect on auto-regressive performance, the integral quantities pre-
sented in Sec. 6.4.3 (namely IMSE, IGDL and IEE) are calculated for each of the test
cases (a)-(f). Results are presented in Figs. 6.26 and 6.27, depicting the mean metric and
its standard deviation for each set of runs. The baseline (best overall performing strategy
for each normalization) is hashed. Several conclusions can be extracted from such results:

Influence of number of inputs k: Decreasing k seems to benefit LocUnet across all
metrics and test cases. Furthermore, the variability between runs also decreases with k,
demonstrating the advantage of reducing the number of input frames. It is not clear why
this reduction benefits the neural network. Recent works having studied this phenomenon
reach opposite conclusions: Pfaff et al. [182] draw similar conclusions as in the current
work. Using a single neural network that directly maps the spatio-temporal evolution
t→ t+∆t, they claim that a k > 1 leads to overfitting. On the other hand, other works
like Hasegawa et al. [88] found that increasing k is beneficial for the long term accuracy
of the predictions. Differently from the present work, they separated the problem into
a dimensionality reduction network and a learned recurrent model that integrates the
low dimensional space. Furthermore, they focused on periodic flows such as the wake
behind bluff bodies. As only impulsive sources have been studied in the present thesis,
the response to periodic sources remains an open question that is left for future work.

GlobUnet Energy drift and energy correction: The effect of k in GlobUnet is less
clear: for the IMSE and IEE metrics, decreasing k does not improve results in general,
while it improves IGDL. Such an erratic behavior confirms the observation made in sec-
tions 6.5 and 6.6: because GlobUnet focuses on high energy signals, the energy and MSE
metrics tend to diverge after reaching the high noise-to-signal ratio regime. However, the
GDL improves, indicating that the main problem of GlobUnet is the drift in mean sig-
nal levels (energy). A possible remedy is to constraint the network to fulfill the acoustic
energy conservation over time. In a previous work [10], the authors employed an energy-
preserving correction in order to correct such an energy drift. However, it relied on the
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Figure 6.26 Integral error measures (left) IMSE, (center) IGDL and (right) IEE
for test cases (top) open bound, (middle) cylinder, (bottom) isolated airfoil. The
employed baselines are hashed, corresponding to the results depicted in Sec. 6.5.
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Figure 6.27 Integral error measures (left) IMSE, (center) IGDL and (right) IEE
for test cases (top) nacelle, (middle) duct-like with h/D = 0.6 and (bottom)
closed-box. The employed baselines are hashed, corresponding to the results
depicted in Sec. 6.6. See Fig. 6.26 for legend explanation.
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assumption that the drift was spatially uniform, which allowed the derivation of an ana-
lytical expression to correct the network a-posteriori (i.e. after the training phase). Such a
possibility was explored in the current work, but the hypothesis of uniform drift no longer
holds for the trained networks (LocUnet or GlobUnet). The use of a GDL loss in [10]
could be the cause for obtaining such a uniform drift, whereas in the present work, such
a loss results in high training errors due to the over-fitting of the noisy numerical spatial
gradients close to the obstacle boundaries (e.g. sharp edges, such as the trailing edge of
the NACA airfoil case).

Influence of simulation time τ trainD : Two data sets with different simulation times have
been tested: D1 and D2 with τ trainD = 0.87 and τ trainD = 1.44 respectively. Increasing the
time of simulation seems to consistently reduce the error with the LocUnet normalization,
both in terms of IMSE, IGDL and IEE. It also benefits the GlobUnet normalization
consistently across test cases. This suggest that the neural network performance improves
with a data set that captures the full range of the studied dynamics accurately. The choice
of data set becomes a key design parameter when using data-driven methods. Under-
sampling the problem dynamics could lead to the so-called distribution shift [247] that
affects the generalization performance outside the training range.

6.8 Computational Performance
The computational costs associated with the developed method are presented next. Such
costs can be divided into three main phases: the database generation, the training of the
neural network and the inference phase, where the trained network is employed in an auto-
regressive manner. In the latter phase, these costs are compared to the cost of performing
a direct Lattice-Boltzmann simulation.

The database and training costs are presented in Table 6.4. Both phases correspond to
an offline phase of the deep learning pipeline, which must be performed only once (in the
case that the hyper-parameters such as data-set size or optimizer learning rate are already
optimal). It can be seen that the most costly phase remains the training, which must be
performed with a hardware accelerator (GPU). Note that the cost of database generation
remains limited, due to the 2D nature of data. In the case of 3D simulations, this cost
would increase significantly, along with the training cost.

For the inference phase, Table 6.5 presents a comparison similar to the one performed
in Chapter 3: the cost of one time-step prediction is compared between CPU and GPU
hardware, for the baseline serial LBM code (Baseline 1) and the implemented U-Net neural
network, and for the time required to reach a fixed non-dimensional time τ = 2.88. A
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second reference for a MPI-parallel run of the LBM code in a single node 24-cores machine
is also presented (Baseline 2). The acceleration factors with respect to both references are
written in the two last columns. For a time step of the neural network of ∆t = ∆tLBM

and using the same CPU hardware, the Neural Network is slower than the LBM reference
(even more with respect to the parallel reference). However, as already shown in Chapter
3, several strategies can be followed to speed-up the computations. First, using a GPU
accelerator manages a speed-up of 12 times with respect to Baseline 1, though still being
slower than Baseline 2. Further accelerations can be attained by processing in parallel
several initial conditions treated by the neural network (i.e. batched simulations) (47
times for a batch size of 64). Also, modifying the time-step of the neural network to
∆t = 3∆tLBM gives a significant speed-up with respect to Baseline 2 (×2.5). This strategy,
already employed in Chapter 3, allows the relaxation of stability criteria on the time-step
(e.g. CFL number) through learning the solution of the wave equation instead of using
explicit numerical time-steppers. When both strategies are combined, a large acceleration
factor of 141 can be achieved with respect to the MPI-based simulation.

Phase: Generation

Hardware Wall-time
per iteration [ms]

Wall-time
per simulation [s]

Wall-time
per database [s]

CPU Intel
Gold Xeon 6126 8.922 4.461 535

Phase: Training

Hardware Wall-time
per epoch [s]

Wall-time
per training [days]

GPU NVIDIA
Tesla V100 32 Gb 0.014293 1

Table 6.4 Computational cost of data generation and training of a Neural net-
work

6.9 Conclusion
In this work, a method to deal with a variety of acoustic propagation cases in quies-
cent media with a deep learning surrogate model is presented. The neural networks are
trained on a single database of high-fidelity LBM simulations which contains examples of
acoustic wave propagation, reflection and scattering with obstacles, as well as free-field
propagation. Multiple test cases demonstrate that a convolutional neural network trained
on such a database, with some specific normalization (namely local normalization by the
input standard deviation) manages to reproduce closely the results of the LBM reference.
Accurate results are obtained even on boundary conditions and scattering configurations
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Method ∆t
∆LBM

B Hardware
T

BNit

[ms]
TτD=2.88

[s]

Acc.
factor

(Baseline 1)

Acc.
factor

(Baseline 2)
Baseline 1:
Serial LBM 1 1 CPU 19.9 19.9 1.0 -

Baseline 2:
MPI-LBM
24 procs

1 1 CPU 1.40 1.40 - 1.0

U-Net 1 1 CPU 25.8 25.8 0.77 0.05
U-Net 1 1 GPU 1.64 1.64 12 0.85
U-Net 3 1 GPU 1.64 0.546 36 2.5
U-Net 1 8 GPU 0.205 0.204 97 6.8
U-Net 1 64 GPU 0.0296 0.0296 672 47
U-Net 3 64 GPU 0.0296 0.00988 2014 141
Table 6.5 Comparison of the computational cost for the reference LBM code
and the neural network, tested on several hardware and with different hyper-
parameters. For a batch size bsz > 1, bsz simultaneous predictions are per-
formed.

not seen during the learning phase. The use of a locally-normalized input significantly
improves the results and reduces the long-term error accumulation of the auto-regressive
method. The different examples also highlight some of the challenges encountered by the
network, that are also typical of traditional numerical solvers: the accurate treatment of
non-reflective boundary conditions, the scattering of acoustic waves by sharp edges and the
prediction of duct modes in confined configurations. It also demonstrates that these highly
efficient non-linear networks may be capable of extrapolating to changes in the underlying
statistical data distribution (e.g. energy-decaying versus energy-conserving flows).

While neural network techniques for fluid dynamics and aeroacoustics are in their early
phases of development, studying their capability in more complex cases remains a crucial
step for their applicability to real world problems. The insights gained in this work suggest
that besides the evaluation of the temporal integration accuracy in auto-regressive NN
approaches [73], care should be taken when modeling problems with complex boundary
conditions. Thus, techniques from the CFD community could be employed to improve the
capabilities of such data driven methods (e.g. improved non-reflective conditions, accurate
gradient difference loss at boundaries etc).
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CHAPTER 7

Effects of complex mean flows - Acous-
tic transmission and reflection through plane
shear layers

7.1 Introduction
The previous chapters have considered the problem of wave propagation in quiescent flows.
This chapter extends the previous approach based on the auto-regressive prediction of
spatio-temporal acoustic fields by a CNN, in order to account for the effects of acous-
tic propagation in complex sheared moving flows. The presence of mean flow velocity
gradients has two main effects on the acoustic propagation: (i) the trajectory of the prop-
agating waves is modified inside the shear layer through convective effects, and (ii) the
amplitude of the acoustic signal is also altered because of the reflections appearing in
sheared regions of the flow. Overall, these effects can be directly linked to the known
phenomena of refraction when a wave encounters a change of background medium. In this
chapter, the extension of the proposed method is tested on a representative benchmark
for complex aeroacoustic propagation problems, namely the two-dimensional propagation
of sound through a free planar shear layer.

Finding analytical solutions for wave propagation problems in the presence of non-
homogeneous sheared mean flows constitutes a non-trivial task. In fact, some mathemat-
ical specificities must be taken into account in such cases. For example, when employing
modal approaches, it is in general no longer possible to find a complete base of orthog-
onal functions (e.g. the eigenfunctions or modes) that describe the solution. Instead, a
set of non-orthogonal eigenmodes appears, leading to the coupling of acoustic and hy-
drodynamics modes [77]. Furthermore, a singularity may also appear in the linearized
Euler equations, known as the critical layer [37]. It appears when the phase velocity of
the acoustic disturbance becomes equal to the mean flow velocity, and may lead to the
triggering of convective instabilities in the solution. Thus, great care is required when
deriving such analytical solutions. Another option when studying acoustic problems in
complex sheared mean flows is to consider numerical approaches. However, care is also re-
quired when employing such methods, since the problem of instabilities is also present (see

185
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the discussion about hydrodynamic instabilities in Section 2.3.2). Special techniques are
required to control such instabilities (e.g. non-linear formulations, filtering of the hydro-
dynamic modes [65], etc). Therefore, in order to obtain meaningful acoustic solutions, it
is often required to employ computationally expensive approaches such as hybrid methods
or direct computational aeroacoustics. Regarding hybrid methods, Lilley [140] proposed
an analogy to consider the effects of mean flow refraction (see Section 2.3.1). Other ap-
proaches include the resolution of the complete LEE (see Section 2.3.2). Finally, the direct
resolution of the compressible Navier-Stokes or Boltzmann equations (see Section 2.3.3)
leads to the simultaneous solution of both the source and propagation problems. The latter
is the most accurate approach, although it requires the highest computational cost since it
employs high-order numerical schemes to ensure low dissipation and dispersion properties.
This prevents these methods from being applied efficiently at pre-design stages.

An alternative method to predict the propagation of acoustic waves is to use the data-
driven surrogate employed in prior chapters of this thesis, for learning the spatio-temporal
acoustic solutions by fitting a CNN on high-fidelity data. Yet, the previous chapters
have only been applied to quiescent flow problems, thus not representative of relevant
industrial configurations such as turbo-machines where mean flow effects exist. In the
current chapter, the neural network data-driven approach is extended in order to predict
the propagation of acoustic waves in free planar sheared layers. First, the methodology
regarding the neural network and its training is presented in Section 7.2. Then, Section
7.3 describes the database employed for training the neural network and its validation.
Section 7.4 explains the neural network training and the strategy pursued. Finally, the
main results are summarized in Section 7.5.

7.2 Methodology
7.2.1 Modeling the Linearized Euler Equations with a learned sur-

rogate
Similar to previous chapters (see Sections 3.2.1 and 6.2.1), the objective of this chapter
is to approximate the complete space-time response of a dynamical system representative
of the wave propagation problem. Here, such a problem can be modeled by solving the
two-dimensional Linearized Euler Equations (LEE) governing the propagation of small
perturbations around a steady mean flow. The mean flow variables are the density ρ0 and
the velocity u0 = (u0, v0). Then, the acoustic problem is described by the linearized Euler
equations of Eq. (2.2). In the case of interest of an unbounded planar shear flow, a single
differential equation can be derived from these equations, considering a strictly parallel
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Figure 7.1 Model schematic: a U-Net multi-scale CNN takes an input of k+1
consecutive frames of fluctuating pressure separated by a time-step ∆tNN , the
mean Mach number in the x-direction u0/c0 and the source terms at the bulk
S(n+1) and boundaries G(n+1) . The output is the fluctuating pressure at the next
frame at t = (n+ 1)∆tNN . Each rectangular block inside the neural network is
proportional to the number of filters in each layer. κ# denotes the convolutional
kernel size, ss# the stride of convolutions, c# the number of filters (channels)
per layer and Leaky Rectified Linear Unit (LReLU) are employed as non-linear
activations after each convolution operation.
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mean flow, i.e. u0 = u0(y) and v0 = 0 (see Bogey et al. [36, Appendix A] or Goldstein
[76, Chapter 1]). Under these assumptions, Lilley’s wave equation describing the pressure
fluctuations can be derived, yielding:

D0

D0t

[︃
1

c20

D2
0p

′

D0t2
−∇2p′

]︃
+ 2

du0

dy

∂2p′

∂x∂y
= S (7.1)

where c0 is the mean flow speed of sound, D0/D0t = ∂/∂t + u0∂/∂x is the material
derivative linked to the mean flow field and S represents the source terms. It is worth
noting that the third term in Eq. (7.1) is indeed governed by the mean shear du0/dy, and
vanishes for uniform flows. Additional effects due to shear flows will also appear because
of the material derivative operator, u0(y)∂/∂x, which depends on the y-coordinate for the
studied sheared flow. Initial and boundary conditions are required to solve Eq. (7.1) in
the time-domain. Retaking the same notation as in Eqs. (3.1) and (6.1), the following
Cauchy problem is considered:

⎧
⎪⎪⎨
⎪⎪⎩

D0

D0t

[︂
1
c20

D2
0p

′

D0t2
−∇2p′

]︂
+ 2du0

dy
∂2p′

∂x∂y
= S(x, t),

B(p′(x, t)) = G(x, t),
p′(x, 0) = I0(x) = 0,

x ∈ D, t ∈ R+

x ∈ ∂D, t ∈ R+

x ∈ D, t = 0

(7.2)

where D represents the computational domain, with boundaries ∂D. Contrary to previous
chapters, the initial acoustic conditions I0 are nil, while the respective right-hand-side of
Lilley’s equation and the boundary condition operator B, S(x, t) and G(x, t), may be
non-zero. These operators represent a distribution of arbitrary acoustic sources inside
and at the boundaries of the domain. The boundary condition operator must fulfill some
additional conditions, namely:

– the non-reflective Sommerfeld’s condition at |y| → ∞,

– the periodicity in the x-direction, in order to respect the hypothesis that the mean
flow velocity depends only on the y-coordinate u0 = [u0(y), 0]

T ,

– the injection of acoustic perturbations through the boundaries conditions, controlled
by the term G of Eq.(7.2).

Similarly to Chapters 3 and 6, the goal of this chapter is to discretize the space and time
evolution of Eq. (7.2), followed by the recast of the numerical integration as an optimization
problem. The objective of such a problem is to predict its temporal evolution from time
t to t + ∆t by employing a surrogate model G. This operator solves Eq. (7.1) and it is
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parameterized by its parameters θ. G must fulfill the following time-invariant equation,

Ŷ (n+1) = G(X(n),θ) (7.3)

where n is the integer step index such that t = n∆t, and ∆t is the time-step of the
integrator. The operator G is obtained by solving the same optimization problem as in
Eq. (3.5).

Examining Eq. (7.1), the input vector at time t, X(n), can be constructed as follows:

X(n) =
{︁
(p′)(n), (p′)(n−1), ..., (p′)(n−k), u0/c0,S(n+1) ∪ Gn+1

}︁
(7.4)

In comparison to the inputs employed in Chapters 3 and 6 (Eqs. (3.3) and (6.3)), here
the information about the mean flow is added through the x-component of the mean
velocity u0, which is time-independent. The velocity component is normalized by the
speed of sound c0. Furthermore, since both possible source terms, S(n+1) and G(n+1), may
be dependent of both space and time, it is also added to the input in order to control the
forcing of the wave equation. Note that these terms (e.g. S(n+1)) are evaluated at time
t+ (n+ 1)∆t which corresponds to the time where these source terms are applied.

The output of the mapping in Eq. (7.3) is defined as:

Ŷ (n+1) =
{︁
(p̂′)(n+1)

}︁
(7.5)

The input-target pairs {X(n), Ŷ (n+1)} are obtained through a high-fidelity numerical sim-
ulation database, described in Section 7.3. The space-time operator G is then trained
on such a database through a highly non-linear regressor, i.e. a deep neural network.
Similarly to Chapter 6, a U-Net convolutional network [206] is employed in order to effi-
ciently learn high-dimensional databases, such as the ones encountered in computational
aeroacoustics. A sketch of the employed U-Net is shown in Fig. 7.1, which employs Leaky
Rectified Linear Units (LReLU) as non-linearities. This type of neural network combines
convolutional layers (here convolutional filters of size 3×3) with downsampling/upsampling
pairs of operations, allowing to scan a much larger spatial extension than by just using
convolutional layers. No non-linearity is used after the last convolution of the network,
allowing the model to predict both positive and negative values.
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7.2.2 Autoregressive spatio-temporal prediction of wave propaga-

tion
As in previous chapters, the trained neural network G is employed in an auto-regressive way
to predict the complete spatio-temporal evolution of acoustic pressure fields. Although
the network is only trained to predict one single time-step ahead from the input data,
this auto-regressive strategy is used as a time-integrator to propagate signals up to an
arbitrary time horizon. The fluctuating pressure at time t = n∆t can be calculated with
the following recursive relation:

Initialization:

{︄
r = 0

t = k∆t
,

⎧
⎪⎨
⎪⎩

X(k) = {(p′)(k), (p′)(k−1), ..., (p′)(0k), u0,S(k+1) ∪ G(k+1)}
Ŷ (k+1) = {(p̂′)(k+1)} = G(X(k);θ)

X(k+1) = {(p̂′)(k+1), (p′)(k), ..., (p′)(1), u0,S(k+2) ∪ G(k+2)}
(7.6a)

Recursion:

{︄
r = n− k − 1

t = n∆t
,

⎧
⎪⎨
⎪⎩

X(n−1) = {(p̂′)(n−1), (p̂′)(n−2), ..., (p̂′)(n−k−1), u0,S(n) ∪ G(n)}
Ŷ (n) = {(p̂′)(n)} = G(X(n−1),θ)

X(n) = {(p̂′)(n), (p̂′)(n−1), ..., (p̂′)(n−k), u0,S(n+1) ∪ G(n+1)}
(7.6b)

7.2.3 Loss function
The Mean-Square Error (MSE) loss function is used to train the neural network during
the optimization process:

L = LMSE

(︂
Ŷ ij,Yij

)︂
. (7.7)

7.3 Dataset: wave propagation, reflection and trans-

mission in a 2D free planar shear layer
In order to train the surrogate model, this section describes how a database of propagating
sound waves through free planar shear layers is designed, validated and generated using
a high-fidelity compressible solver. Such a database is then used to provide the neural
network with input-target pairs, in order to train the data driven surrogate in a supervised
manner.
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Figure 7.2 Numerical setup: two-dimensional simulation of a hyperbolic-
tangent shear layer profile of characteristic length L. Plane oblique acoustic
waves are injected through a non-reflecting NRI-NSCBC inlet condition (bot-
tom wall). Periodicity is imposed in the x-direction. The injected acoustics
(I) are reflected (R) and transmitted (T ) through the shear layer. A NSCBC
condition is also employed as the outlet boundary condition.
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7.3.1 Numerical setup
The setup for a simulation consists in a two-dimensional domain of size Dx × Dy where
an analytical initial mean velocity profile is imposed as follows:

u0 =
U2 − U1

2
tanh(y/L) +

U2 + U1

2
(7.8)

where U1 and U2 are the free-stream x-axis velocities below and above the shear layer,
respectively, and L is the shear layer characteristic length (thickness). A sketch of the
setup is shown in Fig. 7.2.

For all the simulations, the compressible Euler equations are solved using the explicit
Two-step Taylor-Galerkin 4A (TTG4A) explicit scheme [51], which is third order in space
and fourth order in time, implemented in the AVBP solver [74, 216]. Such a solver is
capable of performing direct CAA predictions, as reviewed in Section 2.3.3. The choice
of a compressible Navier-Stokes solver instead of the LBM solver (Palabos) used in Chap-
ters 3 and 6 is justified because of the more advanced boundary conditions available at
AVBP with respect to Palabos. Indeed, in the present case, the non-reflecting boundary
conditions require at the same time to absorb the outgoing waves, while also being able
to inject controlled acoustic perturbations (e.g. plane waves). Palabos and AVBP follow
two different approaches. On the one hand, Palabos treats both requirements of non-
reflection and injection in a separate way: the non-reflection is treated through the sponge
layers as shown for example in Section 6.3. Therefore, the injection of waves cannot be
done through the inlet condition, since the perturbations will be damped by the ensuing
sponge layer. Therefore, a line distribution of acoustic sources must be located inside the
physical domain (for example, following the approach of Viggen [242] or Zhuo and Sagaut
[261]). This ensures the controlled injection of plane waves. This strategy was tested on
the present LBM code (Palabos), but it resulted in a significant production of spurious
acoustic waves at the sponge layer interface, particularly at shallow angles of incidence θ.
This can be attributed to the poor accuracy of sponge layers when the incoming wave is
almost tangential to such a damping region. On the other hand, AVBP implements non-
reflecting Navier-Stokes Characteristic Boundary Conditions (NSCBC) [187] (see Section
2.3.2), which allows the simultaneous attenuation of outgoing waves and the injection of
controlled acoustic or turbulent disturbances. Moreover, NSCBC improve the control of
the waves reaching the boundary at shallow angles. Indeed, it employs some additional
damping terms on the transverse characteristics as shown by Granet et al. [83]. This man-
ages to significantly decrease the spurious reflections due to oblique waves reaching the
non-reflecting boundaries. Therefore, the NSCBC formulation seems more adequate for
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modeling the proposed dataset, and it was decided to employ the AVBP solver in order
to generate it.

In practice, such NSCBCs are employed at both bottom (y = y0) and top (y = y1) bound-
aries of the computational domain (see Fig. 7.2). At y = y0, an inlet subsonic velocity
boundary condition is employed, following the generalized Non-Reflective Inlet NSCBC
(NRI-NSCBC) formulation proposed by Daviller et al. [55]. A relaxation coefficient on the
acoustic velocity perturbations, denominated as Ku, must be chosen in order to prevent
the drift of mean flow quantities at the inlet, while also minimizing the spurious acoustic
reflections. Appendix C.1.1 details such an approach, and C.3 provides a justification for
the choice of Ku, here chosen as Kp = 5.0 · 103.

The boundary at y = y1 is a pressure outlet that takes into consideration the transverse
characteristic outgoing waves, as shown by Granet et al. [83]. Indeed, the inclusion of
such transverse terms significantly improves the non-reflecting capabilities of NSCBC with
respect to the original one-dimensional formulation (LODI) [187]. Such transverse terms
are pre-multiplied by a scalar-valued damping coefficient β, together with a Kp coefficient
multiplying the original LODI-NSCBC term (see Eq. (2.29)). This step is crucial to damp
the acoustic perturbations reaching the boundary with an off-normal component with
respect to the boundary normal. Again, more details on this outlet NSCBC formulation
can be found in Appendix C.1.2. Then, Appendix C.3 justifies the choices of Kp and β,
chosen as Kp = 50 and β = 0.6.

An additional sponge layer (similar to what is used in the LBM simulations of Chapter 6)
is added at the outlet region between y = ys and y = y1, so that an additional damping
of the outgoing acoustic waves is achieved. The thickness of this sponge layer is defined
as ds = y1 − ys. ds is chosen so that ds = 4λ, where λ is the wavelength of the acoustic
perturbation. This choice is justified in Appendix C.3.

Oblique injection of acoustic perturbations

The inlet condition at y = y0 is modified to inject an oblique planar acoustic wave at a
reduced excitation frequency ω and wavenumber k:

G(x, y0, t) = A sin(ωt− kI
xx− kI

yy0) (7.9)

where the I superscript denotes the injected component. The injected acoustic wave-
vector kI = (kI

x, k
I
y) forms an angle θ with the x-axis. Since the inlet NSCBC acts only

on velocities, the imposed perturbation is equal to u′
a(t) = ρcG(x, y0, t) (see Eq. (C.1)).
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The planar nature of the acoustic injection imposes periodic conditions in the x-direction
(at x = x0 and x = x1), thus the domain length in the x-axis Dx is a multiple of the
horizontal wavelength:

Dx = nλx = n
2π

kI
x

with n ∈ N. (7.10)

Here, the horizontal domain length is fixed to Dx = λx = 2π (thus kI
x = 1). Therefore, for

a given injection angle θ, kI is fully defined as:

kI = (kI
x, k

I
y) = (1, tan θ) (7.11)

Thus, if the acoustic forcing inlet is located in a zone outside the shear (i.e. the local mean
velocity is uniform) the excitation reduced frequency is defined by the following dispersion
relation:

ω =
√︂

(kI
x)

2 + (kI
y)

2c0 + kI
xu0 + kI

yv0 (7.12)

Consequently, for a fixed Lx and a fixed angle θ, the frequency of the excitation is fixed.

Non-dimensional parameters

Performing a non-dimensional analysis of the oblique plane wave acoustic propagation in
plane sheared flows, three non-dimensional parameters are identified that can describe the
behavior of the problem. These parameters are:

– the angle of acoustic injection θ,

– the ratio of shear layer thickness to the wavelength of the injected excitation δ = L/λ,

– a representative non-dimensional velocity. Here the Mach number difference between
the two flows above and below the shear layer is chosen M = (U2 − U1)/(2c0).

7.3.2 Validation of the database
In this section, the solutions obtained with the direct numerical simulations described
above are validated with an analytical solution for the propagation of acoustic waves in
thick shear layers, as derived by Campos and Kobayashi [43], and detailed in Appendix
A.3. Again, as in previous chapters, this allows creating a dataset of simulations that can
be used in future works by other deep learning practitioners.

The analytical method of Campos and Kobayashi [43] resolves an acoustic wave equation
in an homentropic unidirectional shear flow with the same shear profile as Eq. (7.8). The
solution is derived in terms of a Frobenius expansion around the singular points in the
equation, and the matching of the solutions at the shear layer allows the derivation of
some complex reflection and transmission coefficients.
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Figure 7.3 Comparison of the magnitude of the reflection coefficient at different
acoustic injection angles θ. Several reduced shear layer thicknesses δ are com-
pared: (blue) 0.25, (green), 0.5 and (red) 1.0. The free-stream Mach number
is set to M = 0.8. The AVBP results are depicted with hollow markers, while
the analytical results (own implementation of Campos and Kobayashi [43]) are
shown in lines with markers. The results extracted from [43] are depicted with
dashed lines.
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The moduli of the reflection coefficient calculated at one pressure probe at the inlet bound-
ary is compared to the results from the analytical model. The magnitude of the reflection
coefficient of the numerical solution is obtained by applying the following formula:

R =
L−

rms

L+
rms

(7.13)

where L−
rms and L+

rms are the root-mean square values of the characteristic obtained at
the boundaries, the expression of which is detailed in Appendix C.2. It also details the
methodology to calculate the modulus and phase of such a reflection coefficient.

Figure 7.3 shows the reflection coefficient (modulus and phase) for several AVBP simu-
lations (hollow markers) at different acoustic injection angles θ and shear layer reduced
thicknesses δ for a fixed Mach number of M = 0.8. It is compared to the reflection co-
efficient calculated by the analytical model (full lines with markers). The angle of full
reflection at which the reflection coefficient becomes unity is slightly over-predicted by the
simulations, around 60◦ versus 55◦ for the Campos and Kobayashi [43] model. The general
trend is well predicted for the reflection coefficient modulus: for thick layers, the reflection
coefficient is small for most of the injection angles before reaching full reflection. When
the thickness decreases, the effects of the shear layer become more evident, by increasing
the amount of reflected acoustics, even at large θ. At θ = 90◦, acoustics wavefronts are
normal to the boundary and orthogonal to the flow, thus no reflection is present. Regard-
ing the prediction of the phase of the reflection coefficient, the predicted values using the
methodology described in Appendix C.2 do not follow the correct trends of the analytical
solutions. An uncertainty persists in such a comparison, since the phase predicted by our
implementation of the analytical model by Campos and Kobayashi [43] does not corre-
spond to the one obtained in their paper. For reference, the solution for δ = 1 is extracted
from the paper and depicted in red dashed lines in Fig. 7.3. Furthermore, Campos and
Kobayashi do not compare their solutions to any other reference work. Thus the source of
error could be threefold: either a wrong implementation of the model, some error in the
derivation of Campos and Kobayashi or numerical errors due to the AVBP solution or its
post-processing. Further work is needed to understand this mismatch.

7.3.3 Dataset generation and test cases
The numerical method being partially validated, the next step is to generate the dataset.
59 simulations are performed, by varying the Mach number M ∈ {0.15, 0.3, 0.45, 0.6}, the
reduced thickness δ ∈ {0.5, 1.0, 1.5} and the injection angle θ ∈ {30◦, 45◦, 55◦, 60◦, 70◦}.
Examples of fluctuating pressure fields from the database are shown in Fig. 7.4 for a
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Figure 7.4 Instantaneous fluctuating pressure fields in the database. Each
simulation is characterized by its Mach number M , reduced thickness δ and
angle of acoustic injection θ. From left to right and line to line: increasing
Mach number; 4 left columns from left to right: increasing θ for δ = 0.5; 4 right
columns from left to right: increasing θ for δ = 1.
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converged solution, after a non-dimensional time of Dy/c. Three distinct regimes in the
propagation behavior can be readily identified, as was highlighted in Section 7.3.2:

– Case A: the full transmission regime, where R ∼ 0 and the incoming waves are
practically not deviated from their original trajectory. This regime is characteristic
of large θ angles. Furthermore,the lower the Mach number, the shallower the angle
θ can be with very little associated reflection,

– Case B: the intermediate reflection and transmission regime. This is characterized
by a small range of values (θ,M, δ) where the wave undergoes a clear deviation in its
transmitted trajectory. Furthermore, the transmitted waves loose acoustic energy
since part of the incoming wave is reflected back towards the inlet. In Fig. 7.4, this
can be clearly seen for (θ = 60◦,M = 0.45, δ = 0.5),

– Case C: the full reflection regime, where the complete injected wave is reflected
back towards the inlet, showing the appearance of a wave-guide with acoustic modes
on its inside. This is characterized by a shallow angle of incidence or a higher Mach
number.

One representative configuration for each case A, B and C is chosen as test dataset, which
will be evaluated in Section 7.5.

7.3.4 Simulation parameters
In terms of numerical parameters, all simulations have a fixed time step of ∆tAV BP =

5× 10−5 s, the physical length of the domain (excluding the sponge layer zone, of length
ds = 4λ) is set to Dx × Dy = [2π, 27] m. The shear layer center (i.e. the point where
the hyperbolic-tangent profile has an inflexion point, see Fig. 7.2) is located at y = 0. A
fixed grid-spacing of ∆x ≃ 0.18 m is employed in order to obtain a minimum resolution of
around 8 points-per-wavelength, regardless of the angle of injection θ. While the numerical
solver AVBP employs a very small time-step, typical of explicit solvers, the dataset is
downsampled in time by saving the pressure fields each ∆tNN = 15∆tAV BP , similarly to
Chapters 3 and 6. This allows the neural network to perform a smaller number of time-
steps in order to reach a target time of prediction. The criterion of ∆tNN = 15∆tAV BP

is chosen so that at least 8 points per period are available in all the simulations of the
datasets (it can be higher since for each angle of incidence θ, the forcing term has a
different pulsation frequency).

The main challenge for the neural network is to predict accurately the three different
regimes of propagation. Such an abrupt change in the propagation behavior, represented
by the angle of total reflection, was not present in the previous chapters, as no mean flow
effects were included. Thus, even if the 2D plane shear layer problem remains relatively
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simple (since there are analytical solutions to the problem), it is a good benchmark for
evaluating the novel data-driven approaches studied in this thesis.

7.4 Training
For the training of the neural network, the dataset of 59 AVBP simulations is split in
training and validation datasets, holding-out 11 complete simulations as validation cases
(20% of the total number of simulations). Regarding the number of chosen inputs, 2
consecutive fluctuating pressure snapshots have been considered (setting k = 1, as in
Chapter 6).

The network is trained using the Adam optimizer [114] and the same hyper-parameter as
employed in previous chapters (see for example Section 3.3).

7.5 Results
This section presents the results for the three test cases, (A-C), defined in Section 7.3.3.

7.5.1 Case A: total transmission
This first case corresponds to the injection of an acoustic perturbation with an angle of
θ = 70◦ with respect to the x-axis. The characteristic Mach number is fixed to M = 0.15

and the shear layer thickness is chosen as δ = 0.5. Figure 7.5a shows the NN predictions
when the initial conditions corresponding to time t = 0 of the AVBP reference simulation
is provided for the auto-regressive surrogate. The NN prediction is advanced for r = 100

recurrent steps (corresponding to t = 100∆tNN = 1500∆tAV BP ). It is observed that the
transient evolution of the initial wavefront is correctly predicted until r = 60, when the
injected oblique wave impacts the shear layer. For later times, the neural network starts
predicting an erroneous deviation of the wave-fronts, clearly seen for r = 80. Finally,
at r = 100, some spurious waves start appearing next the outlet boundary condition at
y = y1, which are not present in the reference AVBP simulation. These results suggest
that the neural network is not able to correctly predict the initial transient evolution of
the waves because of the interaction with the shear layer and the non-reflecting boundary
conditions. By contrast, if the neural network is provided with an initial condition from
an already converged AVBP simulation at t = 4500∆AV BP , the wave does not undergo
any change in wave-front trajectory, and it is transmitted without any perturbation or
distortion through the shear layer as seen in Fig. 7.5b. Furthermore, no spurious reflection
at the outlet NSCBC appears, therefore showing an excellent agreement with the target
results.
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Figure 7.5 Fluctuating acoustic pressure evolution for test case A (total trans-
mission), for r = 100 recurrent steps. Initial conditions correspond to time (a)
t = 0 and (b) t = 300∆tNN of the reference AVBP simulation.
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7.5.2 Case B: partial transmission and partial reflection
In this section, the acoustic plane wave is injected with an angle of θ = 45◦ with M = 0.15

and δ = 1.0. As in the previous section, the initial condition at t = 0 of the AVBP
simulation is provided as the input of the neural network. The comparison between the
target solution and the neural network output is shown in Fig. 7.6a. A double effect on the
propagation through the shear layer is observed. The wave-fronts are partially reflected
by the shear layer, going back towards the inlet, while the rest of the signal is transmitted
across the shear. It is observed that some spurious waves arriving at the outlet between
r = 20 and r = 40 produce a strong non-physical reflection from the outlet boundary
condition. This results in plane waves being reflected back into the numerical domain,
which eventually pollute the whole solution by r = 100, distorting the injected waves from
y = y0.

To mitigate this nonphysical predictions, a converged solution is given to the neural net-
work, corresponding to iteration 300 of the saved snapshots. The results for this case
are plotted in Fig. 7.6b, showing a much better agreement than with the previous initial
condition, similarly as for case A. However, some distortion arising from the reflections at
the upper boundary condition can be noticed. This suggests that the neural network is
able to accurately predict converged solution while it struggles finding transient ones.

7.5.3 Case C: total reflection
The final test case corresponds to an angle of incidence of θ = 35°. This case results in a
total reflection of the acoustic waves by the shear layer.

The initial condition corresponds to iteration 300 of the simulated case. The results for
this case are plotted in Fig. 7.7 evidencing that the network is not able to predict the
total reflection case, due to a phase shift introduced at the inlet forcing because of the
reflected waves. This is observed by the tilting the waves modes between the inlet and the
shear layer due to this dispersion error.

Finally, the temporal evolution of the pressure probes located at y = 0 inside the shear
region is plotted for the three cases in Fig. 7.8 (a)/(b), (c)/(d) and (e)/(f) respectively.
Again, the same observations can be made. The neural network is able to predict well the
acoustic propagation in case A, even during the first hundred steps of the transient time.
For case B, the output matches the target accurately only for the converged solution.
Finally, the neural network is not able to predict the solution in case C because of the
strong reflections caused by the shear layer on the sound wave injected at 45◦.
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Figure 7.6 Acoustic pressure prediction for case B (partial transmission), for
r = 100 recurrent steps. Initial conditions correspond to time (a) t = 0 and (b)
t = 300∆tNN of the reference AVBP simulation.
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Figure 7.7 Acoustic pressure prediction for case C (total reflection), for r =
100 recurrent steps. Initial conditions correspond to time t = 300∆tNN of the
reference AVBP simulation.

7.6 Conclusion
A novel methodology to create a surrogate model able to propagate acoustic waves in
complex flows is presented. Here, the problem of mean shear flow is considered, represented
by the academic configuration of an oblique plane sound wave propagating through a thick
planar shear layer. The methodology justification as well as a detailed explanation of
the database generated with the LES solver AVBP consisting of 59 runs with different
incident wave angles has been presented. Depending on this angle, full transmission,
partial transmission and reflection, or full reflections are obtained. The reflection and
transmission coefficients also compare favorably with an asymptotic analytical model for
propagation through a thick shear layer.

The trained neural network is used to make predictions for the acoustic propagation. First
the capacity to predict in the same range as the database is evaluated (is the network able
to learn the training data?), then, and more importantly, the capacity of the network to
extrapolate outside its training range (e.g. in terms of shear layer parameters M , δ) is
assessed for the different propagation regimes highlighted above. Good results are obtained
for the full transmission case, whereas larger errors are observed for the full reflection case.
Intermediate results are found for the partial transmission and reflection, with again most
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(a) (b)

(c) (d)

(e) (f)

Figure 7.8 Evolution of pressure probes at y = 0 (in the sheared region) for
(top row) case 0, (mid row) case 1 and (bottom row) case 2, for two different
starting iterations: (left column) itAV BP = 0 and (right column) itAV BP = 300.
The neural network prediction (red line) is compared with the AVBP reference
(black dashed lines).
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of the errors located on the reflection side. Further investigation is therefore needed to
understand why the neural network has more difficulties with reflection from the shear
layer.
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CHAPTER 8

Conclusions and perspectives

8.1 Conclusions
The main objective of this thesis was to develop and validate data-driven surrogate models
for the fast prediction of aerocoustic propagation problems, applied to devices with com-
plex mean flows and geometries. Having performed an exhaustive review of the available
data-driven surrogate methodologies, particularly of deep learning methods for fluid me-
chanics and wave propagation applications, Convolutional Neural Networks were chosen
in order to create spatio-temporal auto-regressive predictors. Such methods learn how to
predict the time-domain acoustic propagation, by being trained on a series of datasets gen-
erated through CAA simulations (namely the Lattice Boltzmann or the Euler equations).
Contrarily to analytical solutions, these high-fidelity direct acoustic computations allow
the neural networks to consider complex propagation (e.g. complex mean flows) and geo-
metrical installation effects. The proposed approach was benchmarked on three test cases
of growing complexity, where the learned approach was compared to an existing analytical
model and/or to a reference CAA simulation. The first one corresponded to the 2D propa-
gation of Gaussian pulses in closed domains, which allows understanding the fundamental
behavior of the employed auto-regressive neural networks. Second, the approach was ex-
tended in order to consider a variety of boundary conditions, from non-reflecting to curved
reflecting obstacles, adding complexity to the modelled wave phenomena (e.g. scattering).
This allowed the prediction of acoustic propagation in configurations closer to industrial
problems. Finally, the effects of complex mean flows were investigated through a dataset
of acoustic waves propagating inside shear flows. This tested the capability of such meth-
ods when applied in aeroacoustics problems, such as aeronautical devices with complex
mean flows. These applications have highlighted the flexibility of the employed data-driven
methods using convolutional neural networks. They allowed a significant acceleration of
the acoustic predictions, while keeping an adequate accuracy and being also able to make
correct predictions even outside the range of the training data. In particular, their capa-
bility to extrapolate outside the configurations seen during the training phase has been
demonstrated, improving the generality of theses data-driven applications.

First, Chapter 3 employed a multi-scale convolutional neural network which is trained on
data generated with an unsteady compressible two-dimensional LBM solver. The acous-

207
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tic sources were modeled through a initial-condition problem, employing two-dimensional
Gaussian pulses of fluctuating density. The boundary conditions were hard-reflecting
walls, leaving the acoustic signals to remain inside a closed box indefinitely. Two types of
training strategies were considered, showing a notable benefit when adding a constraint
on the spatial gradients beyond the classical mean-square-error objective function. The
neural network was optimized to perform a one-step prediction, and then employed in
an auto-regressive manner to reproduce the complete spatio-temporal series of acoustic
wave propagation. A novel energy-preserving correction applied during the auto-regressive
phase was proposed. This approach helped mitigating the error accumulation for each
auto-regressive step. The predictions of the neural network were evaluated on several
configurations, notably for initial conditions that were unseen during the training process,
as a way to test the generalization performance (e.g. plane wave case, identified in the
literature as a challenging application). The proposed surrogate was capable of achieving
a low error prediction, even for a large number of auto-regressive steps, and for a variety
of initial conditions. The EPC was identified as a key ingredient in the preservation of
accuracy and stability during the prediction phase. This suggests that the inclusion of
prior physical knowledge is a key ingredient for the accuracy, stability and generalization
capabilities of neural network methods. Another important conclusion is that such learned
surrogates are less subject to the classical limitations of standard explicit numerical meth-
ods such as the CFL number, the NN time step being successfully stretched at least up
to 8 − 16 times the original explicit solver, opening the path to the acceleration of time-
domain acoustic solvers. Here, the surrogate model achieved acceleration factors of 15.5
versus the optimized LBM reference solver.

Chapter 4 then focused on the problem of reproducing the results when training a neural
network with the same conditions on inherently complex optimization problems, employ-
ing stochastic gradient descent algorithms. In this chapter, the same application of closed
box acoustic propagation modeled with multi-scale CNN was considered. The sources of
non-reproducibility were restricted to the only influence of machine floating-point precision
(single and double precision), when training the NN on GPU hardware. Even with this
limited source of non-determinism, several training runs with identical hyper-parameters
led to significant changes in the NN parameter distribution, even if the scalar value of
the training loss remained similar. The differences found during the training phase were
amplified during the auto-regressive phase, resulting in a large variance in the errors ob-
tained for the three benchmarks of Chapter 3. It was found that performing the trainings
in double floating-point precision significantly decreases this variability, although the av-
erage accuracy remained unchanged. However, this increase in machine precision led to
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a significant increase in the computational resources being employed, the training times
being increased by a factor 3 and the memory requirements by a factor 2. These results
suggest that this uncertainty in the predictions must be considered when comparing dif-
ferent approaches, in order to quantify the significance of the error changes. Therefore,
the following chapters took into consideration such results by running several runs for a
same set of hyper-parameters, in order to evaluate the variability of the method.

Chapter 5 followed with a discussion on how the boundary conditions of acoustic prob-
lems (reflecting walls, non-reflecting conditions) can be treated in the context of CNN ap-
proaches. Three strategies were tested, the first one considering the naive use of padding,
a second one considering the addition of a context field in order to mark the nodes belong-
ing to a boundary condition, and a third one imposing the values at the boundaries, in a
similar way as classical numerical solvers. It was found that the first strategy is enough
for simple configurations (e.g. the straight reflecting walls of chapter 3). When treating
more complex applications, namely non-reflecting conditions or curved boundary condi-
tions, the second and third strategies were better suited, resulting in lower errors during
the auto-regressive phase and increased stability for the benchmarked cases of propagating
Gaussian pulses.

These observations led to Chapter 6, which proposed to extend the methodology of chap-
ter 3 in order to treat the reflection and scattering of waves by generic obstacles. Here,
a U-Net multiple-scale CNN was employed as the surrogate spatio-temporal predictor.
The use of skip connections facilitated its training, leading to a greater accuracy than the
previously employed multi-scale CNN. In this case, the dataset was again generated with
the LBM solver Palabos, composed of Gaussian pulses propagating in a two-dimensional
domain with external non-reflecting conditions. Random hard-reflecting obstacles were
added to the interior of the numerical domain in order to model the reflection and scatter-
ing effects. This dataset was chosen to be generic enough, allowing the NN to be employed
in a variety of configurations during the posterior auto-regressive phase. The use of non-
reflecting boundary conditions in the dataset implies that the acoustic energy integrated
over the numerical domain is no longer constant, since the waves can cross the domain
boundaries. Thus, the neural network must work on a regime of "energy decay", contrary
to the constant energy regime of Chapter 3. This has several implications in the proposed
methodology. Indeed, the normalization of the NN input data must be adapted. For that,
two types of data normalization strategies were investigated. The first one was the local
normalization, where the normalizing statistics are calculated on the current NN input.
The second one was called global, since the normalization was calculated on the whole



210 CHAPTER 8. CONCLUSIONS AND PERSPECTIVES

dataset statistics. Furthermore, the EPC formulation of Chapter 3 was no longer valid. A
tentative formulation was proposed, considering the non-zero flux terms at the boundaries.
This methodology was tested on different test cases, with representative open-domain con-
figurations, such as the free-field propagation of a single Gaussian pulse, and the scattering
of waves by a cylinder or a NACA airfoil. Other tests consider closed-bounded or duct-like
configurations, such a 2D nacelle, an infinite length duct or a closed box. Overall, the local
normalization strategy performed significantly better than the global one, since it adapted
itself to the energy decaying signals. Furthermore, the proposed EPC failed to improve
the accuracy of the results, suggesting that the employed spatially uniform assumption
is not verified. Finally, this chapter demonstrated the importance of designing a suffi-
ciently generic dataset, which allows treating very different test configurations while only
performing a single costly training run. Regarding the test phase computational costs,
the acceleration capabilities of CNNs versus traditional solvers (LBM) were proven again.
A speed-up of 2.5 times was achieved even with respect to the MPI-based parallel LBM
reference.

Finally, all the previous results considered a medium at rest. Chapter 7 extended the
previous methodology to a non-uniform mean flow typically encountered in aeroacoustic
problems. A U-Net CNN was trained to predict the spatio-temporal propagation of plane
waves through a 2D plane mean velocity shear layer. As in Chapter 6, non-reflecting
boundary conditions were employed to damp the outgoing acoustic waves. Additionally,
harmonic acoustic sources were employed here, contrary to the previous chapters where
only Gaussian pulses impulses were considered. In order to inject plane wave perturbations
through the boundaries, the Euler version of the AVBP numerical solver was employed,
coupled with the NSCBC boundary conditions. Three known regimes of acoustic prop-
agation were identified (total transmission, partial transmission and reflection, and total
reflection), dependent on the shear layer thickness, its characteristic velocity, and the angle
of incidence of the acoustic wave. The neural network was trained on a dataset of un-
steady simulations representative of these three regimes. The preliminary results showed
that the neural network prediction capability varies with the propagation regime: while
it managed to reproduce the case of full transmission, it failed in the case of partial and
total reflections. This was attributed to the poor modeling of non-reflecting conditions at
the inlet boundary, which led to a phase dispersion from the true value in the response
from the NN. Furthermore, a strong dependence on the initial conditions provided to the
NN was observed: if the NN was provided with the same ICs as the reference AVBP
simulation, the NN failed in general to reproduce the transient regimes without the ap-
pearance of large spurious reflections at both inlet and outlet boundary conditions. On
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the contrary, providing the network with converged solutions led to accurate responses in
the aforementioned full transmission case. This suggests that the simultaneous presence
of a transient solution and a periodic waves is a particularly challenging application where
the employed spatio-temporal CNN formulation is not robust enough, in comparison with
the previous applications of transient solution with impulsive sources.

8.2 Perspectives
Finally, the thesis is concluded by reviewing the perspectives that could be investigated in
future works. These can help responding to the new questions highlighted by the present
work. They are presented next.

Chap. 3

When studying the effects of the neural network time-step, ∆tNN/∆tLBM , it was concluded
that an optimal value existed, leading to a minimum error accumulation over time. This
optimum was linked on the one hand to the number of performed recurrent steps (the
more steps, the higher error accumulation). On the other hand, the neural network was
limited by the physics of the problem, i.e. if the time-step was too large, the temporal
dynamics can be under-resolved (e.g. aliasing). The proposed auto-regressive method
can only perform a prediction with a fixed time-step. If changed, a new training must
be performed, with the associated high computational cost. An interesting perspective
would be to combine several trained NN at different ∆tNN , as in Liu et al. [147]. This
would allow to decrease even further the error accumulation over time, since an optimal
strategy with the minimum number of auto-regressive steps could be followed. Another
interesting topic would be to provide mathematical guarantees regarding the upper bound
of ∆tNN/∆tLBM , similar to the CFL number in temporal integrators.

Chap. 4

Regarding the topic of taking into account the reproducibility and the variability of the
auto-regressive methods, future works could explore more advanced strategies in order to
decrease the variability of the results. For instance, in order to impose the reproducibility
of hidden layers results, additional terms could be added to the loss function (e.g. at the
end of each scale in the multi-scale CNN), therefore constraining the intermediate results
with a corresponding target. Another interesting approach would be to reformulate the
auto-regressive method in a probabilistic Bayesian framework, i.e. instead of performing
point estimates, as in the present thesis, the prediction are the result of marginalization
of a distribution of models [110]. The parameters of the model become random variables,
given a prior probability distribution function (PDF) p(θ) (a "belief" on the nature of
the PDF describing the weights). Then, the objective of the optimization is to find a
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predictive distribution p(Y |X,D) given a noisy dataset D with noise β. This is achieved
by learning (e.g. through an optimization problem) the posterior distribution of the model
p(θ, β), which fulfills the following relation:

p(θ, β) ∼ p(Y |Gθ(X), β)p(θ)p(β) (8.1)

p(Y |Gθ(X), β) is the likelihood of the model’s prediction, which captures the uncertainty
from the data (e.g. discretization errors). Finally, the predictive distribution is found by
marginalizing (i.e. integrating) over the space of parameters and noise:

p(Y ∗|X∗,D) =
∫︂

p(Y ∗|Gθ(X
∗), β)p(θ, β)dθdβ (8.2)

This marginalization is usually performed with a Monte Carlo approximation. Sampling
from the posterior distribution of the model is a challenging task, since it can quickly
become prohibitively expensive when the dimension of the model increases. Modern DL
approaches may overcome this limitation by reformulating the stochastic gradient descent
optimization in the Bayesian framework. For instance, the stochastic weight averaging
Gaussian (SWAG) [152] approximates the posterior of Eq. 8.1 by training the neural
network on the negative log-loss of the posterior using classical SGD approaches. Then, a
second SGD run is performed, maintaining the learning rate at a constant value. During
this phase, samples of the model parameters are collected, in order to approximate the
support of the posterior distribution. This approach has been successfully employed by
Geneva and Zabaras [73] in the case of auto-regressive physics-based surrogates, improving
the predictions capabilities versus a non-Bayesian baseline. These methods provide by
construction with Uncertainty Quantification (UQ) bounds, being a key advantage when
assessing the variability of the method.

Chap. 5

As with traditional CFD methods, the correct treatment of boundary conditions was
identified as a key ingredient for the accurate and stable prediction of NN surrogate.
Future works should explore this topic by leveraging the vast knowledge of previous BC
developments in the context of CFD and CAA solvers.

First, the explicit encoding of boundaries was identified as a promising approach to enforce
physical constraints on border nodes. Such an approach should be further investigated
in order to understand its coupling with the neural network (e.g. is it better to set a
"soft" enforcing of BCs in the loss, or to force explicitly the BC node to follow some "hard
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constraints"?). Its extension to problems with several types of boundary conditions should
also be investigated.

Second, in the particular case of developing non-reflecting boundary conditions for NNs in
aeroacoustics, several aspects could be investigated in future works: how to treat transverse
effects (e.g. as in Granet et al. [83]), adding some relaxation term (e.g. Poinsot and Lele
[187], Daviller et al. [55]), etc. Another approach could consist in learning the boundary
condition problem with a separate neural network, as it is done for example in Özbay et al.
[177] for the resolution of a non-homogeneous Poisson equation.

Chap. 6

In the case of treating arbitrary solid boundaries, future works should improve the treat-
ment of spatial gradients near the solid boundaries in order to remove obtain a more
accurate estimate of the GDL loss. This could in term benefit the auto-regressive phase
predictions, as was seen in Chapter 3 for simplistic boundary conditions. Two approaches
could be considered: (i) to improve the "upstream" treatment of boundary condition dur-
ing the data generation phase in the LBM solver, by substituting the bounce-back staircase
approximation by immersed boundary conditions [67] or (ii) to improve the "downstream"
calculation of noisy spatial gradients during the NN training phase, using for example the
total variation regularization (TVR) algorithm [207], which act as a low-pass filter when
differentiating noisy data. These are available for example in the PyNumDiff framework
[239].

Another aspect left for future work is to propose a new correction that could improve
the predictions of the NN by leveraging the physical knowledge of the problem, similar to
what the EPC achieved in Chapter 3. For example, in the test case of the NACA airfoil,
the prediction error near the sharp trailing edge showed a pattern similar to a dipolar
source term. Future work should deal with a better understanding of this localized error
and propose a local correction. A particularly interesting approach would be to enforce
an unsteady Kutta condition at the trailing edge. This approach is typical of analytical
models calculating the response of airfoils in inviscid flows (see for example [205, 212]).

Finally, another important aspect left for future work is the study of the influence of the
number of inputs, k, in the performance of the auto-regressive model. Decreasing k was
seen to benefit the LocUnet approach. Furthermore, the variability between runs also
decreased with k, demonstrating the advantage of reducing the number of input frames.
However, it is not clear why this reduction benefits the neural network. Recent works
having studied this phenomenon reach opposite conclusions. On the one hand, Pfaff et al.
[182] claim that when using a neural network that directly maps the spatio-temporal
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evolution t → t + ∆t, setting k > 1 leads to overfitting. On the other hand, other
works like Hasegawa et al. [88], find that increasing k benefits the long term accuracy
of the predictions. They separate the problem into a dimensionality reduction network
and a learned recurrent model that integrates the low dimensional space. Furthermore,
they focus on periodic flows such as the wake behind bluff bodies. This remains an open
question that is left as future work.

Chap 7

The final chapter concluded that the proposed approach was not sufficient to correctly
capture the complete acoustic response of acoustic waves propagating in a shear layer.
In fact, the two main problems were linked to the prediction of the transient phase and
to the correct treatment of non-reflecting boundary conditions. Several aspects are left
for future work. First, it is hypothesized that the neural network may over-fit to the
converged solutions, since the quantity of transient examples is small in comparison to
the total size of the dataset. Thus, increasing the number of "transient" examples could
probably benefit the accuracy of the neural network. Second, the better treatment of BCs
could also improve the overall accuracy of the method, notably the treatment of oblique
waves (see chap. 5 perspectives).

Another potential approach for the improvement of the long-term network predictions
would be to include a long-term error term in the training loss function, in order to mini-
mize the error of several consecutive prediction, as done for example in Ajuria Illarramendi
et al. [6] and Geneva and Zabaras [73]. The disadvantage of such an approach is the no-
table increase in training computational cost, since it forces back-propagating the training
gradients several times through the NN. Ajuria Illarramendi et al. [6] proposed to chose a
limited set of the long-term steps in order to decrease the computational cost, while still
constraining the error compounding over time. A similar strategy consists in injecting
some artificial noise β to the target distribution, ˜︁Y = Y + β, during the training process
[182, 241]. The latter has the advantage of reducing the computational cost versus the
long-term loss strategy, but it requires to tune the amplitude of the injected noise.

Finally, future works should improve analytical results used to validate the dataset of
plane waves propagating in a shear layer.

Others

More methodological or application perspectives are presented next. First, a natural step
is to extend the proposed methodology to 3D acoustic problems. Since the computational
cost required to generate 3D datasets increases exponentially, the present thesis serves
a good reference point for estimating the necessary dataset size. In such a case, deter-
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mining the size of the neural network (the number of trainable parameters) is an open
question, since no clear scaling law (e.g. how the test error evolves with the size and com-
putational cost of the neural network) exists for NNs applied to resolve high-dimensional
PDEs. Recent trends in the DL community have seen such scaling laws (see for example
Kaplan et al. [108]) being developed after the appearance of attention-based Transform-
ers networks [240]. Similar developments would be very beneficial for the physics DL
community, helping to gain intuitions on the required dataset and network sizes.

Regarding the application to more complex aeroacoustic cases, future works should focus
on extending the methodology to fully ducted configurations with non-homogeneous flows
(e.g. jet pumps with sheared flows). The approaches of Chapters 6 and 7 can be combined
to create a surrogate model for this type of configurations.

Finally, the end goal of these developments is to extending the methodology to turbulent-
dominated flows, with instabilities (e.g. unstable shear layers) or strong flow recirculations
(laminar separation bubbles). These applications particularly challenging in the context of
aeroacoustics, even for the most modern CFD approaches (LES, DNS) [166]. DL methods
could help improving the aerodynamic and acoustic predictions by leveraging the existence
of high-fidelity simulations (RANS, LES, DNS) and experimental data in order to train
and test novel data-driven methods. This could have a double benefit: (i) to accelerate the
aeroacoustic predictions, and, perhaps more interestingly, (ii) to extract novel meaningful,
low-order representations of the flow, helping in the design of quiet and efficient fluid-
driven devices.
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CHAPTER 9

Conclusions et perspectives

9.1 Conclusions
L’objectif principal de cette thèse est de développer et de valider des modèles de substi-
tution basés sur des données pour la prédiction rapide de problèmes de propagation aéro-
coustique, appliqués à des dispositifs avec des champs moyens et des géométries complexes.
Après avoir effectué un examen exhaustif des méthodes de substitution basées sur les don-
nées disponibles dans la littérature, en particulier des méthodes d’apprentissage profond
pour des applications en mécanique des fluides et en propagation des ondes, les réseaux
de neurones à convolution ont été choisis afin de créer des prédicteurs spatio-temporels
auto-régressifs. De telles méthodes apprennent à prédire la propagation acoustique dans
le domaine temporel, en étant entraînés sur une série de bases de données générées par
des simulations CAA (par exemple les équations de Boltzmann ou d’Euler). Contraire-
ment aux solutions analytiques, ces calculs acoustiques directs de haute-fidélité permettent
aux réseaux de neurones (NN) de prendre en compte les effets complexes de propagation
(e.g. flux moyens cisaillés) et les effets géométriques d’installation. L’approche proposée
est évaluée sur trois cas tests de complexité croissante, où l’approche basée sur les données
est comparée systématiquement à une solution analytique existante et à une simulation
CAA de référence. Le premier test correspond à la propagation 2D, où les conditions
initiales sont des pulses Gaussiens dans un domaine fermé, ce qui permet de comprendre
le comportement fondamental des réseaux de neurones auto-régressifs, et de tester leur
sensibilité aux erreurs d’arrondis et aux paramètres de discretisation numériques (pas en
espace et en temps). Deuxièmement, l’approche est étendue afin de prendre en compte une
variété de conditions aux limites, allant des conditions aux limites non réfléchissantes aux
obstacles réfléchissants courbes et anguleux, ajoutant de la complexité aux phénomènes
d’ondes modélisés (par exemple, la diffusion et diffraction d’ondes). Cela permet de prédire
la propagation acoustique dans des configurations plus proches des problématiques indus-
trielles. Enfin, les effets des écoulements moyens complexes sont étudiés à travers une base
de données d’ondes acoustiques qui se propagent à l’intérieur d’écoulements cisaillés. Cela
évalue la capacité des méthodes NN lorsqu’elles sont appliquées à des problèmes rencontrés
en aéroacoustique, tels que présents dans les dispositifs aéronautiques où les écoulements
moyens sont en général complexes. Ces applications ont mis en évidence la flexibilité
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des méthodes basées sur les données utilisant des réseaux de neurones convolutifs. Ces
derniers permettent une accélération significative des temps de prédiction des propaga-
teurs acoustiques, tout en gardant une précision adéquate. Ils sont également capables de
faire des prédictions correctes même en dehors du champ des données d’apprentissage. En
particulier, leur capacité à extrapoler en dehors de l’espace des configurations vues lors de
la phase d’apprentissage a été démontrée, améliorant la généralité de ces applications en
vue de leur application industrielle.

Tout d’abord, le chapitre 3 utilise un réseau de neurones convolutif multi-échelles qui est
entraîné sur des bases de données générées avec un simulateur LBM 2D compressible et
instationnaire. Les sources acoustiques sont modélisées par un problème de conditions ini-
tiales, utilisant des distributions Gaussiennes 2D de masse volumique. Les conditions aux
limites utilisées sont des parois réfléchissantes, qui permettent aux signaux acoustiques
de rester indéfiniment longtemps à l’intérieur de la boîte fermée représentant le domaine
de calcul. Deux types de stratégie d’entraînement sont considérés, montrant un avantage
notable lors de l’ajout d’une contrainte sur les gradients spatiaux au-delà de la fonction
de coût classique sur l’erreur quadratique moyenne. Le réseau neuronal est optimisé pour
effectuer la prédiction de la variable acoustique à chaque pas de temps. Le réseau entraîné
est ensuite utilisé de manière auto-régressive pour reproduire la série spatio-temporelle
complète d’ondes acoustiques se propageant à l’intérieur de la boîte. Une contribution
originale est proposée en développant une correction préservant l’énergie acoustique pen-
dant la phase auto-régressive. Cette approche permet d’atténuer l’accumulation d’erreurs
pour chaque pas de temps lors de la phase auto-régressive. Les prédictions du réseau de
neurones sont évaluées sur plusieurs configurations, notamment pour des conditions ini-
tiales qui ne sont pas échantillonnées pendant la phase d’apprentissage, afin de tester la
performance de généralisation (par exemple, le cas de l’onde plane, identifié dans la lit-
térature comme une application difficile). Le modèle par substitution proposé est capable
d’obtenir une prédiction à faible erreur, même pour un grand nombre de pas de temps
auto-régressifs, et pour une variété de conditions initiales. L’EPC est identifiée comme
un ingrédient clé dans la préservation de la précision et de la stabilité pendant la phase
de prédiction. Cela suggère que l’inclusion de connaissances physiques préalables est un
ingrédient clé pour la précision, la stabilité et les capacités de généralisation des méth-
odes basées sur les réseaux de neurones en acoustique. Une autre conclusion importante
est que ces substituts sont moins contraints par les limitations classiques des intégrateurs
temporels explicites tels que le nombre CFL. En effet, le NN peut incrémenter son pas de
temps au moins jusqu’à 8 à 16 fois le pas de temps du solveur de réference, ouvrant la voie
vers l’accélération des solveurs acoustiques dans le domaine temporel. Ici, le modèle de
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substitution atteint des facteurs d’accélération de 15.5 par rapport au solveur de référence
LBM, qui est optimisé pour des calculs sur CPU.

Le chapitre 4 se concentre ensuite sur le problème de la reproduction des résultats lors
de l’entraînement d’un réseau de neurones avec les mêmes hyper-paramètres utilisés lors
de la résolution du problème d’optimisation, qui est intrinsèquement non-convexe et non-
linéaire. Dans ce chapitre, la même application de propagation acoustique en boîte fermée
modélisée par le CNN multi-échelles est considérée. Les sources de non-reproductibilité
testées sont limitées dans ce cas à la seule influence de la précision flottante machine
(simple et double précision), lors de l’entraînement du NN avex des GPU. Même avec cette
source marginale de non-déterminisme, plusieurs entraînements avec des hyper-paramètres
identiques produisent des changements significatifs dans la distribution des paramètres
NN, même si la valeur scalaire de la fonction de coût d’entraînement reste similaire. Les
différences trouvées lors de la phase d’apprentissage sont amplifiées lors de la phase auto-
régressive, ce qui se traduit par une grande variance des erreurs obtenues pour les trois cas-
tests du chapitre 3. On constate que la réalisation des entraînements en double précision
diminue significativement cette variabilité, bien que la précision moyenne reste inchangée.
Cependant, cette augmentation de la précision de la machine nécessite une augmentation
significative des ressources de calcul employées, les temps d’apprentissage étant multipliés
par un facteur 3 et les besoins en mémoire par un facteur 2. Ces résultats suggèrent
néanmoins que l’incertitude dans les prédictions due aux arrondis doive être prise en
compte lors de comparaisons de différentes approches basées sur l’apprentissage avec des
algorithmes de descente de gradients stochastiques, afin de quantifier la variabilité des
erreurs. Par conséquent, les chapitres suivants prennent en considération ces résultats
en recourant à plusieurs exécutions pour un même ensemble d’hyper-paramètres, afin
d’évaluer la variabilité de la méthode.

Le chapitre 5 suit avec une discussion sur la façon dont les conditions aux limites des
problèmes acoustiques (murs réfléchissants, conditions non réfléchissantes) peuvent être
traitées dans le contexte des approches CNN. Trois stratégies sont testées, la première
considérant l’utilisation naïve du padding, une seconde considérant l’ajout d’un champ
contexte afin de marquer les nœuds du domaine appartenant à une condition aux limites,
et une troisième imposant les valeurs aux frontières, suivant une approche similaire aux
solveurs numériques classiques. On constate que la première stratégie est suffisante pour
des configurations simples (e.g. les parois droites et réfléchissantes du chapitre 3). Lors du
traitement d’applications plus complexes, à savoir des conditions non réfléchissantes ou
des conditions aux limites courbes, les deuxième et troisième stratégies sont plus adaptées,
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ce qui entraîne des erreurs plus faibles pendant la phase auto-régressive et une stabilité
accrue pour les cas de référence de propagation de pulses Gaussiens.

Ces observations conduisent au chapitre 6, qui propose d’étendre la méthodologie du
chapitre 3 afin de traiter la réflexion et la diffusion des ondes par des obstacles génériques.
Ici, un CNN à plusieurs échelles U-Net est utilisé comme prédicteur spatio-temporel pour le
modèle de substitution. L’utilisation de connexions saute-couches ("skip-connexions") fa-
cilite son entraînement, conduisant à une plus grande précision que le CNN multi-échelles
précédemment utilisé. Dans ce cas, la base de données est à nouveau générée avec le
solveur LBM Palabos, composé de pulses Gaussiens se propageant dans un domaine bidi-
mensionnel avec des conditions aux limites non réfléchissantes. Des obstacles réflectifs
aléatoires sont ajoutés à l’intérieur du domaine numérique afin de modéliser les effets de
réflexion et de dispersion des ondes. Cette base de données est choisie pour être suffisam-
ment générique, permettant au NN d’être utilisé dans une variété de configurations au
cours de la phase auto-régressive postérieure. L’utilisation de conditions aux limites non
réfléchissantes dans la base de données implique que l’énergie acoustique intégrée sur le
domaine numérique n’est plus constante, puisque les ondes peuvent traverser les frontières
du domaine. Ainsi, le réseau de neurones doit fonctionner dans un régime de "décrois-
sance énergétique", contrairement au régime à énergie constante du chapitre 3. Cela a
plusieurs implications dans la méthodologie proposée. En effet, la normalisation des don-
nées d’entrée NN doit être adaptée. Pour cela, deux types de stratégie de normalisation
des données sont étudiées. La première est la normalisation locale, où les statistiques de
normalisation sont calculées sur l’entrée du NN à un pas de temps donné. La seconde nor-
malisation est dite globale, puisqu’elle est calculée sur l’ensemble des statistiques du jeu
de données. De plus, la formulation EPC du chapitre 3 n’est plus valide. Une formulation
provisoire est donc proposée, considérant les termes de flux non nuls aux frontières. Cette
méthodologie est testée sur différents cas de test, avec des configurations représentatives
de domaines ouverts, tels que la propagation en champ libre d’une seule impulsion gaussi-
enne et la diffusion d’ondes par un cylindre ou un profil aérodynamique NACA. D’autres
tests considèrent des configurations fermées ou en forme de conduit, comme une nacelle
2D, un conduit de longueur infinie ou une boîte fermée. Dans l’ensemble, la stratégie de
normalisation locale fonctionne nettement mieux que la stratégie globale, car elle s’adapte
aux signaux d’énergie décroissante. De plus, l’extension d’EPC proposée ne parvient pas à
améliorer la précision des résultats, ce qui suggère que l’hypothèse d’uniformité spatiale du
terme de correction utilisée n’est pas vérifiée. Enfin, ce chapitre démontre l’importance de
concevoir un jeu de données suffisamment générique, qui permet de traiter des configura-
tions de test très différentes tout en n’effectuant qu’un seul cycle d’entraînement coûteux.
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En ce qui concerne les coûts de calcul de la phase de test, les capacités d’accélération
des CNN par rapport aux solveurs traditionnels (LBM) sont à nouveau prouvées. Une
accélération de 2.5 est obtenue par rapport à la référence LBM parallèle basée sur MPI.

Enfin, tous les résultats précédents considèrent des ondes dans un fluide au repos. Le
chapitre 7 étend la méthodologie précédente à un écoulement moyen non-uniforme sou-
vent rencontré en aéroacoustique. Un CNN U-Net est entraîné pour prédire la propa-
gation spatio-temporelle des ondes planes à travers une couche de cisaillement plane en
2D. Comme dans le chapitre 6, des conditions aux limites non réfléchissantes sont util-
isées pour amortir les ondes acoustiques sortantes. De plus, des sources acoustiques har-
moniques sont utilisées ici, contrairement aux chapitres précédents où seules les impulsions
Gaussiennes étaient considérées. Afin d’injecter des ondes planes à partir des frontières,
la version résolvant les équations d’Euler du solveur numérique AVBP est utilisée, couplée
aux conditions aux limites non-refléchissantes (NSCBC). Trois régimes connus de propa-
gation acoustique sont identifiés (transmission totale, transmission et réflexion partielles
et réflexion totale), dépendant de l’épaisseur de la couche de cisaillement, de sa vitesse
caractéristique et de l’angle d’incidence de l’onde acoustique. Le réseau de neurones est
entraîné sur un ensemble de données issues de simulations instationnaires représentatives
de ces trois régimes. Les résultats préliminaires montrent que la capacité de prédiction du
réseau de neurones varie selon le régime de propagation : s’il parvient à reproduire le cas
de la transmission complète, il échoue dans le cas des réflexions partielles et totales. Ceci
est attribué à la mauvaise modélisation des conditions non réfléchissantes à la frontière
d’entrée, qui conduisent à une dispersion de phase par rapport à la vraie valeur dans la
réponse du NN. De plus, une forte dépendance des conditions initiales fournies au NN est
observée: si le NN utilise les mêmes CI que la simulation AVBP de référence, le NN ne
parvient en général pas à reproduire les régimes transitoires sans l’apparition de grandes
réflexions parasites aux deux frontières d’entrée et de sortie. Au contraire, fournir au
réseau des solutions convergées conduit à une réponse précise dans le cas de transmission
complète mentionné ci-dessus. Cela suggère que la formulation CNN spatio-temporelle
utilisée est peu robuste à l’apparition simultanée de phénomènes transitoire et de sources
périodique dans le même problème (alors que les chapitres précédents démontrent la ca-
pacité du réseau à traiter des transitoires avec des sources impulsionnelles).

9.2 Perspectives
Finalement, la thèse est conclue en passant en revue les perspectives de recherche pour
des travaux futurs. Celles-ci peuvent aider à répondre aux nouvelles questions mises en
évidence par le présent travail. Elles sont présentées ensuite.
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Chap. 3

Après l’étude des effets du pas de temps utilisé par le réseau de neurones, il a été con-
clu qu’un choix optimal du ratio ∆tNN/∆tLBM existait, conduisant à une accumulation
minimale d’erreurs dans le temps. Cet optimum était lié d’une part au nombre des pré-
dictions récurrentes effectuées (plus il y a de prédictions, plus l’accumulation d’erreurs
est élevée). D’autre part, le réseau de neurones est limité par la physique du problème,
c’est-à-dire si le pas de temps était trop grand, la dynamique temporelle peut devenir trop
sous-résolue pour que le réseau la capture adéquatement (e.g. phénomène de repliement
spectral). En plus, la méthode auto-régressive proposée ne peut effectuer une prédiction
qu’avec un pas de temps fixe. En cas de modification, un nouveau apprentissage du réseau
doit être effectuée, avec un coût de calcul associé élevé. Une perspective intéressante serait
de combiner plusieurs réseaux entraînés à différents ∆tNN , comme dans Liu et al. [147].
Cela permettrait de diminuer encore plus l’accumulation d’erreurs au fil du temps, créant
une stratégie optimale qui utiliserait un minimum de pas de temps auto-régressifs. Un
autre sujet intéressant serait de fournir des garanties mathématiques concernant une borne
supérieure pour ∆tNN/∆tLBM , similaire au nombre CFL dans les intégrateurs temporels.

Chap. 4

En ce qui concerne la prise en compte de la reproductibilité et de la variabilité des méth-
odes auto-régressives, les travaux futurs pourraient explorer des stratégies afin de dimin-
uer la variabilité des résultats obtenus. Par exemple, afin d’imposer la reproductibilité
des couches cachées du réseau, des termes supplémentaires pourraient être ajoutés à la
fonction de coût (par exemple, à la fin de chaque échelle dans le CNN multi-échelle), con-
traignant ainsi les résultats intermédiaires du réseau avec sa cible correspondante. Une
autre approche intéressante serait de reformuler la méthode auto-régressive dans un cadre
probabiliste Bayésien, i.e. au lieu d’effectuer des estimations ponctuelles, comme dans
cette thèse, les prédictions seraient le résultat de la marginalisation d’une distribution de
modèles [110]. Les paramètres du modèle deviennent alors des variables aléatoires, étant
donné une fonction de distribution de probabilités (PDF) a priori p(θ) (une "croyance" sur
la nature de la PDF décrivant les poids du réseau). Ensuite, l’objectif de l’optimisation est
de trouver une distribution prédictive p(Y |X,D) étant donné un jeu de données bruitées
D par du bruit β. Ceci est réalisé en apprenant (e.g. via un problème d’optimisation) la
distribution a posteriori du modèle, p(θ, β), qui satisfait la relation suivante:

p(θ, β) ∼ p(Y |Gθ(X), β)p(θ)p(β). (9.1)
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p(Y |Gθ(X), β) est la vraisemblance de la prédiction du modèle, qui capture l’incertitude
des données (e.g. erreurs de discrétisation pour des données issues d’équations aux dérivées
partielles). Enfin, la distribution prédictive est trouvée en marginalisant (i.e. intégrant)
sur l’espace des paramètres et du bruit :

p(Y ∗|X∗,D) =
∫︂

p(Y ∗|Gθ(X
∗), β)p(θ, β)dθdβ. (9.2)

Cette marginalisation est généralement effectuée grâce à une approximation de type Monte
Carlo. L’échantillonnage fait sur la distribution postérieure du modèle est une tâche
difficile, car il peut rapidement devenir prohibitif en termes de coût de calcul lorsque la
dimension du modèle augmente. Les approches DL modernes peuvent surmonter cette
limitation en reformulant le problème comme un problème d’optimisation par descente de
gradient stochastique dans le cadre Bayésien. Par exemple, l’algorithme de moyennage
stochastique des gradients Gaussien (SWAG) [152] permet d’obtenir une approximation
de la distribution postérieure, Eq. 9.1, en entraînant le réseau de neurones sur la fonction
de coût du logarithme négatif de la vraisemblance du postérieur, employant un algorithme
classique de descente de gradient (SGD). Ensuite, une deuxième exécution du SGD est
effectuée, en maintenant le taux d’apprentissage à une valeur constante. Au cours de
cette phase, un échantillonage des paramètres du modèle est effectué, afin d’obtenir une
approximation du support de la distribution a posteriori. Cette approche a été utilisée
avec succès par Geneva and Zabaras [73] dans le cas des modèles par substituts utilisés
pour résoudre des EDP, améliorant les capacités de prédiction par rapport à un algorithme
de base non Bayésien. Ces méthodes fournissent par construction des bornes utilisables
comme outil de quantification d’incertitude (UQ), ce qui constitue un avantage clé lors de
l’évaluation de la variabilité de la méthode.

Chap. 5

Comme pour les méthodes CFD traditionnelles, le traitement correct des conditions aux
limites a été identifié comme un ingrédient clé pour la prédiction précise et stable du
modèle neuronal par substitut. Les travaux futurs devraient explorer ce sujet en profitant
de la vaste littérature sur les conditions aux limites dans le contexte des solveurs CFD et
CAA.

Premièrement, l’encodage explicite des conditions aux limites a été identifié comme une
approche prometteuse pour appliquer des contraintes physiques sur les nœuds appartenant
aux conditions aux limites. Une telle approche devrait être étudiée davantage afin de com-
prendre son couplage avec le réseau de neurones (par exemple, est-il préférable de définir
une contrainte "douce" des BC à travers la fonction de coût?, ou de forcer explicitement
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les nœud appartenant aux limites à suivre certaines contraintes "dures"?). Son extension
à des problèmes avec plusieurs types de conditions aux limites doit également être étudiée.

Deuxièmement, dans le cas particulier du développement de conditions aux limites non
réfléchissantes pour les réseaux de neurones appliqués en aéroacoustique, plusieurs aspects
pourraient être étudiés dans de futurs travaux: comment traiter les effets acoustiques
transversaux Granet et al. [83], comment ajouter un terme de relaxation dans la formula-
tion en ondes caractéristiques (e.g. Poinsot and Lele [187], Daviller et al. [55]), etc. Une
autre approche pourrait consister à apprendre le problème des conditions aux limites avec
un réseau de neurones séparé, comme est fait par exemple dans Özbay et al. [177] pour la
résolution d’une équation de Poisson non homogène.

Chap. 6

Dans le cas du traitement des conditions aux limites de forme arbitraires de type "solide"
(acoustiquement réfléchissant), les travaux futurs devraient améliorer le calcul des gradi-
ents spatiaux près des conditions aux limites solides afin d’obtenir une estimation plus
précise des gradients. Cela permettrait d’utiliser entre autres la fonction de coût GDL,
ce qui bénéficierait les prédictions du réseau lors des phase auto-régressives, comme vu au
Chapitre 3 pour ded conditions aux limites plus simples. Deux approches pourraient être
envisagées : (i) améliorer le traitement "en amont", i.e. lors de la phase de génération des
données par le solveur LBM, en substituant l’approximation en escalier "bounce-back"
par des conditions aux limites immergées [67] ou (ii) améliorer le calcul "en aval" des
gradients spatiaux bruités pendant la phase d’apprentissage du réseau, en utilisant par
exemple l’algorithme de régularisation de variation totale (TVR) [207], qui agit comme
un filtre passe-bas lors de la différenciation de données bruitées. Celles-ci sont disponibles
par exemple dans le framework PyNumDiff [239].

Un autre aspect laissé pour des travaux futurs consiste à proposer une nouvelle correc-
tion pour améliorer les prédictions du réseau en s’aidant de la connaissance physique du
problème, similaire à ce que l’EPC a réalisé au chapitre 3. Par exemple, dans le cas de
test du profil aérodynamique NACA, l’erreur de prédiction près du bord de fuite semble
suivre une distribution spatiale dipolaire. Des travaux futurs devraient porter sur une
meilleure compréhension de cette erreur localisée et proposer une correction locale. Une
approche particulièrement intéressante consisterait à appliquer une condition de Kutta
instationnaire près de ce bord de fuite. Cette approche est typique des modèles aéroacous-
tique analytiques de réponse de profils aérodynamiques dans des écoulements non visqueux
(voir par exemple [205, 212]).
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Enfin, un autre aspect important laissé pour des travaux futurs est l’étude de l’influence
du nombre de champs instantanées d’entrée au réseau, k, sur la performance du mod-
èle auto-régressif. La diminution de k a été considérée comme bénéfique pour l’approche
LocUnet. De plus, la variabilité entre les différent entraînements du même réseau a égale-
ment diminué avec k, démontrant l’avantage de réduire le nombre d’instantanées d’entrée.
Cependant, on ne sait toujours pas pourquoi cette réduction profite au réseau de neurones.
Des travaux récents ayant étudié ce phénomène aboutissent à des conclusions opposées.
D’une part, Pfaff et al. [182] affirme que lors de l’utilisation d’un réseau de neurones qui
cartographie directement l’évolution spatio-temporelle t → t + ∆t, fixer k > 1 conduit à
un surajustement ("overfitting"). D’autre part, d’autres travaux comme Hasegawa et al.
[88], trouvent que l’augmentation de k profite à la précision des prédictions à long terme.
Ils séparent le problème en un réseau de réduction de dimension et un modèle récurrent
qui intègre en temps le vecteur de dimension réduite. De plus, ils se concentrent sur des
écoulements périodiques tels que le sillage autour de corps non profilés. Cela reste une
question ouverte qui est laissée pour des travaux futurs.

Chap. 7

Le dernier chapitre a conclu que l’approche proposée n’était pas suffisante pour capturer
correctement la propagation d’ondes acoustiques dans une couche de cisaillement. En fait,
les deux principaux problèmes étaient liés à la prédiction du transitoire de la simulation
et au traitement correct des conditions aux limites non réfléchissantes. Plusieurs aspects
sont laissés pour des travaux futurs. Tout d’abord, on suppose que le réseau de neurones
entraîné pour cette thèse peut être sur-adapté aux solutions convergées, car la quantité
d’exemples transitoires est faible par rapport à la taille totale de la base de données. Ainsi,
l’augmentation du nombre d’exemples "transitoires" pourrait probablement bénéficier à
la précision du réseau de neurones. Deuxièmement, un meilleur traitement des conditions
aux limites pourrait également améliorer la précision globale de la méthode, notamment
le traitement des ondes obliques (voir les perspectives du Chap. 5).

Une autre approche potentielle pour l’amélioration des prédictions du réseau à long
terme serait d’inclure un terme d’erreur à long terme dans la fonction de coût lors de
l’entraînement, afin de minimiser l’erreur sur plusieurs prédictions en temps consécutives,
comme cela est fait par exemple dans Ajuria Illarramendi et al. [6] et Geneva and Zabaras
[73]. L’inconvénient d’une telle approche est l’augmentation notable du coût de calcul lors
l’apprentissage, car cela oblige à rétro-propager les gradients des poids du réseau sur les
multiples pas de temps, à travers le réseau. Ajuria Illarramendi et al. [6] a proposé de
choisir un ensemble limité de pas de temps pour appliquer cette fonction de coût "à long
terme", afin de réduire le coût de calcul, tout en limitant l’accumulation d’erreurs dans
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le temps. Une stratégie similaire consiste à injecter du bruit artificiel β dans la distribu-
tion cible, ˜︁Y = Y + β, pendant le processus d’apprentissage [182, 241]. Cette dernière
approche a l’avantage de réduire le coût de calcul par rapport à la stratégie de fonction
de coût à long terme, mais elle nécessite d’ajuster l’amplitude du bruit injecté.

Enfin, les travaux futurs devraient améliorer les résultats analytiques utilisés pour valider
le jeu de données des ondes planes se propageant dans une couche de cisaillement.

Autres

Des perspectives plus génériques sur la méthodologie ou les applications futures sont en-
suite présentées. Premièrement, une étape naturelle consiste à étendre la méthodologie
proposée aux problèmes acoustiques en 3D. Étant donné que le coût de calcul requis pour
générer des ensembles de données 3D augmente de façon exponentielle, la présente thèse
sert comme point de référence pour estimer la taille nécessaire de l’ensemble de don-
nées. Dans un tel cas, la détermination de la taille du réseau de neurones (le nombre de
paramètres pouvant être entraînés) est une question ouverte, car aucune "loi d’échelle"
semble exister dans ce type de problèmes de résolution d’EDP de grande dimension (par
exemple, comment l’erreur de test évolue avec la taille et le coût de calcul du réseau de
neurones). Les tendances récentes retrouvées dans la littérature DL ont vu apparaître de
telles lois d’échelle pour des problèmes de traitement du langage naturel (voir par exemple
Kaplan et al. [108]), notamment après l’apparition des réseaux Transformers basés sur
l’attention [240]. Des développements similaires seraient très bénéfiques pour la commu-
nauté DL en physique des fluides et acoustique, aidant à acquérir des intuitions sur la
tailles des bases données et des réseaux utilisés.

En ce qui concerne l’application à des cas aéroacoustiques plus complexes, les travaux
futurs devraient porter sur l’extension de la méthodologie à des configurations entièrement
carénées avec des écoulements non homogènes (par exemple, des pompes à jet avec des
écoulements cisaillés). Les approches des chapitres 6 et 7 peuvent être combinées pour
créer un modèle de substitution pour ce type de configurations.

Enfin, l’objectif final de ces développements est d’étendre la méthodologie aux écoulements
dominés par la turbulence, avec des instabilités (par exemple, des couches de cisaillement
instables) ou de zones de recirculation de l’écoulement (bulles de séparation, etc). Ces
applications sont particulièrement exigeantes dans le cadre de l’aéroacoustique, même pour
les approches CFD les plus modernes (LES, DNS) [166]. Les méthodes DL pourraient aider
à améliorer les prédictions aérodynamiques et acoustiques en tirant parti de l’existence de
simulations haute fidélité (RANS, LES, DNS) et des données expérimentales afin de former
et de tester de nouvelles méthodes basées sur les données. Cela pourrait avoir un double
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avantage : (i) accélérer les prédictions aéroacoustiques, et, peut-être plus intéressant, (ii)
extraire de nouvelles représentations (par exemple, modèles de faibles dimension), aidant
à la conception de dispositifs aéronautiques plus silencieux.



This page is intentionally left blank



APPENDIX A

Analytical solutions for acoustic wave propa-
gation

A.1 Gaussian pulse in an uniform mean free flow
Let’s consider two spatio-temporal Cartesian reference frames: a stationary frame (x, y, t)
and a moving coordinate system (x′, y′, t′). Then considering the mean flow Mach number
M = u0/c0, the relationship between both coordinate systems are:

t = t′, x′ = x−Mt, y′ = y. (A.1)

The LEE (Eq. (2.2)) can be expressed in the moving coordinate frame as:

∂ρ′

∂t′
+ ρ0∇′ · u′ = 0, (A.2a)

ρ0
∂u′

∂t′
+∇′p′ = 0, (A.2b)

∂p′

∂t′
+ γp0∇′ · u′ = 0, (A.2c)

where ∇′ = (∂/∂x′, ∂/∂y′) expresses the nabla operator with respect to the moving frame
coordinates.

Only acoustic perturbations are considered (no coupling with entropy or vorticity per-
turbations), thus all the variables can be rewritten in terms of a velocity potential ϕ:

u′ = ∇′ϕ, p = −∂ϕ

∂t′
, ρ′ =

ρ0
γp0

p′. (A.3)

Taking the time derivative of Eq. (A.2a), substracting the divergence of Eq. (A.2a), and
using the relations in Eq. (A.3), the following wave equation is recovered:

∂2ϕ

∂t′2
−∇′2ϕ = 0, (A.4)

where ∇′2 is the Laplacian operator.

Considering a change of coordinates towards a polar coordinates relative frame (x′, y′, t′ →
(r′, θ′, t′), a cylindrical solution is assumed of the type ϕ = ϕ(r′, t′). Then Eq. (A.4)
becomes

∂2ϕ

∂t′2
−
(︃
∂2ϕ

∂r′2
+

1

r′
∂ϕ

∂r′

)︃
= 0, (A.5)
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where r′ =
√︁

x′2 + y′2. Imposing the following initial conditions:

ϕ(t′ = 0) = 0,
∂ϕ

∂t′
= −g(r′), (A.6)

where the function g can be any arbitrary function that satisfies lim
r′→∞

g(r′) → 0. The
initial value problem defined by Eqs. (A.4) and (A.6) can be solved by using an order-zero
Hankel transform.

The νth order Hankel transform Hν {g} (ξ) of a function g = g(r) is defined as:

Hν {g} (ξ) = Gν(ξ) =

∫︂ ∞

0

g(r)Jν(ξr)rdr, (A.7)

where Jν is the νth order Bessel function.

Applying the 0th order transform to Eq. (A.5) results in the following ordinary differential
equation [184]:

∂2Φ0

∂t′2
= ξ2Φ0, (A.8)

where Φ0(ξ, t
′) is the 0th order Hankel transform of ϕ(r′, t′). Applying the initial conditions

in Eq. (A.6), the solution of this ODE yields:

Φ0(ξ, t
′) =

G0(ξ)

ξ
sin(ξt′), (A.9)

where Φ0 and G0 are the 0th order Hankel transform of ϕ(r′, t′) and g(r′) respectively.
Applying the inverse 0th order Hankel transform recovers the velocity potential solution
in the moving frame:

ϕ(r′, t′) =

∫︂ ∞

0

G0(ξ) sin(ξt
′)J0(ξr

′)dξ. (A.10)

Then, substituting Eq. (A.10) into Eq. (A.3) leads to:

u′
r(r

′, t′) =

∫︂ ∞

0

G0(ξ) sin(ξt
′)
J1(ξr

′)

r′
ξdξ, (A.11a)

p′(r′, t′) =
γp0
ρ0

ρ′ =

∫︂ ∞

0

G0(ξ) cos(ξt
′)J0(ξr

′)ξdξ, (A.11b)

where Jν is the Bessel function of the first kind of order νth. A Gaussian pressure distri-
bution in a quiescent mean flow is chosen as initial conditions:

t′ = 0, u′ = v′ = 0, p′ =
γp0
ρ0

ρ′ = εe−αr′2 , (A.12)
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where α = log 2/b2 and b is the Gaussian pulse half-width. Knowing that the Hankel
transform H0

{︂
e−ar2

}︂
(ξ) = 1

2a
e−

ξ
4a , we obtain the following solution in the stationary

Cartesian reference frame (x, y, t):

u′(x, y, t) =
ε(x−Mt)

2αη

∫︂ ∞

0

e−
ξ2

4α sin(ξt′)J1(ξη)ξdξ, (A.13a)

v′(x, y, t) =
εy

2αη

∫︂ ∞

0

e−
ξ2

4α sin(ξt′)J1(ξη)ξdξ, (A.13b)

p′(x, y, t) =
γp0
ρ0

ρ′ =
ε

2α

∫︂ ∞

0

e−
ξ2

4α cos(ξt′)J0(ξη)ξdξ, (A.13c)

where η =
√︁

(x−Mt)2 + y2.

A.2 Gaussian pulse scattering with a cylinder
Tam [228] provided the solution for the scattering of a Gaussian pulse by a rigid cylinder
of radius r0, located at (x, y) = (0, 0). A density Gaussian pulse of half-width b is located
at (xs, ys):

t = 0, u′ = v′ = 0, p′ =
γp0
ρ0

ρ′ = εe−αη2 , (A.14)

where η =
√︁

(x− xs)2 + (y − ys)2 is the radial coordinate. The solution is written in term
of an acoustic potential ϕ(x, y, t), divided between an incident (subscript i) and a reflected
component (subscript r):

ϕ(x, y, t) = ϕi(x, y, t) + ϕr(x, y, t) (A.15)

The total acoustic fluctuating pressure is found as follows:

p′(x, y, t) = −∂ϕ

∂t
= − ∂

∂t
(ϕi + ϕr)

= Re

{︃∫︂ ∞

0

(Ai(x, y, ξ) + Ar(x, y, ξ))ξe
−iξtdξ

}︃ (A.16)

where Ai(x, y, ξ) is given by

Ai(x, y, ξ) =
1

2α
e−

ξ2

4αJ0(ξη) (A.17)

Note that this solution is the same found for the free-field propagation problem in
Eq. (A.13c).

Then, the reflected part Ar(x, y, ξ) is written in polar coordinates (r, θ):

Ar(r, θ, ξ) =
∞∑︂

k=0

Ck(ξ)H
(1)
k (rξ) cos(kθ) (A.18)
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where

Ck(ξ) =

(︃
ξ

2b
e−ξ2/4α

)︃
εk

πξH
(1)′

k (r0ξ)

∫︂ π

0

J1(ξηs0)
r0 − xs cos(θ)− ys sin(θ)

ηs0
cos(kξ)dθ

(A.19)
with ε0 = 1 and εk = 2 for k ̸= 0. ηs0 is defined as:

ηs0 =
√︂

r20 − 2r0xs cos θ − 2r0ys sin θ + x2
s + y2s (A.20)

and H
(1)′

k is the derivative of the Hankel function of the first kind of order k.

A.3 Sound refraction in plane thick shear layer
Let’s consider the mean velocity to follow an hyperbolic-tangent profile for a shear layer
of thickness L,

u0 = [u∞ tanh(y/L), 0]T . (A.21)

Considering the Fourier ω − k representation introduced in Eq. (2.17) (where k is the
horizontal x-wavenumber), let’s define as λ the acoustic wavelength and k± the vertical
wavenumbers, where + corresponds to the waves traveling in the upper free stream region
(y → +∞) and − in the lower free stream (y → −∞). Let’s suppose that the acoustic
perturbations are injected in the lower plane with a total wavenumber k = [k, k−]

T . This
wave forms an angle θ with respect to the x-axis, such that the following relations hold:

k = (ω/c0) cos θ (A.22a)
λ = 2πc0/ω (A.22b)

k± =
⃓⃓
(ω ∓ ku∞)2/c20 − k2

⃓⃓1/2

= (ω/c0)
⃓⃓
(1∓M cos θ)2 − cos2 θ

⃓⃓1/2 (A.22c)

The following non-dimensional parameters are then introduced:

M = u∞/c0, (Mach number) (A.23a)
Ω = ωL/c0, (reduced frequency) (A.23b)
δ = L/λ, (non-dimensional shear thickness) (A.23c)
K = kL, (Helmholtz number) (A.23d)
Λ = ku∞/ω, (reduced velocity) (A.23e)

Furthermore, a change of variable is performed:

ξ = tanh(y/L), Φ(ξ) = P (y; k, ω) (A.24)

By combining the previous change of variable with the non-dimensional parameters, the
Pridmore-Brown wave equation can be rewritten as:

(1− Λξ)(1− ξ2)2Φ′′ + 2(1− ξ2)(Λ− ξ)Φ′ + (1− Λξ)
[︁
Ω2(1− Λξ)2 −K2

]︁
Φ = 0 (A.25)
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where the prime notation ()′ indicates a derivative with respect to the y-coordinate. This
equation is a second-order ODE, solvable in terms of a series expansion around its singu-
larities, i.e. ξ = 1 (i.e. y →∞), ξ = −1 (i.e. y → −∞) and ξ = ξc where ξc corresponds to
the position of the critical layer where the Doppler-shifted frequency ω⋆(y) = ω − ku0(y)
vanishes:

ω⋆(yc) = 0, ξc = tanh(yc/L) = 1/Λ = 1/(M cos θ) (A.26)

As the singularities are regular points, Campos and Kobayashi [43] propose to find so-
lutions around such singularities using the Frobenius method. Then, some matching
conditions are found between the regions of validity of the solutions in order to obtain
a uniformly valid solution for the propagation problem.

Here, only the solution without critical layer is presented (for subsonic shear layers when
ξc > 1, i.e. M cos θ < 1). Thus only two singularities about ξ = 1 and ξ = −1 exist.
First, the solution about ξ = 1, i.e. y →∞ are studied by performing a second change of
variable:

ζ = 1− ξ, F (ζ) = Φ(ξ) (A.27)

Equation (A.25) becomes:

ζ2(2− ζ)2(1− Λ + Λζ)F ′′ + 2ζ(2− ζ)(1− Λ− ζ)F ′

+ (1− Λ + Λζ)
[︁
Ω2(1− Λ + Λζ)2 −K2

]︁
F = 0

(A.28)

ζ = 0 is a regular singularity. Therefore, a solution to the previous equation exists as a
Frobenius series:

F (ζ) =
∞∑︂

n=0

an(σ)ζ
n+σ (A.29)

The index σ and the coefficients an need to be determined by substituting Eq. (A.29) into
Eq. (A.28). After some algebra, the following relationship is found:

σ± = ∓i
k+L

2
(A.30)

Therefore, the upper stream solution can be written as:

a0(σ±) = 1 : F (ζ) =
∞∑︂

n=0

an(σ±)ζ
n+σ± (A.31)

leading to the following solution in the physical space

P±(y) =
∞∑︂

n=0

an

(︃
∓i

k+L

2

)︃
[1− tanh(y/L)]n∓i

k+L

2 , (A.32)

whose asymptotics to leading order are:

P±(y →∞) ∼ ζσ± ∼ e−2σ±y/L ∼ e±ik+y. (A.33)
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The total acoustic field is given by

P (y) = A+P+(y) +B+P−(y) (A.34)

where A+, B+ are arbitrary constants determined by the boundary conditions of the
problem.

Similarly, solutions about ξ = −1, i.e. y → −∞, can be calculated with a new change of
variable:

η = 1 + ξ, G(η) = Φ(ξ). (A.35)

leading to the following solution in the lower plane

P±(y) =
∞∑︂

n=0

bn

(︃
±i

k−L

2

)︃
[1 + tanh(y/L)]n±i

k−L

2 (A.36)

which has the following asymptotics to leading order:

P±(y → −∞) ∼ e±ik−y (A.37)

Thus, the total acoustic field is given by

P (y) = A−P
+(y) +B−P

−(y) (A.38)

with A−, B− a second set of arbitrary constants.

In order to match both solution, let define the field for a wave of unit amplitude incident
from the lower plane:

−∞ ≤ y <∞ : P (y) = P+(y) +RP−(y) (A.39)

R is the reflection coefficient that affects the downward propagating wave P−. Thus,
A− = 1 and B− = R.

In the upper plane, there is only an upward propagating plane (B+ = 0) with amplitude
equal to a transmission coefficient A+ = T:

−∞ < y ≤ ∞ : P (y) = TP+(y). (A.40)

Both solutions, Eqs. (A.40) and (A.39), are valid in overlapping regions and their
matching results in the reflection and transmission coefficients, R and T, The matching is
performed in terms of continuity of the pressure p and vertical displacement γ = Dv/Dt.
An arbitrary y-coordinate is chosen, in this case y = 0.

Continuity of pressure:

TF+(1) = G+(1) +RG−(1) (A.41)
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Continuity of vertical displacement:
Writing the y-component of the momentum equation:

ρ
D2γ

Dt2
+

∂p

∂y
= 0 (A.42)

Defining the Fourier transform in the ω − k plane of the vertical displacement:

γ(x, y, t) =

∫︂∫︂ ∞

∞
Γ(y; k, ω)ei(kx−ωt)dkdω (A.43)

leads to
dP/dy = (ku− ω)2Γ = ρω2

⋆Γ (A.44)

where both Γ and ω⋆ are continuous, thus dP/dy is also continuous, yielding:

−TF ′
+(1) = G′

+(1) +RG′
−(1) (A.45)

Equations (A.41) and (A.45) create a linear system of equations:
[︃
−G−(1) F+(1)
−G′

−(1) −F ′
+(1)

]︃ [︃
R
T

]︃
=

[︃
G+(1)
G′

+(1)

]︃
(A.46)

which is solved with the following solution:
[︃
R
T

]︃
=

1

F+(1)G′
−(1) + F ′

+(1)G−(1)

[︃
−F+(1)G

′
+(1)− F ′

+(1)G+(1)
G+(1)G

′
−(1)−G′

+(1)G−(1)

]︃
(A.47)

leading to the resolution of the propagation problem in the shear flow, in the case of no
critical layer.

The vanishing of the denominator (determinant of the system Eq. (A.46)) is linked to the
triggering of hydrodynamic instabilities of the shear flow.
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APPENDIX B

Neural network and optimization definitions

This appendix provides a rapid introduction to some of the most important concepts of
neural networks. It reviews the most important aspects when creating a neural network
surrogate.

When performing machine learning, several key ingredients are needed. According to
Mitchell [162] "A computer program is said to learn from experience E with respect to some
class of tasks T and performance measure P, if its performance at tasks T, as measured by
P, improves with experience E". All these concepts are defined in the following sections,
following the book by Goodfellow et al. [81].

B.1 Task and Experience
The task is the purpose that a neural network must fulfill. The task will determine the
objective of the algorithm with respect to the data (the pair of input-target (X,Y ) and
the type of algorithm used to train the network. Such a training process ("the experience")
determines how the network improves its accuracy.

A first important distinction is how the experience (or the learning) is performed, typically
divided in supervised or unsupervised learning:

– Supervised learning employs labelled target data. This term, usually employed
in classification tasks, means that a label Y (i.e. a "ground truth") is associated
to each data point of the dataset X, prior to the execution of the optimization
problem. It implies that some a priori knowledge is used to build the target data,
which is then provided to the learning algorithm. The neural network is intended
to approximate closely such a target data. In regression problems (i.e. acoustic
propagation), supervised learning implies obtaining a dataset of examples either
from synthetic numerical simulations or through experimental measurements.

– Unsupervised learning aims at analyzing the input data, cluster it or find under-
lying patterns between its different variables. Thus, a full knowledge about the data
labels is not required.

For supervised learning, tasks can be divided into two categories according to the nature
of the target:

– Classification: The neural network is asked to classify some input data into some
discrete categories. This is usually represented by a neural network approximating
a function f : Rn ↦→ Kk where again Kk is a space of vectors encoding k discrete
categories such as the one-hot encoding presented in Eq. (2.44). Such a mapping
outputs the probability for the input image to belong to a given category. The
example of Fig. 2.2 is a simple representation of this task.

– Regression: The algorithm is asked to predict a continuous value given some con-
tinuous input values (f : Rn ↦→ Rm).

237
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In the case of unsupervised learning, tasks aim at discovering some structure in the data.
This can be done through the following objectives [2]:

– Clustering algorithms classify similar data into a finite number of sets, in order to
improve its interpretability. The K-means algorithm is a typical example of machine
learning algorithm [17].

– Dimensionality reduction aims at finding some underlying statistics of the data so
that it can be described with fewer parameters as the original representation. Proper
Orthogonal Decomposition (POD) and Dynamic Mode Decomposition (DMD) [214]
are classical examples of data-driven dimensionality reduction algorithms. Deep
neural network auto-encoders are an example employing nonlinear deep learning
techniques.

– Generative models aim at learning the full probability distribution function (PDF)
of a dataset. This enables the generation of new data examples by just sampling
from such learned distribution. Examples of these are Variational Auto-Encoders
(VAE) [115], Generative Adversarial Networks (GAN) [80] or Energy-Based Models
(EBM) [128].

More specific tasks (language translation, image segmentation, etc) can be related to
either some of the previously presented tasks, and hybrid approaches are commonly found,
e.g. image segmentation is a hybrid between classification and regression, as it tries to find
a category for each of the pixels of an input image (instead of a single label). Since the
objective of this work is to predict acoustic fields, the task at hand is a regression task
on real or complex valued quantities, given some initial and boundary conditions.

B.2 Performance Measure/Loss function
In order to evaluate the approximation capacity of the neural network, a metric of the
error performed by the neural network must be defined. This metric must be chosen
carefully according to the network objectives, in a case-by-case basis. Such a metric is
called the loss function when being used as the optimization objective to be minimized
during the training process, called L in Eq. (2.39). For example, in classification tasks,
the cross-entropy function [158] is minimized, as it measures the difference between the
probability distribution functions of the true target labels and the predicted labels.

For regression tasks with continuous output values (as opposed to distinct categories in
classification), it is usual to define some distance with respect to a known output (defined
as the ground truth data). Mean square errors (MSE) or Mean absolute error (MAE) are
typically used, although other metrics are also available (squared logarithmic loss, Huber
loss, etc). A summary of the most commonly employed regression losses is presented in
Table B.1, and the rightmost column presents the most important features of each metric.

The choice of an adequate loss function is of paramount importance to the optimization
problem, as it controls how the neural network must fit the target data to perform the given
tasks. In the case of physics-based applications, such a choice can help regularizing the
optimization problem, so that the network fulfills some additional constraints besides pure
data-fitting objectives (e.g. following conservation equations, preserving spatial gradients,
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Loss name
Formula for Li with
L(Y , Ŷ ) = 1

N

∑︁
i Li

Comments

Mean squared
error

(MSE)
(Yi − Ŷ i)

2 Eulerian distance between vectors
Sensitive to outliers

Mean absolute
error

(MAE)

⃓⃓
⃓Yi − Ŷ i

⃓⃓
⃓ Absolute distance between vectors

Less sensitive to outliers

Coefficient of
determination

(R2)
1−

∑︁
i(Yi−Ŷ i)

2∑︁
i(Yi−y)2

R2 ∈ (−∞, 1]
Explains the quality

of a linear regression fit
R2 = 0 for a model predicting the

expected (mean) data value
Mean squared

logarithmic error
(MSLE)

(︂
log(Yi + 1)− log(Ŷ i + 1)

)︂2
MSE in logarithmic space

Huber loss
(HL)

{︄
1
2
(Yi − Ŷ i)

2 if |Yi − Ŷ i| < δ

δ ·
(︂⃓⃓
⃓Yi − Ŷ i

⃓⃓
⃓− δ/2

)︂
otherwise

Hybrid between MSE
and MAE (controlled with δ)

Cosine
similarity

(︂∑︁
i YiŶ i

)︂
/

(︃√︁∑︁
i Y

2
i

√︂∑︁
i Ŷ

2

i

)︃
Angle between two vectors
= 1 the vectors are equal

= 0 the vectors are decorrelated
and orthogonal

= −1 the vectors are opposite
Table B.1 Summary of usual regression loss functions between two vectors Y
and Ŷ
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etc). This problematic and its application to physics applications and fluid mechanics
problems is reviewed in section 2.5.

B.3 Learning Hypotheses and Errors
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Figure B.1 Illustration of learning errors on the fitting of a uni-variate func-
tion through polynomial approximations. The true function is a polynomial
y(x) = 2x − 10x5 + 15x10 (dashed black line). A noisy training dataset (blue)
is built by sampling Ntrain = 50 points on the interval x ∈ [0, 1], adding some
Gaussian noise with mean µ = 0 and standard deviation σ2 = 0.7. Three poly-
nomials with different features are fitted to the data with a least-squares linear
regression algorithm (red curves): (left) linear, (center) same polynomial as the
true function and (right) full polynomial of order 10. A test dataset (green) is
built on the interval x ∈ [−1, 2] with Ntest = 50 and (µ, σ2) = (0, 0.7). Under-
fitting occurs when too few features are used (left). Over-fitting happens for too
many features (right). Strong generalization capabilities outside the training
range x ∈ [0, 1] happen for a suitable number and type of features (center).

As mentioned previously, the main objective of a supervised machine learning regressor
is to be able to learn relevant statistics from the data such that it is able to perform the
given task with sufficient accuracy. When fitting any data-driven regressor with a dataset,
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Figure B.2 Representation of learning errors evolution versus (left) training
dataset size and (right) model capacity. Figure adapted from Mehta et al. [158].

the ultimate objective is that the trained model performs as accurately as possible to
novel out-of-sample inputs, i.e. it correctly performs the task even for data not seen
during the training phase. This capability is called generalization. This generalization
is expected when this unseen data is generated from the same probability distribution
than the training data. In order to evaluate the neural network ability to generalize, the
learning algorithm typically employs three distinct types of dataset, each one associated
to a learning hypothesis:

– The training data are employed to optimize the neural network approximator by
solving the problem of Eq. (2.39). It is associated to hypothesis H1: the training
dataset is sufficiently representative of the task at hand, allowing the recovery of the
underlying PDF.

– The validation data test the capacity of the network to accurately perform pre-
dictions with novel inputs. Such data is evaluated in parallel from the training set
(during the training phase), but it is not directly used to update the model parame-
ters. The second hypothesis H2 states that the validation set is capable of falsifying
the H1 hypothesis, indicating whether the network performs well or wrong on out-
of-sample data. It allows the selection of an optimal θ∗ among all the possible
candidates.

– The testing data test the generalization capability of the network, by evaluating
the error performed by the network after the training is finished. Typically, this test
is hold out until the model is definitely trained, in order to prevent any type of data
leakage, i.e. any information coming from outside the training set used to select the
optimal parameters of the model θ∗, which would result in an invalid training set
hypothesis H1. The test dataset is linked to a third hypothesis H3: it is able to
assess the generalization capability of the network.

Several problems may occur depending on the capacity of the trained model to represent
the target probability distribution function with the number of given parameters, the type
of used features and the data used for each one of the three datasets. This is exemplified
in Fig. B.1 by the simple one-dimensional fitting of a dataset sampled from a polynomial



242 APPENDIX B. NEURAL NETWORK AND OPTIMIZATION DEFINITIONS

function with added Gaussian noise. A least-squares linear regression algorithm is used
on the training dataset and tested a posteriori on a test dataset, showing three distinct
scenarios:

– Underfitting (left column in Fig. B.1): The model does not have enough capacity
to represent the target PDF, thus the training error (here the coefficient of determi-
nation R2) does not decrease sufficiently.

– Overfitting (right column in Fig. B.1): The capacity of the model is too large and
the validation error is significantly larger than the training one. The model focuses
on the noise in the training set, "learning by heart" on the training data but being
unable to generalize outside it (for example, for x < 0 or x > 1).

– Generalization (center column in Fig. B.1): for the appropriate number of features,
the model is able to generalize well, even if tested on data lying outside the range
of the original training set (but coming from the same underlying PDF, here the
"true" polynomial).

A fourth scenario may occur in the case of out-of-distribution (OOD) data being fed to
the model. This means that the input data is sampled from a different PDF than the
one that generated the training data. In the case of Fig. 2.2, this could happen when
inputting the image of a building, which would result in an obviously wrong classification
result. In the case of Fig. B.1, this means using some test data sampled from a different
"true" polynomial, where the trained model would fail.

These concepts are related to the capacity of the network, i.e. the ability of a model to
approximate a target probability distribution with a given dataset and a given number and
type of features. Such an concept can be mathematically explained with the bias-variance
decomposition (see [158] for the detailed development). It states that given a dataset
composed of N input-target pairs D = (X,Y ) where the target is assumed to come from
a generating function of the type:

Y = f(X) + ϵ (B.1)

where ϵ represents a random noise, normally distributed with zero mean and standard
deviation σϵ. Let consider a learned predictor (linear regression, neural network) G(X;θ)
that approximates f , which takes as input a new data point X. Such a generalization
error can be calculated with a loss function, chosen here as a squared error:

L(Y , G(X;θ)) =
∑︂

i

(Yi −G(Xi;θ))
2. (B.2)

The vector of optimal parameters is chosen such that it satisfies:

θ∗
D = argmin

θ
L(Y , G(X;θ)) (B.3)

which depend on the chosen dataset D. A different error L(Yj, G(Xj;θ
∗
Dj
)) would be

achieved for a different dataset Dj = (Xj,Yj), chosen among all possible datasets by
sampling N data points from the true data PDF. Let ED denote the expectation value
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over all the possible datasets. An additional average is performed on the different noise
samplings ϵj, denoted by Eϵ. The expected generalization error, averaged over dataset and
noise, is:

ED,ϵ

[︂
L(Y , G(X;θ∗

Dj
))
]︂
= ED,ϵ

[︄∑︂

i

(Yi −G(Xi;θ
∗
D))

2

]︄

=
∑︂

i

σ2
ϵ + ED

[︁
(f(Xi)−G(Xi;θ

∗
D))

2
]︁ (B.4)

The second term of the right-hand side can be further decomposed into two separate
components, such that the final expression reads [158]:

ED,ϵ [L(Y , G(X;θ∗
D))] = Noise + Bias2 + Var (B.5)

where the first term represents the error due to the noise in the data or in the training
process:

Noise =
∑︂

i

σ2
ϵ , (B.6)

the second term, called the bias, measures the error between the model expectation value
(the error done by the model trained on the limit of infinite data) and the true value of
the function:

Bias2 =
∑︂

i

(f(Xi)− ED [G(Xi;θ
∗
D)])

2 , (B.7)

while the third term, called the variance, measures the fluctuations of the model. This
error is due to the finite nature of the dataset:

Var =
∑︂

i

ED
[︁
(G(Xi;θ

∗
D)− ED [G(Xi;θ

∗
D)])

2]︁ . (B.8)

Figure B.2 plots the evolution of bias and variance errors versus the amount of training
data (right) and the network capacity (left): the bias error does not depend on the quantity
of data and decreases with model capacity. On the other hand, the variance increases with
the model complexity and decreases with the amount of data. Thus, for a fixed amount of
data, an optimum in the generalization error (the sum of the variance and bias errors) can
be found for intermediate model capacity. Furthermore, more data samples yield always
better generalization errors. In practice the optimal generalization error is difficult to find
as a deep learning model does not always reach "the best solution" but just one that
merely decreases the training error. This phenomenon is due to the complexity of the
non-convex optimization problem, which leads to imperfect optimization algorithms. For
this reason, the training of a neural network is a nontrivial task that is reviewed in the
next section.

B.4 Neural network training
The previous section has described the three ingredients needed to resolve the problem
defined in Eq. (2.39): a dataset of size Nsamples with (Xi,Yi)i∈[0,Nsamples−1], a model G(θ)



244 APPENDIX B. NEURAL NETWORK AND OPTIMIZATION DEFINITIONS

and a loss function L(Y , Ŷ ). The last step is to find some parameters θ∗ that minimize the
loss function. This problems results in a non-linear and non-convex optimization problem.

B.4.1 Gradient-Descent Optimization
To solve this non-convex problem, Gradient Descent (GD) algorithms can be employed.
The basic idea is to follow an iterative parameter update, so that for each model evaluation
through some dataset samples, the network parameters are moved in the direction of the
steepest descent, which in its simplest form reads:

vt = ηt∇θL (G(X,θ),Y ) (B.9a)

θt+1 = θt − vt (B.9b)

The variable ηt is called the learning rate, which controls the amplitude of the parameters
descent into the steepest gradient direction. This variable is called an hyper-parameter as
it is not optimized by the algorithm itself (so it must be chosen through other methods).
Note that this explicit update rule is equivalent to a first-order forward Euler temporal
scheme, thus small learning rates (equivalent to time-steps) must be chosen.

The choice of the learning rate is not trivial. If chosen too small, the optimizer is guar-
anteed to converge only to a local minimum of the loss function, but such a convergence
comes at a very high computational cost. On the other hand, choosing large learning rates
may lead to oscillations of the parameters around a given optimum, or even to divergence.

The optimum of the learning rate can be recovered if instead of using a first-order approx-
imation of the optimization, second-order Newton’s optimizers are used. Indeed, the loss
function (called the energy function is general optimization problems) may be expanded
using a second-order Taylor expansion (L (G(X,θ),Y ) = L(θ) for conciseness) in terms
of the vector of steps v (thus different optimizer steps are allowed for each parameter θ):

L(θ + v) ≃ L(θ) +∇θL(θ)v +
1

2
vTH(θ)v, (B.10)

where H(θ) denotes the Hessian matrix. The objective is to find a vector of optimal steps
v∗. Differentiating Eq. (B.10) with respect to v and setting L(θ + v∗) = 0 leads to:

vt = H−1(θ)∇θL(θ) (B.11a)

θt+1 = θt − vt (B.11b)

This implies that at each optimization step, the Hessian matrix must be built and inverted.
Such calculation is infeasible in many cases, either due to its high computational cost
(building the Hessian which scales as ∼ O(N2

p ) with respect to the number of model
parameters Np), or because of its ill-conditioning (LeCun et al. [126] demonstrated that
for a single learning rate parameter, convergence is only guaranteed for η < 2/λmax where
λmax is the largest eigenvalue of the Hessian). Several alternatives to the full calculation
of the Hessian exists, such as low-rank quasi-Newton approximations (L-BFGS method
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[142]), Krylov subspace methods (which use vector-matrix multiplication to avoid building
the the full Hessian), conjugate gradient methods, etc.

Thus, first-order methods are still preferred in machine learning applications, because of
the large number of parameters used in neural networks (typically Np > 105, with the
latest Large Language Models reaching Np ∼ 1011 [40]). However, plain GD is not usually
employed because of some important limitations [158]:

i) For each parameter update (Eq. B.9), GD calculates the gradients ∇θL(θ) by eval-
uating the full dataset. This results in a deterministic algorithm, thus usually con-
verging to poor local minima. Introducing randomness (Stochastic Gradient Descent
- SGD) allows escaping such local minima because of the fluctuations introduced in
the parameters updates.

ii) The full dataset evaluation is also computationally expensive. An alternative is to
calculate the gradients over subsets of data (called mini-batches). If the mini-batches
are chosen randomly, this has the added advantages of introducing the stochastic
behavior required by the previous point.

iii) The choice of the learning rate is nontrivial and must be dealt as an additional
tunable hyper-parameter during the optimization process.

iv) All the parameters are updated uniformly in all directions, which results in non-
optimal updates (an optimal update would require second-order methods). A good
optimizer would employ large steps in flat regions of the loss functions, and small
steps in steep directions.

v) The optimizer is heavily dependent of initial conditions, as is the case in all non-
convex optimization problems.

Therefore, instead of plain GD, mini-batch stochastic gradient descent (SGD) is the pre-
ferred method for training neural networks, i.e. the parameters update is performed itera-
tively over a set of randomly sampled mini-batches without replacement, until completing
all the dataset. This whole iteration is called an epoch and in general, several epochs
are needed to reach the problem minimum. The pseudo-algorithm 1 is followed to train
the network, composed of fours main parts: the forward pass, the loss calculation, the
backward pass and the parameter update.

While the SGD variant solves some of the problems raised above (stochasticity, compu-
tational cost), other problems such as the choice of learning rate and the uniform update
of parameters are dealt by some popular alternatives, like Adam (Adaptive Moment Es-
timation) [114]. This extension of the SGD algorithm manages to overcome those issues
by having one learning rate per network parameters. The idea behind Adam is to keep
track of the optimizer history, in order to detect whether the parameters lie in regions of
high or low curvature. This is is done by storing a running average of the first and second
moment of the gradients as shown in algorithm 2. This information results in an individual
learning rate being calculated for each parameter. An additional bias correction accounts
for the fact that only two points are used in the running average procedure.
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Algorithm 1 Neural network training
Require: Dataset (Xi,Yi) with i ∈ [0, Nsamples − 1]
Require: Minibatch size B
Require: Initial learning rate η0 and learning rate schedule ηt = ηt(t)

Require: Number of epochs Nepochs and optimization steps Noptim =
Nsamples

B
Nepochs

Require: Initial parameters values θ0

for e = 1; Nepochs do
for b = 1; Nsamples/B do

Data sampling: Randomly sample a mini-batch from the dataset (without
replacement):

X(b) = {Xi, . . . ,Xi+B}

Forward pass: Compute the prediction Ŷ
(b)

= G(X(b),θt)

Loss calculation: L = 1
B

∑︁B
i=1 Li

(︂
Y

(b)
i , Ŷ

(b)

i

)︂

Backward pass: Calculate gradients of error w.r.t. parameters

∇θtL
(︁
G(X(b),θt),Y

(b)
)︁

Parameter update: θt+1 = θt − ηt∇θtL
(︁
G(X(b),θt),Y

(b)
)︁

end for
Restart dataset sampling policy

end for
return θ

Algorithm 2 Adam stochastic optimizer, based on the adaptive estimates of lower-order
moments. Note that βt

1 and βt
2 indicate an exponentiation by a power of t, while gt denotes

the vector g at time t.
Require: Initial learning rate η0 and learning rate schedule ηt = ηt(t)
Require: Exponential decay rates for moment estimates β1, β2 ∈ [0, 1)
Require: Initial parameters values θ0

m0 ← 0 (Initialize 1st moment vector)
v0 ← 0 (Initialize 2nd moment vector)
t← 0 (Initialize timestep)
while θt not converged do

t = t+ 1
gt = ∇θLt(θt−1) (Calculated gradients w.r.t. the loss function)
mt = β1mt−1 + (1− β1)gt (Update biased 1st moment estimate)
vt = β2vt−1 + (1− β2)g

2
t (Update biased 2nd raw moment estimate)

m̂t = mt/(1− βt
1) (Compute bias-corrected 1st moment estimate)

v̂t = vt/(1− βt
2) (Update bias-corrected 2nd raw moment estimate)

θt = θt−1 − ηtm̂t/(
√
v̂t + ε) (Update parameters)

end while
return θ



B.4. NEURAL NETWORK TRAINING 247

B.4.2 Calculating the gradients: the backpropagation algorithm
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Figure B.3 Schematic of the backpropagation of gradients from the output loss
(L) towards the network input, shown by red arrows. The expression for each
intermediate gradient is shown. The gradients used by the SGD algorithms are
highlighted in bold (w.r.t. parameters and biases).

The most computational expensive part related to training algorithm (1) is the calculation
of gradients (the backward pass), later used for the parameters update in the SGD. This
calculation is performed in neural network through the backpropagation algorithm [208].
It consists in applying recursively the derivation chain rule in the graph representing the
operations of the network, in order to obtain the gradient of each network parameter with
respect to the calculated loss value. The name "backward pass" comes from the fact that
the graph is travelled backward, from output (scalar loss value) towards its input. Since
neural networks are parameterized functions, the derivatives can be calculated analytically.
For example, for the MLP described in Fig. 2.1, Figure B.3 shows the backpropagation of
gradients with red arrows. Considering that an squared-error is used as loss function, the
forward pass is defined by:
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Then, the gradients of the loss with respect to the different parameters of layer (2) can be
calculated by using the derivation chain rules:
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In the same vein, the gradients with respect to the parameters of layer (1) are:
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The gradient descent algorithm will employ the resulting derivatives with respect to the
weights and biases, e.g. Eqs. (B.13c-B.13d) and Eqs. (B.14c-B.14d).

Of course, the hand derivation of such expressions can become tedious for deep networks.
Instead, efficient automatic differentiation (AD) libraries are commonly employed to per-
form such calculations. Those frameworks implement every forward operation with its
corresponding back-propagation (derivative) calculation. Such operations can be par-
allelized into GPU hardware, significantly speeding-up the gradient calculations and the
subsequent neural network training. Common working environments include Pytorch [178]
or TensorFlow [1].

B.4.3 Vanishing, Exploding Gradients. Numerical Recipes for a
Stable Training

Equations (B.14c-B.14d) show that the gradients of the loss with respect to weights and
biases parameters are proportional to the derivative of the activation function ∂σ(alj)/∂a

l
j.

For deep networks such gradients are proportional to the product of derivatives of activa-



B.4. NEURAL NETWORK TRAINING 249

tion functions:
∂L
∂w

(l)
ij

∼
∏︂

l

∂σ(a
(l)
j )

∂a
(l)
j

(B.15)

Equation (B.15) behaves as a geometric series, converging towards zero for ∂σ(a(l)j )/∂a
(l)
j <

1, diverging for ∂σ(a(l)j )/∂a
(l)
j > 1, or remaining equal to 1 if and only if ∂σ(a(l)j )/∂a

(l)
j = 1.

The first behavior leads to the vanishing gradients problem while the second condition
is associated to exploding gradients. The vanishing gradient was one the main problems
encountered in the first implementation of neural networks, as such early works favored
activation functions that become rapidly saturated (constant), e.g. the hyperbolic tangent
or the Sigmoid functions (see Fig. B.4). The gradient of these functions are almost zero
except in a narrow band close to the origin, thus the optimization of parameters becomes
slow or impossible. The deeper the network is, the more possible that earlier layers (closer
to the input) see this kind of nil gradients. The introduction of the Rectified Linear Unit
(ReLU) [171] mitigated this problem, by creating a non-linearity with constant unit-value
gradients for positive inputs and zero-gradients for negative inputs (Fig. B.4). Such a
simple idea would be critical for the successful use of very deep networks, applied to
solve classification problems on large datasets [118]. More recent examples of activation
functions avoid the zero-gradient zone of ReLU (for x < 0) that may cause the appear-
ance of "dead neurons" (parameters that do not move as the gradient is exactly zero).
They introduce nonzero gradients everywhere, such as the Leaky ReLU (LReLU), or the
Gaussian-Error Linear Unit (GELU) [91], the latter commonly found in Large Language
Models [57]. ReLU activation remains nonetheless a solid baseline used in many modern
network implementations.
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Besides the choice of activation functions, other numerical recipes contributed to the
widespread use of neural networks. Indeed, the following ideas are used in many ap-
plications of DL:

– Residual connections [90]: Instead of doing a nonlinear map between two hidden
layers of the type Ŷ = G(X;θ), the following mapping is performed:

Ŷ = X +G(X;θ). (B.16)

The introducing of such residual formalism allows the gradients to flow backwards
through the identity mapping Ŷ = X, leaving the network G to learn only the
perturbations close to zero. This benefits the overall optimization process, as the
features of G might be smaller in amplitude and well-conditioned.

– Normalization of inputs/outputs/hidden layers: following the same idea of residual
connections, neural network benefits from having input, output and parameters fol-
lowing a standard Gaussian distribution (zero mean and unit standard deviation).
This ensures again the good behavior of the optimization algorithm and the back-
propagated gradients. Normalizing the input and output layers can be easily done
by calculating the moments (with mean E(x) and variance Var(x)) on such input
and output data (e.g. on the full dataset), then transforming such data as follows:

Input: ˜︁x =
x− E(x)√︁
Var(x) + ϵ

, Output: ŷ =
√︁

Var(x)˜︁y + E(x) (B.17)

where ˜︁() denotes normalized data and ϵ is a small parameter used in order to avoid
division by zero. The choice of the moments is not trivial, particularly for output
layers (for example, the nature of y can be different of that of x, thus the moments
of x may not be valid). The normalization of hidden parameters is a more subtle
task, as employing the classical normalization of Eq. (B.17) may hinder the rep-
resentation power of networks (e.g. stay in the linear regime for tanh activation).
Thus, additional trainable parameters γ(l) and β(l) are employed in order to learn a
normalizing formalism that adapts itself the the network architecture and data:

˜︁y(l)j = γ(l)
y
(l)
j − E(y(l)j )√︂
Var(y(l)j ) + ϵ

+ β(l). (B.18)

The way the moments are calculated varies for different works. The most commonly
used normalization layer is Batch Normalization [101], which calculates the moments
of the samples on each mini-batch, as an estimator of the full dataset estimator.
Thus, such estimations depend on the batch size B, which must be sufficiently large
in order to avoid noisy moment estimations.

The other type of problem highlighted by Eq. (B.15), exploding gradients, is a commonly
found for Recursive Neural Networks (RNN), which has been reviewed in section 2.4.3.



APPENDIX C

Study on the AVBP dataset of oblique wave
propagation in 2D sheared flows

This appendix complements Chapter 7 by detailing the choices made during the generation
of the AVBP dataset of 2D simulations of oblique acoustic plane waves, propagating
through plane sheared flows. Several aspects are considered in this study:

i) the capability of non-reflecting boundary conditions (NSCBC) to evacuate the out-
going acoustic waves, both at the inlet and outlet boundary conditions (see Fig. 7.2),

ii) the practical calculation of the reflection and transmission coefficients,

C.1 NSCBC formulation

Figure C.1 Characteristic waves of the 3D Navier-Stokes equations at a sub-
sonic inlet (x1 = 0) and outlet (x1 = L) planes, images from [187, 253]

First, the NSCBC formulation for both inlet and outlet NSCBC boundary conditions are
described, together with the modifications applied to the inlet BCs in order to inject an
oblique acoustic wave. Fig. C.1) shows a sketch of the normal characteristic waves when
using the local one-dimensional inviscid hypothesis (LODI), denominated as L1-L5. Their
expression can be found in [55, Eqs. (8)-(11)].

C.1.1 Inlet NSCBC
The inlet generalized non-reflecting inlet NSCBC velocity formulation by Daviller et al.
[55] formulates the characteristic wave L5 (associated to the (u + c) velocity in Fig. C.1)

251
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as follows:
L5

ρc
= −2∂u

′
a(t)

∂t
+ 2Ku

[︁
u(t)− (uref + u′

a(t) + u′
−(t))

]︁
(C.1)

where u, ρ and c are the full velocity, density and speed of sound variables (no lineariza-
tion is performed), uref is the imposed mean flow velocity normal to the boundary, and
u′
a(t) is the imposed incoming unsteady acoustic perturbation. u′

− represents the velocity
fluctuations linked to outgoing acoustic waves, i.e. to the (u − c) characteristic wave L1

in Fig. C.1), so that:

u′
−(t) =

1

2ρc

∫︂ t

0

L1dt. (C.2)

The relaxation coefficient Ku is a free parameter set by the user. This choice is critical to
obtain a boundary condition that fulfills its double role of imposing a mean flow velocity
boundary condition while evacuating the outgoing acoustics. On the one hand, letting
Ku = 0 leads to perfectly non-reflecting boundary conditions but may lead to the drift
in the mean velocity values. The linear relaxation on the reference velocity prevents
this from happening, once a sufficiently large Ku is chosen. However, setting Ku with
a large value may lead to the divergence of the solution, since the boundary condition
becomes reflective, amplifying the spuriously generated waves at the boundary. Thus, an
intermediate value must be chosen, so that the NSCBC evacuates sufficiently the acoustic
waves while preventing the drift of mean flow quantities.

C.1.2 Outlet NSCBC with transverse terms
The employed pressure outlet boundary condition follows the generalized formulation of
Yoo and Im [259], which relaxes the one-dimensional LODI hypothesis. This formulation
considers the effect of the transverse characteristic terms, defined as T1-T5. Then, the
outgoing characteristic condition L1 (associated to u− c) reads:

L1 = Kp(p− pref)− (β − 1)T1 (C.3)

where Kp and β ∈ [0, 1] are respectively the normal and transverse damping parameters.
As with the NSCBC inlet, both parameters must be set by the user in order to prevent
the reflection of acoustic waves at the boundary condition while avoiding the drift in mean
flow quantities. Granet et al. [83] suggest that β = u0/c0, i.e. equal to the mean Mach
number at the boundary condition. This is adequate when treating vortically-dominated
flows (e.g. turbulent eddies traversing the boundary conditions), avoiding the transfor-
mation of hydrodynamic modes into acoustic ones at the boundary. However, in the
case of acoustically-dominated flows (i.e. no vortical flow but strong acoustic disturbances
traversing the NSCBC), Liu and Vasilyev [144] suggest to tailor the value of β depending
on the angle of incidence of the acoustic disturbances (relative to the normal direction
with respect to the boundary) and the mean Mach number.
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Figure C.2 Calculation of the reflection coefficients in a simple example. Sketch
of the incident L+ and reflected waves L− impacting on a wall for the (a) LODI
and (b) non-LODI case (along directions n1 and n2). (c) Application to a wave
with incident angle θ = 60◦ impacting on a boundary condition at y = 4 with an
imposed reflection coefficient with modulus |R| = 0.5 and phase ϕ(R) = 180◦.
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Figure C.3 Calculation of the reflection coefficient from the example in
Fig. C.2. (a) Time evolution of characteristic waves L+, L−. (b) Cross-
correlation versus time-lag between both characteristic waves. The lag cor-
responding to the maximum cross-correlation is highlighted with a vertical red
line, leading to the calculation of the reflection coefficient phase ϕ(R). (c)
FFT of both characteristic waves. (d) Modulus of the reflection coefficient
|R| = |L−/L+|. The rms-value is shown with a dotted red line.
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C.2 Acoustic reflection coefficient calculation for non-
normal incident waves

In order to evaluate of the accuracy of the NSCBC, the XWAVE [186] tool is available
in AVBP, allowing the calculation of the reflection characteristic of a boundary condition.
However, such a tool only works by considering the LODI (local one-dimensional inviscid)
hypothesis. Thus, the objective of this section is to generalize the methodology proposed
in XWAVE to calculate the reflection coefficient of non-normal incident waves. Let’s
visualize it with the example shown in Fig. C.2. It consists of a wave injected at y = 0
m with amplitude p′ = 1 Pa, a monochromatic excitation of f = 340 Hz and an angle
of incidence θ with respect to the x-direction. The wave travels until y = 4 m where it
reaches a boundary condition with a predetermined reflection coefficient R with modulus
|R| and phase ϕ(R). The following values are arbitrarily chosen:

|R| = 0.5, ϕ(R) = 180◦. (C.4)

The objective is to find a method to recover such values from the recording of the temporal
signal in a single spatial probe location (here the probe is at (x, y) = (0, 4)). For a normal
incoming wave (θ = 90◦), the LODI hypothesis holds and the amplitude of the incoming
and outgoing acoustic waves (along the normal direction n as shown in Fig. C.2a) read:

W 1 =
p′

ρ0c0
+ u′, (C.5)

W 2 =
p′

ρ0c0
− u′. (C.6)

The temporal variations of W 1 and W 2 are denoted as L+ and L−:

L+ = λ+

(︃
∂u′

∂x
+

1

ρ0c0

∂p′

∂x

)︃
(C.7)

L− = λ−

(︃
−∂u′

∂x
+

1

ρ0c0

∂p′

∂x

)︃
(C.8)

with λ+ = u′ + c0 and λ− = u′ − c0. The reflection coefficient then reads:

R =
∂W 1/∂t

∂W 2/∂t
=

L−

L+

. (C.9)

When the angle of incidence θ ̸= 90◦, the previous analysis must take into account the
different directions of propagation, therefore the characteristic waves must be projected
along the directions of propagation (shown in Fig. C.2a as n1 and n2). Thus, the wave
strengths become:

˜︂W 1 =
p′

ρ0c0
+ (u′ · n1) , (C.10)
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˜︂W 2 =
p′

ρ0c0
− (u′ · n2) . (C.11)

Furthermore,
˜︁L+ = ˜︁λ+

(︃
∂u′ · n1

∂n1

+
1

ρ0c0

∂p′

∂n1

)︃
(C.12)

˜︁L− = ˜︁λ−

(︃
−∂u′ · n2

∂n2

+
1

ρ0c0

∂p′

∂n2

)︃
(C.13)

where ˜︁λ+ = (u′ · n1) + c0 and ˜︁λ− = (u′ · n2)− c0, thus leading to:

R =
∂˜︂W 1/∂t

∂˜︂W 2/∂t
=
˜︁L−

˜︁L+

. (C.14)

This projection of the characteristic waves along the directions of propagation allows the
accurate recovery of the reflection coefficient. Retaking the previously described example,
the characteristic waves ˜︁L− and ˜︁L+ are recorded at the probe (x, y) = (0, 4) m and plotted
in Fig. C.3(a). The modulus of the reflection coefficient can be calculated by taking the
ratio of the rms-values of both quantities, as shown in Fig. C.3(d), leading to a perfect
prediction of the target reflection modulus of |R| = 0.5. For the phase calculation, the
normalized temporal cross-correlation between both characteristic waves is calculated,
such that:

< L+,L− >=

∫︂ t+T

t0

L+L−(t+ τ)dt. (C.15)

where L+ denotes the complex conjugate of L+. Figure C.3(b) shows the evolution of
such quantity, normalized by its maximum value. The x-axis represents the temporal lag
between both signals. By taking the lag corresponding to the maximum correlation value,
denoted as T∗, the phase of the reflection coefficient between both signals can be calculated
as follows:

ϕ(R) = πfT∗ (C.16)

where f is the frequency of the signal, which can be obtained by performing a Fast-Fourier
Transform (FFT) on L+ and L− (Fig. C.3(c)). Figure C.3(b) shows the obtained value (in
degrees), which is very close to the expected value of ϕ(R) = 180◦. This shows that the
presented methodology is able to evaluate the reflection coefficient at boundary conditions,
even for non-normal incoming waves.

C.3 Choice of NSCBC parameters
This section explores the practical choices in order to create the dataset of waves propagat-
ing in a shear flow, in Chapter 7. For that, simulations are performed employing the same
boundary conditions as Section 7.3.1. The domain is a two-dimensional rectangle of size
Dx×Dy = [2× 10]m, discretized with a uniform Cartesian grid with N ×M = [40× 225]
nodes per direction. An acoustic perturbation of amplitude u′ = 0.0125 m/s is injected
at the bottom inlet boundary with an angle of incidence of θ = 60◦ with respect to the
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x-direction. The fluid is initialized with a uniform pressure of 1 bar and a temperature
of T = 287 K. The objective is to study the influence of the relaxation parameters, Kp

and Ku, as well as the transverse term relaxation β. First, Kp is varied from 0 to 50
(while Ku is fixed at 5000 and β = 0.6) and the spatial average of the pressure, density
and temperature variables is displayed in Fig. C.4. It shows that a coefficient of Kp = 0
induces a drift in the mean values, while Kp = 10 shows a convergence towards a value
slightly below the required values of 1 bar and T = 287 K. Kp = 50 shows a small oscilla-
tory behavior and then converging around the expected mean values, indicating that this
relaxation coefficient is appropriate.

Regarding the Ku coefficient, Fig. C.5 depicts its influence when fixing Kp = 50 and
β = 0.6. A value of Ku = 5000 is deemed enough to avoid the drift in the mean values.

Figure C.4 Influence of outlet relaxation coefficient Kp on the mean pressure,
temperature and density quantities at fixed Ku = 5000 and β = 0.6.

Figure C.5 Influence of the inlet relaxation coefficient Ku on the mean pressure,
temperature and density quantities at fixed Kp = 50 and β = 0.6.

Now, let’s study the influence of the transverse terms relaxation parameter at the outlet,
β. To improve the understanding of the behavior of the outlet NSCBC, two studies are
carried out. The first one imposes a uniform flow along the x-axis, such that u0 is not nil.
Figure C.6 depicts the evolution of the reflection coefficient calculated at an outlet probe
when the β parameter is varied, as well as the mean flow Mach number u0/c0. AVBP,
following the works of Granet et al. [83], recommends to fix β equal to the mean Mach
number normal to the boundary. In this case, this means that β = 0 always since the
mean flow is tangential to the outlet condition. However, it is observed that such a choice
(highlighted with red points) results in a sub-optimal acoustic behavior of the NSCBC.
As was demonstrated already by Liu and Vasilyev [144], the optimal β parameter depends
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on the mean flow and the incidence angle. For the current case, β = 0.6 seems an optimal
choice, which is similar to the value obtained in [144].

(a) (b)

Figure C.6 Influence of the β parameter on the reflection coefficient R, for
different mean flows x-direction velocities u0/c0 and an acoustic perturbation at
θ = 60◦. The AVBP criterion of choosing β = u0/c0 is highlighted in red. (a)
Modulus |R| and (b) Phase ϕ(R).

Now, the same study is performed by varying the other component of the velocity, namely
v0. In this case, this velocity is normal to the boundary condition, so it is expected that
the AVBP adapts its behavior to each mean flow state. This is shown in Fig. C.7. It is
observed that while the AVBP recommendation (again in red) is optimal for v0/c0 = 0.6,
this is just a coincidence since again the optimal β varies with the mean flow condition.
The value of β = 0.6 is deemed again optimal for a wide variety of mean flow conditions.
Therefore, it is employed for the generation of the complete dataset, regardless of the
incidence angle.

Finally, it is observed that even if the β parameter has a large influence of the acoustic
behavior of the outlet NSCBC, the reflection coefficient remains above 1% in all cases.
Next, the possibility to employ an additional sponge layer (as described in Section 2.3.2).
The reflection coefficient is plotted against the sponge layer thickness ds normalized by the
wavelength of the acoustic disturbance λ. Increasing the thickness of the sponge layer up
to ds = 4λ ensures that the reflection coefficient becomes negligible (< 0.1%). Therefore,
an additional sponge layer has been employed when generating the dataset of propagating
waves in shear layers, with ds = 4λ.
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(a) (b)

Figure C.7 Influence of the β parameter on the reflection coefficient R, for
different mean flows y-direction velocities v0/c0 and an acoustic perturbation at
θ = 60◦. The AVBP criterion of choosing β = u0/c0 is highlighted in red. (a)
Modulus |R| and (b) phase ϕ(R).

(a) (b)

Figure C.8 Influence of the non-dimensional sponge layer thickness normalized
by the acoustic wavelength ds/λ on the reflection coefficient R, for an acoustic
perturbation at θ = 60◦ and quiescent mean flow. (a) Modulus |R| and (b)
phase ϕ(R).
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