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Abstract

This thesis explains the challenges that arise when pricing financial derivative

contracts and how quantum computers can be used to accelerate the computing

process currently performed on classical computers. More precisely, I provide

concrete explanations on how previously suggested circuits work and I give

examples of implementations of these circuits. I also introduce fundamental

notions of finance and quantum computing so that readers coming from different

fields can more easily grasp the content covered. Finally, I highlight potential

issues with the algorithms presented and I suggest research avenues.
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Quantum Meets Finance
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Chapter 1

Financial Markets and

Quantum Computing

1.1 Introduction to Financial Markets

1.1.1 Option Contracts

According to the Bank for International Settlements (BIS), the notional amounts

outstanding on the Over the Counter market (OTC) for financial derivatives

amounted to more than 90,000 billion US Dollars in the year 2000. These

amounts have gone through a sixfold increase in the past two decades and are

now estimated at just below 600,000 billion US Dollars.

The current extensive use of OTC complex financial derivatives has called the

need for market participants to constantly innovate and find new ways to eval-

uate ever more exotic products that are sometimes tailored by banks and other

financial institutions to the specific needs of a single institutional client.

The simplest financial derivative contracts that are relevant to consider for

the pricing methods presented in this thesis are call options and put options

on the common stock of a company or other types of assets. A basic (vanilla)

option can be thought of as a right to buy (in the case of a call option) or to sell

(in the case of a put option) an asset at a predetermined price, and at a certain

date (called maturity date) or during a certain period of time. More precisely,
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an option is a contract between two parties, a buyer and a seller. The buyer

will buy from the seller the right to trade the stock with them at a future date

and at a predetermined price. In the case of a call, the agreed-upon trade will

be the purchase by the buyer of the stock from the seller. Conversely, in the

case of the put option, the buyer will buy the right to sell the stock to the seller

party.

In an option contract, while the buyer has the choice to either trade or not at

maturity (or during the lifetime of the contract for certain options), the seller

must fulfill their part of the agreement if the buyer decides to exercise their

right. Note that it cannot be assumed that an agent will buy the stock even

if they are considered the buyer of the contract. Similarly, the seller does not

always sell the stock. The buyer and seller titles pertain to whether the party

is buying or selling the right to transact rather than the stock itself. Thus, the

type of contract (call or put option) has to be taken into account to properly

identify the rights, obligations, and risks involved in a position.

As for the gains and losses that will be made by entering into an option contract,

they can be summarized as follows. For the buyer of a call option, a gain will

materialize if the price of the stock rises above the price on which they agreed

to have the right to purchase the stock (the strike price). This situation results

in a gain because they are now able to buy the stock from the seller for less than

its current price. The difference can be cashed by the buyer. To do so, they

buy the stock at the aforementioned strike price from the seller and then sell it

for the greater price in the open market at the spot price. If the price of the

stock does not rise above the strike price, the option contract expires worthless

and the buyer is left will a small loss. This loss is called the premium and can

be considered as the value (or price) of the option.

In fact, because the buyer obtains a right and not an obligation when entering

into an option contract, they will have to pay such a premium to the seller for

them to accept bearing the additional risk that comes with the obligation to

trade. When the contract expires, the premium is kept by the seller. Thus,

the seller realizes the maximum profit possible for their position if the option

expires worthless. Would the stock price rise above the strike price, the seller

party will have to sell the stock at a loss to the buyer party compared to the

price that would have been obtained if the stock had been sold on the open
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Position Call Put
Buyer (ST −K)+ − P (K− ST)

+ − P
Seller P− (ST −K)+ P− (K− ST)

+

Table 1.1: European Option Payoff Functions

market.

In the case of a put option, the buyer of the contract will profit from the position

if the price of the underlying asset declines below the strike price. In that case,

they could buy the stock at the spot price on the market and immediately sell

it back at the strike price to pocket the difference. The seller of a put option

profits if the stock price remains above the strike price. In that case, the buyer

party does not trade and they get to keep the premium.

More formally, the payoffs involved for the two contracts and the two parties on

a European call option (that can only be exercised at maturity) are presented

in Table 1.1 and illustrated in Figure 1.1. where the function x+ is the positive

part function that returns the number given as an input if it is positive, and 0

otherwise. It could also be represented by the function max(x, 0) . An option

is said to be in-the-money (ITM) when the x+ function outputs a value greater

than zero.

While European put and call options are widely traded by an array of in-

vestors, pricing them is not usually computationally expensive enough with a

classical computer to justify further research to speed the process. One reason

that makes the pricing of European options quick is that, under some assump-

tions on the dynamics of the financial markets, closed-form solutions for their

price exist. In particular, it is the case when the markets are considered to

evolve following the Black-Scholes framework’s assumptions discussed later.

However, significant gains will be made with quantum algorithms and comput-

ers in the pricing of more complex financial derivative contracts. This class of

contracts is sometimes referred to as exotic derivatives. One of the most com-

mon exotic option contracts and one that will be used throughout this thesis

is the Asian option contract. There are also different types of Asian options,

but the most common one is an arithmetic average Asian option. As hinted by
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Figure 1.1: European Option Payoffs

its name, instead of observing the price of an asset ST at maturity to calculate

the payoff, a mean of several observations of that price throughout time will be

calculated. More formally, the payoff for the buyer of the Asian call option is

defined as (
1

N

tN∑

t=t1

St −K

)+

− P, (1.1)

where N represents the number of price observations on which the average is

calculated, and St stands for the observed price at time tn ≤ T . K and P

represent respectively the strike price and the premium. As an example, the

closing price St of a common stock on a public exchange could be observed every

15th day of the month (or the closest business day after that date) for a year

and the average would be calculated from these observations.

Options and financial derivatives more generally are very useful to different

types of market participants. They allow investors’ opinions and outlooks to

be reflected in the market more rapidly and more efficiently than if market

participants had to trade the assets per se. It is usually less expensive to enter

into financial contracts than to exchange property of the assets. Moreover,

because of market regulations, it is much more difficult for an investor to take a
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pessimistic stance towards an asset through direct ownership than an optimistic

one.

If a group of investors wishes to take a position that will benefit them if a

company’s common stock price decreases, it will be able to do so by buying,

for example, put options on the stock instead of selling short the stock. Briefly

summarized, short selling an asset is the action of borrowing it, selling it to the

open market, and buying it back later at a lower price to return it to the owner.

This position is heavily regulated, involves the risk of unlimited losses and is

often prohibited for a number of investors. Put options allow the investors to

work around short selling and still obtain a profit outlook very close to short

selling.

As another example pertaining this time to Asian options, consider a container

shipping company. Freight relies heavily on the use of diesel and, because of the

strong volatility of oil prices, the company could be interested in reducing the

uncertainty caused by the commodity’s price fluctuations on its cash outflows.

Suppose that the carrier expects to purchase a specific quantity of diesel on

January 15th. To hedge that purchase, the carrier could enter, as the buyer,

into a one-month European call option contract to buy the expected quantity of

diesel on the 15th of January . At maturity, the company will purchase its diesel

at the spot price on the market. However, if the diesel’s spot price is greater

than the option’s strike, the profit generated by the position in the option will

offset the greater expense for the fuel. By entering into the option contract,

the carrier has set a ceiling for the price of diesel it will pay for the month of

January. Were the price of diesel to drop below the strike price at maturity, the

carrier would lose the premium paid for the option but the lower expense could

compensate the loss.

Suppose now that the carrier purchases the same quantity of diesel every month

for a year. To hedge all these monthly cash flows, the company would need a

portfolio of twelve European call options on diesel, each maturing on the 15th

day of the month. A premium will be paid for each of these options and it is

likely that at least some of them will expire out-the-money if oil’s price does

not rise substantially.
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To get around that situation, the company could consider buying an Asian call

option to hedge its purchases. The carrier would buy this option to be exercised

on December 15th at the beginning of the same year. The price of oil would

be observed on the 15th day of each month and an arithmetic mean would

be computed from these prices on December 15th. This Asian option will be

profitable if the price of oil remains high for long time periods during the year,

which is exactly what would be harmful to the carrier.

A drawback of the European option portfolio is its price. Since European option

payoffs depend on the spot price of an asset at a precise date, this type of

option holds some of its value trough time even if the exercise seems unlikely.

That is because sudden price swings happening close to the expiration date

can turn the option ITM. This phenomenon is reflected in the premium paid

for the European options. Conversely, Asian options are cheaper because their

value is significantly less vulnerable to price spikes. That being said, they still

provide an interesting hedge for the carrier that is looking to hedge unexpected

higher expenses because the Asian option will gain value if prices remain high

throughout the year.

While the carrier does not set a ceiling for the price of oil on each month when

using the Asian option, the additional expenses incurred during a temporary

price rise are covered by the savings made on the premium. The Asian call

locks-in the average price paid during the year, which is close to equivalent

to the result achieved with European options. We also have to bear in mind

that this strategy requires more flexibility in the cash flows than the European

options since the maximum monthly expenses are unknown to the company.

This example illustrates why more complex financial derivatives are relevant to

different economic agents.

Because entering into an option contract requires the exchange of a premium

between the buyer and the seller at initiation, there must be a way for market

participants to calculate the premium that they are willing to pay or receive. By

making assumptions on the way financial markets function or how participants

act, it is possible to derive analytical solutions to price specific financial assets.

A very popular financial model with assumptions that allow such derivations is

the Black-Scholes-Merton model. The following lines will briefly introduce the

model because it involves concepts that will be relevant later in this text. Read-
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ers who are familiar with this topic are welcome to skip the next paragraph.

The Black-Scholes model and the price formulas it yields (which vary depending

on the type of option) rely mainly on two assumptions. The first is that the

underlying asset price evolves during the life of the option contract following

a stochastic process called a geometric Brownian motion. Summarized loosely,

the second states that market participants who hold a perfectly hedged (i.e.

riskless) portfolio should expect a return equivalent to the risk-free rate since

all market agents can lend and borrow at the risk-free rate.

A perfect hedge is a second position that is taken by an investor already involved

in an option contract that will offset any gains and losses that would arise from

the position in the option contract. Usually, such a position is possible by buy-

ing (or selling short) a certain quantity of the underlying stock or asset and

holding or loaning a certain amount of money at the risk-free rate. From these

assumptions, it is possible to derive equations that can be manipulated to ob-

tain the heat equation, to which there is a known solution. The reader who is

interested in the Black-Scholes model is advised to consult the original article

[20] or one of the many references available that cover this subject in further

details.

The Black-Scholes-Merton formula is widely used by market participants to ex-

tract pricing information from the market and also to hedge their positions.

However, Asian options and many other types of exotic financial derivatives

do not have closed-form solutions because of their payoff function’s complexity.

Moreover, not all investors agree with the market models behind the analytical

formulae. Some investors might prefer different market models which do not

necessarily allow the derivation of closed-form solutions, even for simple deriva-

tives like European options. Consequently, alternative pricing methods have to

be considered.

1.1.2 Monte Carlo Methods for Option Pricing

Monte Carlo methods for pricing financial derivatives have been introduced as

early as 1977 by Phelim P. Boyle [2]. Monte Carlo methods for use in deriva-

tive pricing and broader uses have since flourished and authors such as Paul

Glasserman have consolidated the knowledge and brought forward new ideas to
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the field. His book Monte Carlo Methods in Financial engineering [8] is a great

example of such consolidation.

Monte Carlo methods for valuing derivative contracts such as call or put op-

tions on the common stock of a company rely of the fundamental concepts of

risk-neutral valuation and risk-neutral world that were put forward by Cox and

Ross [6]. Building on the work of Black and Scholes [20], they show that, when

a hedge position can be constructed, the value of an option is given by its

discounted expected payoff at maturity. Thus, in the risk-neutral framework,

the premium corresponds to e−rTEQ[g(ST )], the discounted expected output of

the payoff function g applied to all possible asset prices ST at maturity. The

expected value is discounted back to present time at the risk-free rate r since

the underlying asset is assumed to evolve in a risk-neutral world for a period

equivalent to the life T of the option contract. The distribution of the underly-

ing asset’s price at expiration is used to compute the payoff at all the relevant

price points, and to generate the payoff distribution from which the expected

option value is calculated. More formally, this process can be summarized by

the integral

e−rT

∫

A

g(ST )f(ST )dST = e−rTEQ[g(ST )], (1.2)

where the function f represents a probability density function of the time T price

of the underlying asset and A is the domain encompassing all possible prices of

the underlying asset, resulting from the asset price’s evolution described by the

chosen market model.

The generality of this method implies that it can be used to price numerous

types of financial derivative by slightly modifying Equation (1.2). For example,

ST could be replaced by a more general ST, representing the average price over

a stochastic trajectory or the price of a basket of assets. However, the result-

ing integrals often do not have analytical solutions and thus cannot be readily

calculated, and f(·) is not always available. Market participants have to turn

to numerical methods to evaluate these integrals. That is where Monte Carlo

methods are brought into play. They can be used to simulate the evolution of

an asset’s price on a time interval equivalent to the span of the option contract.

This simulation produces an underlying asset price (or mean, in the case of

Asian options) distribution from which an approximation of EQ[g(ST)] can be

calculated. Monte Carlo methods allow investors to use virtually any market
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model (and incidentally any stochastic process) to simulate the asset’s price

trajectory.

For an explicit example, let us consider a one-month European call option on

the common stock of a publicly-listed company. To estimate the premium to be

paid according to their point a view, a buyer would first simulate, say 100, 000

trajectories (or, in this case, simply the prices at time T , ST ) that the stock’s

price could follow during the coming month. In this specific example, these

simulations would rely on the assumption that the stock’s price follows a geo-

metric Brownian motion. Then, the g function ((ST −K)+, in this case) would

be applied to every terminal price that is output by the simulation. EQ[g(ST )]

could be calculated by simply computing the arithmetic mean of the g function’s

output for the 100, 000 states. This mean would represent the premium that

the buyer party would pay to enter into the option contract.

While Monte Carlo methods are robust and can be applied to a great many types

of derivatives to estimate their value, one of their flaws is the rate of convergence

of the standard error attached to the estimate of the option’s value. Glasserman

[8] demonstrates clearly in the first pages of his book that the standard error of

a function evaluated using Monte Carlo methods is defined as σf/
√
n, where n

is the number of samples (trajectories) and σf is the standard error, thus imply-

ing a convergence rate of O(n−1/2). Tangible expressions of this rate are that

adding one decimal place of precision requires one hundred times as many draws

of the function as were required for the previous digit. Because many types of

exotic financial derivative contracts are now path-dependent, meaning that their

value depends on the whole trajectory of an underlying asset or even a basket

of assets on a given time period, computations required to simulate these sys-

tems are very expensive. Improving the convergence rate of the standard error

of Monte Carlo methods would significantly reduce the computation time re-

quired to value financial derivatives by reducing the sample size, but completely

new approaches have to be considered because this limitation is built into the

method itself.
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1.2 Brief Overview of Quantum Computing

1.2.1 Fundamental Notions

Recent breakthroughs in the fabrication of quantum computer chips and related

hardware by several technology-oriented businesses such as IBM and Google, as

well as universities (and the Institut quantique of UdS), promise to allow the

concrete application and implementation of various quantum algorithms that

have been developed in the past decades by physicists and computer scientists.

One specific algorithm, Amplitude Estimation, that was brought forward by

Brassard et al [3] following Grover’s work [10], has sparked interest for the use

of quantum computing in finance and more specifically in the pricing of financial

derivatives. The proper implementation of this algorithm promises a quadratic

speedup of the pricing computations. More precisely, amplitude estimation

promises to take the convergence rate of the standard error from O
(
n−1/2

)
to

O
(
n−1

)
. A function is O(g(n)) if its behavior is similar to that of g(n) as

n tends to infinity. For example, saying that the standard error is O
(
n−1/2

)

means that the standard error resulting from n simulations decreases to zero at

the same speed as f(n)=n−1/2 as n gets very large. Note that n does not bear

the same exact meaning in amplitude estimation. It relates to queries rather

than trajectories.

While the theoretical components and sub-algorithms required for amplitude es-

timation are well established, two main challenges remain. The first is the practi-

cal implementation of the circuit in an actual quantum computer. As a matter of

fact, the current state of the art, which has been dubbed the Noisy intermediate-

scale quantum (NISQ) era, does not allow more complex sub-algorithms like the

Quantum Fourier Transform (an operation that is necessary for Amplitude Es-

timation) to be run reliably on a large scale on a quantum computer. As the

era’s name clearly states, the quantum processors are not fault-tolerant at the

time of writing. That being said, rapid progress is made in this specific area of

quantum computing.

The second challenge and the one that is more specifically studied in this the-

sis is the process of building quantum circuits that will prepare the qubits in
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Figure 1.2: Example of a Quantum Circuit (credit Fawly, under CC BY-SA 4.0)

a state such that the information stored and manipulated in the qubits’ am-

plitude, when measured, will have a coherent interpretation from a financial

perspective.

To better understand how Amplitude Estimation (AE) and its quadratic

speed-up
(
i.e. O(1/

√
n)2 = O(1/n)

)
are possible, one must first be familiar with

certain aspects of quantum computing. One main difference between quantum

and classical computing is that quantum computing is, to this day, at a much

lower level of abstraction that what has been attained in classical computing. In

the latter paradigm, programs are built by financial engineers and researchers

to automate processes and calculations using languages such as C, C++, Java

or Python. The underlying collection of bits that are used to manage and store

the calculations in the classical computer chip is not something that has to be

carefully considered by the author of the program. But in quantum computing,

building a so-called program to perform equivalent computations requires that

the programmer gets involved directly with the quantum bits, or qubits, used

for calculations and that he or she defines quantum physical operations called

gates on those qubits (see Figure 1.2).

More formally, a qubit is a two-state quantum mechanical system. This

system could consist of an electron which has either a spin |↑⟩ (up) or |↓⟩ (down).
The same could be said of a photon that has either a polarization |↑⟩ (vertical) or
|→⟩ (horizontal). Computation-wise, a single qubit will generally be considered

as a system that is in the state |0⟩, the state |1⟩ or a superposition of both. The

kets |0⟩ and |1⟩ are called the computational basis. Because the possible states

of one or multiple qubits are represented by a complex finite dimensional Hilbert

space, the word basis here bears the same meaning as it does in matrix algebra.
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Mathematically, these two basis states are represented in Dirac notation by

|0⟩ =
[
1

0

]
; |1⟩ =

[
0

1

]
. (1.3)

An abstract 1-qubit quantum state could be written as

|ψ⟩ =
[
α

β

]
, (1.4)

where α, β ∈ C (i.e. are complex numbers) and |α|2 + |β|2 = 1. A multiple

qubit system is represented by the tensor product of all the qubits considered

and this tensor is also called a basis state. For two qubits, we have

|01⟩ =
[
1

0

]
⊗
[
0

1

]
=




0

1

0

0



. (1.5)

As stated earlier, the computational basis can be chosen arbitrarily. Oftentimes,

a basis will be expressed as the decimal equivalent of its binary representation.

As an example, the basis vector |10⟩ would be expressed as |2⟩. Further expla-
nations on binary integers and arithmetic are provided in Section 1.2.6.

In a quantum circuit involving two qubits, the system (or the wave function) is

represented by a weighted sum of all possible basis states that can be composed

with the given qubits. Let |ϕ⟩ be a two-qubit quantum state, we have:

|ϕ⟩ =
∑

i

αi |i⟩ = α0 |00⟩+ α1 |01⟩+ α2 |10⟩+ α3 |11⟩

= α0




1

0

0

0



+ α1




0

1

0

0



+ α2




0

0

1

0



+ α3




0

0

0

1



=




α0

α1

α2

α3



. (1.6)

Both complex numbers composing the vector found in Equation (1.4) or the αi in

the last vector of Equation (1.6) are called amplitudes and, quantum computing-

wise, are used to represent the probability that the qubit will collapse in each

basis state. In fact, this probability is given by the squared modulus of the
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amplitude (|α|2 or |β|2) and summing all the “squared” amplitudes will give 1

because the norm of a qubit or a multiple-qubit system must be 1. It is nor-

malized. To get the qubits to collapse, one must observe or, in other words,

measure them. This measuring process is what allows the user to collect the

quantum circuit’s output.

The output consists of a qubit string (a ket). Because the wave function (quan-

tum state) collapses after measurement, the circuit is run repeatedly and mea-

surements are made after each run. If the process is repeated enough times, the

number of times that a basis state is measured compared to the total number of

measurements can be interpreted as the probability of measuring that specific

basis state. And because of the relationship between probability and amplitude,

one can draw conclusions on the actual basis state’s amplitude in the quantum

computer.

A qubit can also be expressed in terms of polar coordinates because it is a unit

vector (It has a norm of 1. This subject is discussed in further details in Sec-

tion 1.2.3). This representation relies on the following trigonometric identity:√
cos2x+ sin2x = 1. The qubit is expressed as

|ϕ⟩ = cos θ |0⟩+ sin θ |1⟩ . (1.7)

1.2.2 The Bloch Sphere

The Bloch sphere is a useful tool to visualize single qubit systems. Before

going further, note that some concepts are introduced on a very high level and

familiarity with complex numbers is assumed. To introduce the Bloch sphere

briefly, consider first the unit circle shown in Figure 1.3.
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Figure 1.3: Unit Circle, (credit Musical Inquisit, under CC BY-SA 4.0, Edited)

The vectors on the unit circle can be considered as single qubit states with

amplitudes α and β. The horizontal axis represents the state |0⟩ and the vertical

axis represents |1⟩. It turns out that an equivalent vector with the same abso-

lute coordinates found in quadrant C for A and quadrant B for D will return

the same measurement outcomes with the same probabilities. These states are

said to differ by a global phase (eiπ) and thus have the same physical meaning.

This allows us to simplify the unit circle. Suppose that we get rid of the left-

hand part of the circle (quadrants B and C) and that we stretch the remaining

arc to close a new circle. The angle θ becomes 2θ. In that case, vectors initially

found in quadrants A and C or B and D become the same. Notice that every

state with amplitudes either both positive or both negative are found in one

half of the circle, while states with opposite signs of amplitude lie on the other

half.

These states are distinguishable because they bear a relative phase. When am-

plitudes are confined to real numbers, the vectors necessarily lie on one half of

the circle or the other. But when complex numbers are allowed in the ampli-

tudes, these vectors can stick out on a new axis and lie somewhere between both

halves. The addition of this new axis is how the Bloch sphere shown in Figure

1.4 is built.
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Figure 1.4: The Bloch Sphere (credit Glosser.ca, under CC BY-SA 3.0)

The Z axis is the computational basis in which the measurements are made

in quantum computing. The angle θ (or 2θ since θ is used in the unit circle

figure) gives the amplitudes (α, β) of both basis states. A relative phase eiϕ

with ϕ ranging from 0 to 2π is shown, resulting in a rotation around the Z-axis.

This generic single qubit state can be expressed as

|ψ⟩ = cos 2θ |0⟩+ eiϕ sin 2θ |1⟩ . (1.8)

1.2.3 Bra Notation and Operators

Quantum operators are sometimes indicated by a hat Û . When introducing

operators, it is also relevant to introduce another key component of the Dirac

notation, the bra ⟨x|. The relationship between the bra and the ket (bracket

⟨x|x⟩) is complex conjugation. In other words, to obtain a ket’s bra, we need to

take the ket’s conjugate transpose. Readers who are not familiar with transpo-

sition or complex conjugation are advised to consult a reference on the subject.

Transposing a column state vector results in a row vector. In Dirac notation,

the bracket notation implies a dot product between the row and column vectors.

Before pursuing to further explanations, it is very important to mention that, in

the context of quantum computing, quantum states are assumed to be normal-
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ized. It must be so since the probability of measuring one of all possible basis

states must be one (i.e., a measurement must yield an outcome). Thus, the dot

product (or bracket) of a quantum state with itself returns 1. This statement

can be extended to the ket of a basis state, meaning that the bracket of a specific

basis state composing the broader quantum state also yields one. The condition

of normalization is always met in the context of quantum computing.

Working with the properties of complex conjugation, a bra can be used to com-

pute the probability of measuring a specific basis state that composes a more

general quantum state. Once the dot product is performed, the squared modu-

lus of the result gives the probability of measuring a specific basis state. Using

vector representation for the dot product, we have

⟨q|k⟩ =
[
q∗1 q∗2

]
·
[
k1

k2

]
=
∑

j

q∗j kj (1.9)

where q∗j stands for the complex conjugate of qj . Applying (1.9) to a single-

qubit quantum state |ψ⟩, we can compute the probability of measuring the basis

state |0⟩, that is

Pr(|0⟩) = |⟨0|ψ⟩|2

= |α ⟨0|0⟩+ β ⟨0|1⟩|2

= |α|2. (1.10)

To verify Equation (1.10), the reader can rely on the vector representations of

|0⟩ and |1⟩ introduced earlier.

Quantum operators have a matrix representation. To preserve the normalization

of the kets, the operators must be unitary. This means for a given operator U

that we have

U∗U = UU∗ = UU−1 = I (1.11)

with I being the identity matrix. In quantum physics, the conjugate transpose

U∗ is often written as U† so UU † = U†U = I. Because of this property,

operators (or quantum gates) are reversible operations.

The ketbra notation (as opposed to bracket) can be used to construct quantum

operators. It is possible to prepare the state |ψ⟩ defined in Equation (1.10) from
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the initial state |0⟩ using an operator P̂ . The ketbra can be represented as

|k⟩ ⟨q| =
[
k1

k2

] [
q1 q2

]
=

[
k1q1 k1q2

k2q1 k2q2

]
. (1.12)

Building the operator is achieved as follows

P̂ = α |0⟩⟨0|+ β |1⟩⟨0| =
[
α 0

β 0

]
. (1.13)

Applying P̂ to |0⟩ yields (α β)⊺ = |ψ⟩.

1.2.4 Quantum Gates

To perform calculations, the algorithms (sub-components of the circuit) rely

on operators. In the specific context of quantum computing, operators are

defined as an assemblage of gates that act on the qubits. The terms gates and

operators (or oracles) may sometimes be used interchangeably because some

operators only consist of a single quantum gate. A quantum gate that is central

to quantum computing is the Hadamard gate. For a single qubit, it can be

expressed as:

Ĥ =
1√
2

[
1 1

1 −1

]
(1.14)

The reason why the Hadamard gate is so handy in quantum computing is be-

cause it can place a qubit initially in the |0⟩ or |1⟩ state in a superposition of both

states, a crucial step to exploit quantum physics phenomena. Mathematically,

its effect on the qubit |0⟩ is expressed by

Ĥ |0⟩ = 1√
2

[
1 1

1 −1

][
1

0

]
=




1√
2
1√
2


 ≜ |+⟩ . (1.15)

The |+⟩ state can also be represented as
√
1/2 (|0⟩+ |1⟩). It is left to the

reader to show that Ĥ |1⟩ yields
√
1/2 (|0⟩ − |1⟩) ≜ |−⟩. The amplitudes show

that collapsing to one state is as likely as collapsing to the other when the qubit

is measured.

A specific type of gate that is relevant to consider for this thesis is the controlled
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|Control⟩ •
|Target⟩ X

Figure 1.5: Controlled NOT-Gate

gate. A controlled gate is represented mathematically in the same way as other

types of gates are, but its effect on a target qubit is conditional on the state of

a control qubit. One simple controlled gate is the Controlled-NOT (CNOT or

CX̂) gate. It involves the X̂ gate, which has the effect of flipping a qubit from

one state to the other

X̂ |0⟩ = |1⟩ and X̂ |1⟩ = |0⟩ . (1.16)

In a quantum circuit, a controlled gate is represented by Figure 1.5. A black

dot on the control qubit means that the operation on the target will be applied

if, and only if, the control qubit is in the state |1⟩.The matrix representation of

the CNOT acting on the state |01⟩ is



1 0 0 0

0 0 0 1

0 0 1 0

0 1 0 0







0

1

0

0



=




0

0

0

1



≜ |11⟩ . (1.17)

Note that 1’s in the matrix shown in (1.17) have different positions when it is

assumed that the left-most qubit acts as the control qubit (here, the right-most

qubit is the control qubit).

To determine how many basis states can be expressed by the n qubits composing

a system, one simply has to raise 2 to the power of n as is done with classical bits.

Equation 1.6 shows that a 2-qubit system allows four different states. Adding a

single qubit to the circuit doubles the number of possible states. What makes

quantum computers so promising is that all 2n sates can coexist simultaneously

in the computer via superposition.

1.2.5 Phase Kickback

A concept crucial to a sub-algorithm involved in amplitude estimation is phase

kickback. This happens when control qubits turn out to have their own state
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affected (be it amplitude or phase-wise) instead of the target qubit. For such a

phenomenon to occur, the control qubit has to be in superposition.

Before entering into multi-qubit phase kickback in further details, let us intro-

duce the effect of the NOT-Gate on a qubit in the state |−⟩

X̂ |−⟩ =
[
0 1

1 0

]
1√
2

[
1

−1

]
=

1√
2

[
−1

1

]
≜ − |−⟩ . (1.18)

The qubit’s amplitude has been altered by applying the NOT-Gate (note that

this change would not affect measurement outcomes). Equation (1.18) says that

|−⟩ is an eigenvector of X̂ with eigenvalue −1.

Now, consider the state |−+⟩, a two-qubit state made of |+⟩ and |−⟩ intro-

duced earlier. Suppose that a CNOT is applied to this state. This leads to the

operation

CX̂ |−+⟩ =




1 0 0 0

0 0 0 1

0 0 1 0

0 1 0 0







1/2

1/2

−1/2

−1/2



=




1/2

−1/2

−1/2

1/2



. (1.19)

The state vector obtained in (1.19) can be expressed as 1/2 (|00⟩ − |01⟩ − |10⟩+ |11⟩),
which is equivalent to |−−⟩. Readers can verify this by performing the tensor

product |−⟩ ⊗ |−⟩ with the state vectors introduced in (1.15). Equation (1.19)

shows how the eigenvalue −1 of the target qubit |−⟩ affects the control qubit |+⟩
while leaving the target unchanged. This phenomenon is called phase kickback.

In the context of financial derivative pricing, it is useful to introduce a phase

kickback more similar to the one involved in the algorithm of amplitude esti-

mation. Consider the controlled T-Gate expressed as

CT̂ =




1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 eiπ/4




so CT̂ |11⟩ = eiπ/4 |11⟩ . (1.20)
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Applying CT̂ to the quantum state |1+⟩ ≜
1√
2
(|10⟩ + |11⟩) with |+⟩ as the

control, we have

CT̂ |1+⟩ = 1√
2
(|10⟩+ eiπ/4 |11⟩ ≜ |1⟩ ⊗ 1√

2
(|0⟩+ eiπ/4 |1⟩). (1.21)

The control qubit has gone through a rotation on the X-axis of the Bloch sphere

and the target is left unchanged. Qubits’ phases are an essential component of

the Quantum Fourier Transform discussed later in Section 1.3.2 on which relies

amplitude estimation.

1.2.6 Binary Arithmetic

At the time of writing, building quantum circuits requires the programmer to

work directly with qubits. This implies that basic notions of binary arithmetic

are a prerequisite. Depending on the authors’ and programmers’ preferences,

there are two ways of expressing the same information. They are called the

big endian and little endian conventions (note that big-little endian conventions

bear much deeper and more complex meaning than what is presented here, but

it is beyond the scope of this thesis).

As an example, take the number eleven and its decimal representation (11)10. In

the big endian framework, the binary representation of (11)10 is (1101)2. Con-

versely, little endian implies that (11)10 is written in binary format as (1011)2.

In little endian, we say that the left-most bit (or qubit) is the most significant

bit. This convention also holds for qubits found in kets. Bit significance is linked

to the value in base 10 attributed to each bit. With little endian, each bit has

an index i ∈ {0, . . . , l − 1} attributed to it with l equal to the number of bits

that compose the bit-string. In the previous example with (11)10, l ranges from

0 to 3. Each bit is assigned to a power of 2.

The least (rightmost) significant bit has a decimal value of 2i = 20 = 1. The

decimal value of a binary integer is given by multiplying each bit by the decimal

value (power of 2) associated to it and summing all these products. Using the

example of (11)10, the third bit starting from the right has a decimal value of

22 = 4. Following this logic, from (1011)2 we get 2
3×1+22×0+21×1+20×1 =

11.
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It is possible to add binary integers without translating binary to decimal. In

fact, this is how all computations are performed by all classical computers. To

do so, we follow the same steps as if were adding decimal values by hand and

we use carries. Take (11)10 = (1011)2 and (5)10 = (0101)2. Each bit of the first

integer is added to the bit of the second integer that shares the same index. In

the case of 1+ 0, we get 1. In the case of 1+ 1, the result is (2)10 = (10)2 so we

leave 0 as a result and add 1 as a carry. In the case of 1+1+1 (i.e. two bits with

value 1 and a carry bit), 1 is left as a result and a carry bit is added. Visually,

this is represented as
1
1
1
0
1
11

+ 0101

10000

(1.22)

with (10000)2 = (16)10 as expected.

1.3 Amplitude Estimation

1.3.1 Amplitude Amplification

The present Section is intended to introduce two operators at the root of ampli-

tude estimation which are often expressed as A and Q in the literature, following

Brassard et al. [3]. While amplitude amplification is often presented hand in

hand with amplitude estimation, it cannot be stressed enough that they are two

distinct algorithms. They share certain tools (operators), but these tools are not

used in the same fashion, nor with the same objective. Amplitude amplification

allows the explanation of a more intuitive example of a quantum speed-up com-

pared to amplitude estimation explained in later sections. The reader has to

bear in mind that the following explanations are a simplification of underlying

concepts. These explanations and the notation used cover specific situations

encountered in this thesis and cannot necessarily be generalized. They are in

no way exhaustive and readers seeking for broader explanations are referred to

the work of Nielsen and Chuang [16], Brassard [3], Grover [10], and others.

Firstly, assume that N terminal prices have been simulated to price a Euro-

pean option on a common stock following a stochastic process. For the sake of

a clearer and simpler explanation, suppose that the prices that the stochastic

process allows belong to a finite set of integers r and that only one integer in the
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set makes the option in-the-money (ITM), while the others imply that the op-

tion is worthless (out-the-money, OTM). Secondly, suppose a slightly modified

version of the payoff function g. This function is defined as G and it is Boolean,

meaning G : Z → {0, 1} (in other words, it only outputs 0 and 1, or True and

False). In this case, G(ST ) will output 1 if the option is in-the-money and 0 if

it is out. Let P be an oracle that randomly picks a simulated price ST from the

set r. This price is used as an input for the function G. Let us say that we are

interested in identifying which price ST from the set r is the one that makes the

option ITM.

We know that the probability to randomly pick the right solution from the N

simulations is given by a = nITM/N , where nITM stands for the number of

simulated prices that have reached the solution. If we were to find the solution

by applying G(P(r)) successively until the ITM price was found, we would have

to apply this algorithm on average 1/a times. Furthermore, by boosting the

value of a, the number of queries to the algorithm could be reduced. This is the

classical representation of what amplitude amplification achieves.

Now, in the quantum paradigm, assume that r is reduced to four integers

or basis states. Each price (or basis vector) would have a specific probability of

being reached, depending on the stochastic process used. To create a quantum

state in such a superposition, we would apply an operator A to the state |0⟩2.
The quantum state representing this condition would be expressed, following

the first line of equation (1.6), as

A |0⟩ = |ST ⟩ =
√
p0 |O0⟩+

√
p1 |O1⟩+

√
p2 |O2⟩+

√
p3 |I⟩ (1.23)

Here, each ket is associated to a specific price for the asset and the probability

for the quantum state to collapse to this state when measured is given by pi.

The kets |Oi⟩ represent OTM states while the ket |I⟩ represents the ITM state.

Suppose that we are still interested in identifying which state is the solution, i.e.

the ITM state. To find that state, we would have to apply A to the zero-state,

measure the resulting system, and then input the observed state to the function

G to check if the state is ITM. The probability of measuring |I⟩ is given by p3,

meaning that, on average, we would have to apply A and check the solution 1/p3

times. At this point, the quantum paradigm provides no speed-up compared to

the classical setting. To reach it, another operator Q has to be applied to |ST ⟩.
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To better understand the effect of Q, a specific subspace of H (the Hilbert

space) has to be considered. Let HST be the subspace spanned by the two

groups of OTM and ITM basis states of |ST ⟩. The quantum state introduced

by Equation (1.23) is expressed in the 2-dimensional HST subspace as:

|ST ⟩ =
√
1− a |OTM⟩+√

a |ITM⟩
= cos θ |OTM⟩+ sin θ |ITM⟩ , (1.24)

where a = sin2 θ and consequently 1− a = cos2 θ.

Amplitude amplification aims at increasing a, the probability of measuring an

ITM state. This is achieved by applying Q = ASOTMA−1SST to A |0⟩2. The

sub-operators that compose Q are applied to the quantum state, starting with

the rightmost one. Both SST and SOTM act as a reflection on a ray. The

former reflects the vector |ST ⟩ and the latter reflects the vector |OTM⟩. By

applying A−1 and A to the reflected vectors, we obtain rotations of |ST ⟩ in the

subspace HST , i.e we can change the value of a. The superposition generated by

reapplying A after the reflections means that it is then more likely to measure

an ITM state. Amplitude amplification consists of applying those rotations

multiple times to increase the value of a as much as possible. Note that HST

is stable under the action of Q, meaning that the state |S′
T ⟩ resulting from the

application of Q is also a vector in the same 2D plane as |ST ⟩.

The eigenvectors of Q in the subspace HST are

|ST±⟩ =
1√
2
(|OTM⟩ ∓ i |ITM⟩) , (1.25)

and its eigenvalues are:

q± = e±i2θ. (1.26)

In other words, the eigenvectors of the operator are a superposition of both

good (ITM) and bad (OTM) states and the eigenvalues show that the action

of Q can be considered as a simple vector rotation in the subspace of interest

HST .

By using trigonometric identities, it is possible to write that

QjA |0⟩ = cos
(
(2j + 1)θ) |OTM⟩+ sin((2j + 1)θ

)
|ITM⟩ , (1.27)
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where j stands for the number of times that Q is applied.

To maximize the probability of measuring the good state, a proper number of

j applications of the operator Q have to be performed on A |0⟩ so that (2j +

1)θ approaches as much as possible the value of π/2. Because the probability

of measuring the state of interest is the amplitude squared, each polynomial

increase in the amplitude makes it quadratically more likely to measure the good

state. In other words, doubling the state’s amplitude corresponds to quadrupling

the probability for the state to be measured and the solution found, leading to

the quantum speed-up.

1.3.2 Quantum Fourier Transform

Suppose now that we are interested in the probability of measuring the |ITM⟩
state rather than determining which price makes the option ITM. The most

straightforward way to achieve that would be to simply measure all the qubits

repeatedly and count the number of occurrences of |ITM⟩ to then compute the

probability from the total number of measurements that were made. While

simple, this method becomes exponentially inefficient as the number of qubits

grows because the probability of measuring the state of interest becomes in-

creasingly small, requiring ever more measurements to conclude on the state’s

amplitude. Furthermore, the wave function is “queried” in the same way that

the payoff function would be in a classical Monte Carlo simulation, providing

no speed-up. This is where the amplitude estimation algorithm is brought into

play. By exploiting it, the user aims at extracting information that is encoded

in one or multiple qubit(s)’s amplitude in significantly less queries.

As mentioned earlier, amplitude estimation is a combination of multiple quan-

tum algorithms applied in a specific order, and working together. While am-

plitude amplification per se is not involved in amplitude estimation, the latter

relies on the same Hilbert space HST , the same eigenvectors and eigenvalues of

the unitary operator Q, and the operator itself.

The two other algorithms that are needed to perform amplitude estimation are

part of quantum computing’s backbone. They are the Quantum Fourier Trans-

form (or, more precisely, its inverse) and Quantum Phase Estimation. Let us

start by introducing the Quantum Fourier Transform (QFT) since it is inte-
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grated in the quantum phase estimation algorithm.

The QFT allows us to take a quantum state expressed in the usual com-

putational Z-basis (i.e |0⟩ and |1⟩ basis vectors) to the X-basis, which has the

vectors |+⟩ and |−⟩ as basis vectors. The reader may refer back to Equation

(1.15) and its explanations for a refresher on those states. As a matter of fact,

the careful reader might have noticed that the Hadamard gate has the exact ef-

fect of transforming any of the |0⟩ and |1⟩ states into their “equivalent” X-basis

states. That is because the Hadamard gate is in fact the QFT performed on a

single qubit.

When performing a QFT on a quantum state, the information contained by the

qubits’ amplitude expressed in the Z-basis is transformed into a phase in the

X-basis that cannot be extracted when the quantum state in measured in the

Z-basis. It is convenient to visualize the effect of the QFT in the Bloch sphere.

More formally, applying the QFT to an arbitrary state |x⟩ is described as

UQFT |x⟩ = 1

2n/2

(
|0⟩+ e2πix/2 |1⟩

)
⊗
(
|0⟩+ e2πix/2

2 |1⟩
)
⊗ . . . (1.28)

⊗
(
|0⟩+ e2πix/2

n−1 |1⟩
)
⊗
(
|0⟩+ e2πix/2

n |1⟩
)
,

where n stands for the number of qubits that compose the quantum state.

Notice that, in Equation (1.28), the information contained in the state |x⟩ is

fragmented and a “part” of it is found in the phase of each qubit. For exam-

ple, if |x⟩ contained an integer in binary form, that same integer would now be

represented by a combination of phases (or angles on the X-axis) rather than

by a combination of 0’s and 1’s. Measuring the state described by (1.28) in the

Z-basis would not yield the initial integer.

The Quantum Fourier Transform is reversible, just as any other quantum al-

gorithm (or unitary operator). Thus, it is possible to extract the information

contained in multiple qubits’ phases and express it back into the Z-basis, allow-

ing for direct measurement and interpretation. This operation consists of the

inverse QFT and it is used in the following section.
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1.3.3 Phase Estimation to Amplitude Estimation

Now that the operator Q has been defined, along with the Quantum and Inverse

Quantum Fourier Transforms, it is possible to link them by introducing the last

ingredient needed to perform amplitude estimation, which is quantum phase

estimation (PE). It allows to estimate a state’s amplitude in a more efficient

than simply measuring repeatedly the qubit(s).

Phase estimation mainly relies on the fact that equations (1.24) and (1.25),

when combined, allow us to write

|ST ⟩ =
1√
2

(
eiθ
∣∣ST+

〉
+ e−iθ

∣∣ST−

〉)
. (1.29)

Equation (1.29) expresses the state |ST ⟩ in the basis formed by the eigenvectors

of operator Q. Given the eigenvalues found at (1.26), we know that applying Q
j times to |ST ⟩ (or A |0⟩ from Section 1.3.1) will result in the state

Qj |ST ⟩ =
1√
2

(
ei(2j+1)θ

∣∣ST+

〉
+ e−i(2j+1)θ

∣∣ST−

〉)
. (1.30)

While Q is applied directly to |ST ⟩ in amplitude amplification, PE relies on

controlled applications of Q and on phase kickback introduced in Section 1.2.5.

In fact, a register (a group of qubits) |C⟩ is added to the circuit on which

we wish to perform PE, with all its qubits initialized in the state |+⟩ using

Hadamard gates. This register is used to perform a series of applications of

various powers of Q, each controlled by a qubit in the state |+⟩ found in the

added register. Because the control qubits in |C⟩ are in superposition, phase

kickback is expected. More formally, applying the 2jth power of Q controlled

by |Cı⟩ ≜ |+⟩ (with ı ranging from 1 to n where n is the number of qubits in

|C⟩) to
∣∣ST+

〉
yields

CQ2j
∣∣ST+Ci

〉
=
∣∣ST+

〉
⊗ 1√

2
(|0⟩+ e2i×2jθ |1⟩). (1.31)

Thus, after performing the operation shown in Equation (1.31) with all qubits

|Cı⟩ in the supplementary register, each of them is left holding a power of θ, the

variable of interest, in their phase. (See Equation (1.24) for a reminder.) Note

that applying CQ2j to
∣∣ST−

〉
will yield a state similar to Equation (1.31).
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Perceptive readers may have noticed the similarity between the qubit states

found in Equation (1.31) and the ones found in Equation (1.28). In fact, the

different powers of Q are used to “divide” the phase θ into smaller parts that can

then be put back together by applying an inverse QFT. Afterwards, measuring

the qubits found in |C⟩ in the Z-basis will yield a multiple of θ from which it

is possible to extract the phase of the eigenvectors of Q, and ultimately the

amplitude of the state |ITM⟩, achieving the objective that was set initially in

the context of amplitude estimation.

Figure 1.6: Phase Estimation Generic Circuit (credit Omrika, under CC
BY-SA 4.0, Modified)

1.3.4 Amplitude Estimation Recapitulation

The previous sections introduced all the components and algorithms required

to perform amplitude estimation for the fulfillment of the quadratic speed-up

in pricing financial derivatives.

The first component is an operator A that creates a quantum state from which

the good and bad solutions (or basis states) can be split in two distinct groups.

Then, building on operator A, the operator Q is designed to act as a rotation

in the subspace spanned by the good and bad states.

Once A and Q have been set, a new register |C⟩ is added to the circuit that

executes the operation A |0⟩. Finally, A |0⟩ is used in a series of controlled
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applications of various powers of Q. Qubits in |C⟩ act as control and |ST ⟩
acts as the target for all applications. Phase kick back takes place on each

application, leaving multiples of θ in the phase of each |Cı⟩. Finally, the inverse
QFT is applied to |C⟩ to extract the information and translate it back to the

computational Z-basis. In quantum pricing, the objective is to encode a payoff

in the value θ.

1.4 Preparing the Quantum State

Amplitude estimation is at the basis of the hopes for a quantum speed-up in

financial derivative pricing. This thesis mainly focuses on the steps that lead

to amplitude estimation. It is important to keep in mind that the preliminary

algorithms presented and discussed in the following chapters only lead to the

possibility of a speed-up. They do not offer offer a quantum speed-up on their

own and have to be considered, to a certain extent, as overhead calculations.

It was shown in Section 1.3.1 that amplitude estimation can be used to speed

the process of estimating the amplitude of a (good) basis state. Thus, to exploit

the speedup, we have to find a way to encapsulate the payoff function’s outputs

and their respective probabilities into a state’s amplitude. More formally, the

following state would have to be prepared:

|Ψ⟩ =
2n−1∑

i=0

√
1− g(i)

√
pi |Si⟩ |0⟩+

2n−1∑

i=0

√
g(i)

√
pi |Si⟩ |1⟩ . (1.32)

This state is simply a generalization of the one presented in equation (1.24) of

Section 1.3.1. Equation (1.32) is a state resulting from applying a specific version

of the operator A to qubits initialized in the |0⟩ state. We see that the probabil-

ity of measuring the last qubit in the state |1⟩ is given by a probability-weighted

sum of the payoff function’s output. The following sections will introduce differ-

ent approaches that have been suggested to prepare the state in question. For

each method, challenges pertaining to specific sub-algorithms will be discussed

along with potential solutions to them.
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1.4.1 Working with a Quantum Price Distribution

To reach the state in Equation (1.32), the method suggested by Stamatopoulos

et al. in [21] is to work with underlying asset prices distributed on an evenly

spaced grid. This grid is held in the quantum computer in what is called a

register, which is a collection of qubits used to hold a specific piece (or pieces)

of information in the form of a collection of bits. It is the starting point of the

quantum derivative pricing circuit. In the simplest case of the European option,

an n-qubit terminal price register |p⟩n will allow the discretization of an interval

holding all possible prices for the underlying asset on 2n values.

One of the core components of this approach is that the qubits that compose

|p⟩n all have different amplitudes, which, when put together, reflect a specific

probability distribution for the asset price at maturity (again, in the context of

European options). For Asian options or options on a basket of assets, multiple

price registers can be added to represent prices of an asset through time or

prices of different assets at a given time.

Once the probability distribution is prepared, subsequent operations must be

performed in the quantum computer in order to determine if the derivative

being evaluated is ITM or OTM based on the realized price and also to apply

the payoff function g among others.

The simplest form of circuit arising from this first approach is used to price

European options. Along with the price register |p⟩n, the European option

circuit requires three other registers. The register |a⟩n is used to compare the

asset price with the strike price and determine if the option is ITM, while the

register |c⟩ consists of a single qubit used as a control for further operations.

The last register |e⟩ is a single qubit and it is used to hold the output of the

payoff function.

The aforementioned registers and the interactions between them act as a payoff

function. To obtain the function’s output, the registers have to be assembled

with the amplitude estimation circuit. The following figures show the operations

(circuit) to perform to price a European option on an asset whose price is

discretized on 4 qubits (Figure 1.7) and a quantum circuit that allows the pricing

of a European option on a basket of assets (Figure 1.8).
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Figure 1.7: Pricing a European Option
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Figure 1.8: Pricing an Option on a Basket of Assets

Applying circuits shown in Figures 1.7 or 1.8 results in preparing the quan-

tum state shown in Equation (1.32). As explained in Section 1.3.3, the phase

estimation circuit (Figure 1.6) is built by using the register |e⟩ as our target

register and it is combined with circuit 1.7 or 1.8. The phase estimation circuit

is executed after preparing the target state. In other words, the qubits in the
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register |C⟩ remain in the |+⟩ state while the target state |Ψ⟩ (or |e⟩) is being
prepared.

Part II of this thesis is dedicated to the specific ingredients (sub-circuits) that

have to be put together to price financial derivatives using price registers as

shown in [21]. More precisely, Chapter 2 of this thesis focuses on different

methods that can be employed for the oracle PX to prepare arbitrary proba-

bility density functions. Chapter 3 focuses on explaining how the adder and

comparator circuits are built and how they function, as well as providing more

details on the payoff rotation of which the representation has been simplified

for visual clarity purposes in Figures 1.7 and 1.8.

1.4.2 Working with Quantum Trajectories

It is also possible to prepare a quantum state similar to 1.32 by simultaneously

holding multiple possible (stochastic) trajectories directly into the quantum

computer. AE can then be applied in the same way as it would be if the pricing

process relied on a quantum price distribution. This method is made possible by

using multiple ancillary qubits to hold a specific path for the asset’s price. Part

III (Chapter 4) of this thesis dives into a more detailed survey of this method

introduced by Vazquez et al. [22].

Ancillary qubits in the context of [22] can be thought of as memory slots in

the quantum computer that hold the probabilities that the asset price evolves

from one price point to another (as it would, following a conventional stochastic

process). As explained in Part III, the suggested method approaches the process

of pricing financial assets with a binomial (trinomial) tree.

Similar to the target state expressed in Equation (1.32), the target state to

prepare and then include in the amplitude estimation algorithm for Part III is

∑
ν1,S1...νT ,ST


√√√√f(ν1 | ν0, S0) . . . f(ST | νT−1, ST−1)g(ST)

2lgmax
|1...1⟩+...

|ST ,νT ...S1,ν1⟩,

(1.33)

where |1, . . . , 1⟩ are all the ancillary qubits holding information (probabilities)

on the “stochastic” path of the underlying asset price and the financial con-

tract’s payoff.
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Finally, a quantum implementation of the Heston model on a state vector simu-

lator (error-free quantum computer simulator) is also discussed and an example

of the implied circuit is provided.
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Part II

Derivative Pricing Using

Price Registers
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Chapter 2

Distribution Loading

2.1 The Scalability Issue

Institutional investors such as banks and insurance companies manage billions

of US Dollars (and many other currencies omitted for simplicity’s sake). The

positions that these institutions take with financial derivatives will very often

involve millions of USD. This means that asset price variations in the order of

a tenth of a percentage point can have a significant impact for an investor.

To reach a level of precision that is satisfactory for the finance industry, simu-

lations have to allow a very fine discretization of asset price distribution. That

can only be achieved by increasing the number of qubits used to perform the

pricing.

As explained by Plesch et al.[19] and other authors, preparing an arbitrary

quantum state requires an exponential number of gates as the number of qubits

increases. This fact extends to the preparation of a quantum state that repro-

duces a target probability distribution. To get around this limitation, approx-

imations of those distributions can be prepared. These approximations open

the door to methods that scale polynomially in terms of gates as the number

of qubits composing the circuit increases. Two methods were explored for this

thesis, qGANs and the Potential Method.
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2.2 Quantum Generative Adversarial Networks

Note that this section borrows notation and content from Micheal Nielsen’s

online book Neural Networks and Deep Learning [15]. Quantum generative

adversarial networks (qGAN) were suggested among others by Zoufal et al.

in [23] as a tool to approximately replicate an empirical distribution through

a quantum state. In the context of quantum finance and derivative pricing

more precisely, the qGAN is said to learn the characteristics (mode, mean, and

standard error among others, if they exist) of an empirical price distribution. It

then tunes the parameters of a quantum circuit that will be used to prepare a

quantum state that is approximately equivalent to the empirical distribution.

2.2.1 Artificial Neural Networks

GANs and qGANs rely on the concept of artificial neural networks (ANN) first

introduced by McCulloch and Pitts in [13]. This virtual architecture loosely

replicates the chemical exchanges that happen between neurons in a brain. It

is made of multiple layers of nodes (or artificial neurons) that each receive an

input from a previous node, process the input using an activation function and

then send the function’s output to the following neurons. Weights and biases

are also an integral part of the network. They amplify or diminish a neuron’s

output before it reaches the next neuron.

The network begins with input nodes that carry the initial information to the

hidden layers. Hidden layers are the collection of artificial neurons where the

activation function is applied repeatedly and where the outputs are transferred

to the next layer of neurons. The final layer, or output nodes also receive the

previous layer’s output, but may apply a different activation function so that

the terminal output is interpretable.

An application of ANNs commonly used to introduce them is the identifi-

cation, by the neural network, of hand-written digits ranging from 0 to 9. In

this specific case, the digits are fed to the computer in the form of a pixel grid,

where each pixel has an intensity ranging from 0 to 1 (where 0 =white and 1 =

black) depending on the digit that was traced. This grid is then reorganized

into a single column of ordered pixels, constituting the vector that is the input

layer. The pixels’ value will be used as the inputs to the first hidden layer of
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Figure 2.1: Artificial Neural Network Diagram

the network and will go trough all the subsequent hidden layers.

The last hidden layer will transfer its outputs to the last 10 nodes each con-

taining a sigmoid activation function. In ideal conditions, the output node as-

sociated to the hand-written digit that was passed initially will output a value

close to 1. The nodes associated to all other digits will output a value close to

0. This situation occurs when the neural network is properly trained. Training

is achieved by modifying the weight given to each neuron’s output and its asso-

ciated bias until the network achieves a level performance that is adequate.

To formalize the concepts outlined in the previous paragraphs, let the input

layer be expressed as

[
a
(0)
0 a

(0)
1 a

(0)
2 . . . a

(0)
n

]⊺
, (2.1)

Each neuron in the first hidden layer of the network will receive an output

expressed as

a
(1)
0 = σ

(
w0,0a

0
0 + w0,1a

1
0 + · · ·+ w0,na

n
0 + b0

)
, (2.2)

40



where wk,n stands for the weight associated to the neuron k of the current layer

for the output coming from neuron n of the previous layer, b0 stands for the

bias associated with the nth neuron of the current layer, and σ represents the

activation function. To simplify notation, it is convenient to summarize the

outputs of the first hidden layer by using matrix notation to obtain

A1 ≜




a
(1)
0

a
(1)
1

...

a
(1)
n



= σ







w0,0 w0,1 . . . w0,n

w1,0 w1,1 . . . w1,n

...
...

. . .
...

wk,0 wk,1 . . . wk,n







a
(0)
0

a
(0)
1

...

a
(0)
n



+




b0

b1
...

bn






. (2.3)

2.2.2 Training ANNs

To train a neural network, we need a way for the computer to evaluate its per-

formance in order to make the best adjustments. A cost function C(w, b), which

takes as inputs all the weights and biases found in the network, can be used as

such feedback. The higher the cost function’s output, the worse is the network’s

performance. Thus, the computer tries to minimize the cost function’s output

to achieve optimal performance.

To determine how the weights and biases should be updated to increase perfor-

mance, the computer can rely on different methods. One of them is gradient

descent. As its name implies, gradient descent involves the calculation of the

cost function’s gradient. In this context, the gradient is defined as the vector

containing all the partial derivatives of the cost function with respect to each

weight and bias. It indicates the direction of the function output’s steepest

ascent. The gradient can be expressed as

∇C(−→W ) =
[

∂C
∂w0

−→
W ∂C

∂w1

−→
W . . . ∂C

∂wn

−→
W
]⊺
, (2.4)

where
−→
W is the vector containing all the network’s weights and biases. To

better understand gradient descent, it can be useful to visualize the 3D plot of

2-input function as in shown in Figure 2.2. In this case, the plot represents the

cost function’s output for two weights, x and y. The network’s objective is to

reach the weights that output the deepest point on the plot, which is equivalent
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Figure 2.2: Gradient Field (credit Christophe Finot, under CC BY-SA 3.0)

to optimal performance of the network. By using the negative of the gradient

(in other words, the direction of the output’s steepest decline), the computer

can identify which direction seems most appropriate to progress towards the

minimum. Training the network can be summarized as computing the partial

derivatives, tweaking the weights and biases based on the information provided

by the gradient, and repeating the process until a satisfactory solution is found.

2.2.3 Generative Adversarial Networks

Generative adversarial networks were first introduced in 2014 by Goodfellow

et al. in [9]. The authors build on the foundations of ANNs and introduce a

more complex structure comprised of two distinct neural networks called the

generator and the discriminator. Each of these networks has an input layer

and an output layer. Peculiarities of the GAN are that the generator’s output

nodes are the discriminator’s input nodes and that the discriminator has a single

output node.

While an ANN can be used to classify inputs into distinct classes, a GAN is

used to generate fake iterations of an object of interest. In the context of

the previous example involving hand-written digits, it means that the GAN,

if trained properly, is used to generate multiple fake iterations of hand-written

digits from white noise (a grid of pixels initialized randomly).

Training a GAN requires more steps than training a more conventional ANN.

It involves a zero-sum game where the generator and the discriminator each try
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to respectively minimize and maximize the cost function

Ex [log(D(x))] + Ez [log(1−D(G(z))] , (2.5)

where D(x) is the discriminator’s estimate of the probability that the genuine

iteration is real, Ex is the expected probability for all real iterations, G(z) is

the generator’s output given the white noise z, D(G(z)) is the discriminator’s

estimate of the probability that the fake iteration is real, and Ez is the expected

probability for all white noise inputs.

The discriminator’s role is to determine whether or not the data contained in its

input nodes (in other words, the generator’s output) is a plausible iteration of

the object. It is trained on real and fake iterations. Similarly to ANNs, training

is achieved through the tuning of weights and biases throughout both distinct

networks.

The generator’s role is to generate a high fidelity iteration from the input white

noise such that the discriminator classifies the fake iteration as real. Training a

GAN is a zero-sum game in the sense that increasing one of the two networks’

potency is necessarily detrimental to the other. A satisfactory generator is

obtained through a meticulous balance between both networks’ competence.

When the discriminator is too savvy, it is impossible for the generator to evolve.

Conversely, if the discriminator is too tolerant, the fake iterations will be of poor

fidelity.

2.2.4 Parameterized Circuits

Parameterized circuits consist of quantum circuits composed of multiple qubit

rotations and entanglement processes. A key aspect of these circuits is that

some or all qubit rotations that they hold can be tuned to generate particular

quantum states. While the phase induced by some or all of the rotations can

be variable, the architecture of the circuit itself does not change once it is set.

For example, the order of the gates and the qubits on which they act do not

change.

The circuit architecture suggested by Zoufal et al. in [23] is inspired by the

hybrid quantum-classical circuits that were brought forward by Peruzzo et al. in

[18]. These circuits, sometimes referred to as Variational Quantum Eigensolvers
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q0 : RY (θ[0]) • RY (θ[4]) • RY, (θ[8])

q1 : RY, (θ[1]) • RY, (θ[5]) • RY, (θ[9])

q2 : RY, (θ[2]) • RY, (θ[6]) • RY, (θ[10])

q3 : RY, (θ[3]) RY, (θ[7]) RY, (θ[11])

Figure 2.3: Example of a Two-Local Circuit

(VQE) were first introduced for use in quantum chemistry. The general idea

is that VQE can be used to find the ground state energy of molecules, which

can be represented as Hermitian matrices. The ground state is given by the

minimum eigenvalue of those same matrices.

2.2.5 Quantum GANs

The network suggested in [23] to prepare quantum states to approximate em-

pirical price distributions is hybrid. Its generator is a quantum circuit while

its discriminator is a classical neural network. The discriminator sources its

input by measuring repeatedly the quantum state prepared by the generator to

estimate the probability that each price (or bit-string) is measured.

The generator circuit is a parameterized circuit. More precisely, it is a two-local

circuit. This type of circuit is characterized by rotations applied to each qubit

and then followed by a specific entanglement process. This pattern of rotations

and entanglement is repeated several times depending on the task to accom-

plish and the desired level of complexity. When the generator is trained, the

rotations’ phase in the two-local circuit are modified to try to minimize the cost

function.

2.2.6 Training qGANs for Distribution Loading

Before diving into more detailed explanations of the training process, it is im-

portant to mention the key assumption on which relies the use of qGANs to load

empirical price distributions. To be relevant, the generator will have to learn

new distributions with unknown parameters quickly because of the perpetual

price changes in the markets. When the qGAN is trained, it learns to generate

one precise price distribution.
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For the purpose of an explicit example, consider that an asset’s price is assumed

to evolve following a geometric Brownian motion. This implies that a log-normal

distribution has to be prepared by the quantum generator circuit.

The learning is divided into epochs. For each epoch, a given number of

batches (made up of samples) is prepared. They are formed by shuffling the em-

pirical price distribution and splitting it into sub-groups. Ideally, every batch of

samples will have the same parameters as the empirical distribution as a whole.

Along with the empirical batches, the generator circuit will be run to create fake

batches of the same size. These real and fake batches are then used to train

the discriminator. Afterwards, the generator is trained using the samples it has

generated from white noise. Tweaks are made to the weights in the discrimina-

tor network and to the phases found in the two-local circuit. Once the network

has gone through all the batches of the epoch, a new epoch begins. Once again,

samples are drawn from the empirical distribution and the generator circuit is

run repeatedly to generate fake batches.

The optimizer that is used by Zoufal [23] for the discriminator network is AMS-

GRAD. It is close to the ADAM optimizer which is in turn derived from stochas-

tic gradient descent (SGD). Optimizers are the algorithms that compute the

gradient and select the best weights for the next update.

Borrowing Zoufal’s notation, the generator’s cost function is more precisely de-

fined as

LG(ϕ, θ) = − 1

m

m∑

l=1

log
(
Dϕ(g

l)
)

= −
2n−1∑

j=0

pjθ log
(
Dϕ(g

j)
)
, (2.6)

where pjθ = |⟨j|gθ⟩|2, the probability of measuring the price j given the quantum

state |gθ⟩ prepared by the generator circuit with a given set of parameters θ and

the current version of the discriminator network ϕ. Here, gl, ∈ {1, . . . ,m} rep-

resents a price (or bit-string) obtained from the measurement of the generator

circuit’s output. These m measurements are put together to obtain a train-

ing batch of size m. The equality found in Equation (2.6) stems from the fact

that the measurements (or draws) of the quantum state that compose a batch
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should give an accurate representation of the actual quantum state prepared by

the generator.

During training, the loss function LG(ϕ, θ) is optimized repeatedly. More pre-

cisely, the variation of the probabilities pjθ (or amplitudes) of measuring each

price with respect to a specific rotation parameter is calculated. Readers wish-

ing to know more on the computation of the gradients are guided to the original

article of Zoufal et al. [23] and to Mitarai et al. [14].

2.2.7 Testing

The code to run the training of the qGAN is available online and was used to

perform preliminary testing. Modifications were made to generalize the code so

testing was not performed on the exact same code as the one provided by the

authors. Thus, the observations that follow have to be taken very cautiously.

Dozens of runs were performed with varying sizes of quantum generators (Two-

Local circuit) and classical discriminators. Some training runs were initialized

with a random quantum state to be tuned by the qGAN. The main conclusion

from these runs is that the qGAN appears to fall very easily and quickly in local

minima without any possibility of escaping these “valleys”. Also, the parame-

ter values converged within a wide array of values depending on the runs, some

parameters bearing negative or positive values from time to time.

Other runs were performed with initial quantum states already prepared ac-

cording to a target distribution with known parameters. In these situations,

the qGAN always returned distributions further from the target distribution

and got trapped in a sub-optimal local minimum.

Another observed behavior is that, randomly selecting parameters and then

performing a very short or no optimization at all sometimes yielded results

equivalent to a proper optimization. Readers are advised to investigate these

issues further and to draw their own conclusions.
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2.3 Working with the Energy of the Wave Func-

tion

It was suggested by Chakrabarti et al. [4] to work with a potential and its

corresponding ground state to prepare a register that holds an arbitrary asset

price distribution.

The main intuition behind this method is that any specific potential (function)

has a specific wave function (or quantum state, in the perspective of quantum

computing) associated to it that minimizes a single particle system’s energy. A

potential function partially describes the amount of energy that a particle will

hold, given its position in space. Theoretically, the wave function minimizing

the system’s energy, called the ground state, is obtained by solving the potential

function’s corresponding Schrödinger equation. We can work with the relation-

ship between a given potential and its ground state to load arbitrary quantum

states in the computer.

Consider a single particle system such as a quantum harmonic oscillator (the

quantum counterpart of a harmonic oscillator that could be, for example, a pen-

dulum). It is possible to quantify this system’s energy. For an observable (i.e.

a unitary operator and physical quantity that can be measured) Ĥ, we have

Ĥ |ψi⟩ = Ei |ψi⟩ . (2.7)

with i = 0, 1, . . . ,∞ and En > Em if n > m. In other words, the eigenvalue Ei

of |ψi⟩ for the observable Ĥ is one of the possible energies of |ψ⟩.

Let |ψ⟩ be a general quantum state with

|ψ⟩ =
∞∑

j=0

cj |ψj⟩ . (2.8)

The average energy of |ψ⟩ defined as ⟨E⟩ is given by ⟨ψ| Ĥ |ψ⟩ which can be

computed by

⟨E⟩ =
∑

j

|cj |2Ej ≥ E0 (2.9)
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where ⟨E⟩ = E0 if, and only if, c0 = 1, meaning the quantum state |ψ⟩ = |ψ0⟩
is the ground state. The corresponding Hamiltonian Ĥ is decomposed as

Ĥ =
P̂ 2

2m
+ V (X̂). (2.10)

Equation (2.10) shows that a system’s total energy can be split in two con-

stituents: kinetic energy and potential energy. Here, P̂ corresponds to the

momentum operator that is required to quantify the system’s kinetic energy

and m corresponds to the particle’s mass. The operator X̂ is used to measure

the particle’s position, which is then fed to the potential function V . Just as it is

the case in classical physics, the particle’s potential energy will vary depending

on its position.

In the context of quantum computing, the basis states ranging from |0⟩ to

|n− 1⟩ (with n equal to the number of qubits involved) can be interpreted as

the particle’s possible positions in space. The squared amplitudes of each basis

state represent the probability of finding the particle at that position. Thus, it

is possible to emulate a quantum harmonic oscillator in a quantum computer

and to measure its energy.

The aforementioned approach to load an arbitrary price distribution (or quan-

tum state) relies on finding a potential function such that, when its ground state

is identified, this precise wave function corresponds to the target asset price dis-

tribution.

Solving a potential’s Schrödinger equation is usually far from trivial and, as ex-

plained in Section 2.1, the loading of the solution in a quantum register is likely

to be arduous. Combining classical and quantum tools allows us to approximate

the ground state.

The quantum tool in question is a parameterized circuit such as the ones in-

troduced in Section 2.2.4. It is used as the circuit’s fundamental architecture

since it can be used to prepare an extensive variety of quantum states simply

by tweaking the qubits rotations. A Two-Local circuit can be sufficient, de-

pending on the potential considered. The classical tool, on the other hand, is

an optimizer (Constrained Optimization by Linear Approximation (COBYLA)

or Sequential Least Squares Programming (SLSQP) algorithms, among others),
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that is used to modulate the two-local circuit’s rotations.

To approximate the potential’s solution to its Schrödinger equation, the opti-

mizer tries to minimize the system’s total energy (kinetic and potential energy).

The system’s energy is measured repeatedly using the Hamiltonian Ĥ from

(2.10) and the Two-Local circuit is tuned after each measurement to prepare

a wave function as close as possible to the potential’s “real” ground state (the

solution).

49



q
0
:

R
Y
(θ[0])

•
R

Y
(θ[4])

•
R

Y
(θ[8])

q
1
:

R
Y
(θ[1])

•
R

Y
(θ[5

])
•

R
Y
(θ[9])

q
2
:

R
Y
(θ[2])

•
R

Y
(θ[6

])
•

R
Y
(θ[1

0
])

q
3
:

R
Y
(θ[3])

R
Y
(θ[7

])
R

Y
(θ[1

1
])

m
eas

:
/
4

0 ��
1 ��

2 ��
3 ��

Figure 2.4: Potential Energy Circuit
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Figure 2.5: Kinetic Energy Circuit

While the particle’s position is sufficient to calculate its potential energy, a

change from the (computational) Z-basis (|0⟩ and |1⟩) to the X-basis is necessary

to quantify its kinetic energy. Therefore, measuring the particle’s total energy

requires the use and measurement of two distinct circuits. Both circuits share

the same two-local sub-circuit (with the same parameters) to prepare the wave
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function, but the kinetic energy circuit involves a QFT to execute the change

of basis. Once the potential and kinetic energy are quantified, they are added

together to obtain the total energy as prescribed by Equation (2.10).

Figure 2.4 shows the quantum circuit used to measure the particle’s potential

energy using four qubits. It consists only of the Two-Local sub-circuit with the

following parameters : a depth of 2, a linear entanglement between each set of

rotations using CX̂ (controlled-NOT) gates, and Y-axis (RY ) rotations. Figure

2.5 depicts the quantum circuit used to quantify the particle’s momentum. In

this figure, the Two-Local circuit is presented as an oracle (a black box), as

is the QFT needed to perform the change of basis. Readers interested in the

centered QFT can consult the supplementary material found in Ollitrault et al.

[17].

Using four qubits and the COBYLA optimizer for a potential function V (x) =

x2/2, which is a harmonic oscillator, it is possible to reach a wave function like

the one presented in Figure 2.6, approximating a normal probability density

function.

Figure 2.6: Momentum and Position of Particle Before and After Optimization

The lower graph in Figure 2.6 shows the probability of finding the particle

at each position before (blue dots) and after (yellow dots) optimization. Green
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lines show the analytical solutions to this simple example (i.e. the target state).

At initialization, all positions are equally probable. This is reflected in the up-

per graph showing the probability of finding the particle in each momentum.

The graphs are linked by a QFT. As the Heisenberg principle states, no in-

formation on the position of the particle yields certainty on the value of its

momentum (blue dot on top left-hand corner). Also, it turns out that the QFT

of the solution (upper graph) also approximates a Gaussian distribution but

this is attributable to the fact that the system is a harmonic oscillator and this

phenomenon is not true in general.
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Chapter 3

Arithmetic in Quantum

Computers

3.1 Sums and Weighted Sums

When determining a derivative contract’s value following the method presented

in [21], the function x+ presented in Section 1.1.1 has to be applied to the price

register. A comparator operator, equivalent to applying x+ and presented in

Section 3.2, can be built within the circuit. However, performing this operation

requires further preliminary operations on the price register (or multiple price

registers, depending on the number of price points required) when Asian options

or derivatives pertaining to baskets of assets are considered.

In those cases, a weighted sum (or a mean) of the price registers has to be

computed to be then compared to the instrument’s strike price K to determine

if the contract is ITM or OTM. Performing weighted sums requires the inclusion

of a new register |s⟩ to the circuit. Three types of gates are involved with this

type of weighted sums: NOT-Gates, CX̂-Gates (controlled-NOT), and Toffoli

(or CCX̂) gates. The adder circuit’s complexity level varies depending on the

price registers (single or multiple qubit registers) and on whether or not the sum

is weighted.
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The number of qubits m that compose the sum register |s⟩m is given by

m =

⌊
log2

(
n∑

i=1

ωi

)⌋
+ 1 (3.1)

where ωi stands for the weight attributed to the ith register (or integer) and ⌊x⌋
is the floor function which outputs the largest integer ≤ x.

As some readers might have guessed, the method presented in this section does

not allow fractional weights. Working with this constraint implies that the

weights have to be multiplied by a common factor to be integers. Thus, the

strike price must be scaled accordingly for a proper comparison with the sum

contained in the register |s⟩.

The gates are laid in the circuit according to a weight matrix Ω which holds the

binary representation of each ωi. This matrix will change in size and dimensions,

depending on the price registers (size and number) and the type of sum to be

performed.

3.1.1 Weighted Sum of Single Qubits

Suppose that n time steps are considered to price an Asian option and that

there are only two possible prices at each step. In this situation, only one qubit

per price register is required. Consequently, the weight matrix Ω has dimensions

n × n∗, where n∗ is the minimum number of classical bits needed to make the

binary representation of the greatest weight ωi. For example, let the integer 8

be the greatest weight attributed to a price register. Its binary representation

1000 (or 0001, depending on the convention big-endian or little endian) demands

four classical bits, so n∗ = 4. As the dimensions suggest, each line of the matrix

holds a weight in binary form and the columns share the bit significance with

Ωi,1 being the least significant bit in the string and Ωi,n∗ the most significant

one. Note that the weight matrix is defined using big endian convention.

For an explicit example, suppose that we have four single qubit price registers

|pi⟩ with i ∈ {1, . . . , 4} and the weight vector ω = (1, 3, 1, 4). The ensuing
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weight matrix Ω would be 


1 0 0

1 1 0

1 0 0

0 0 1



. (3.2)

Working with the same registers and weights introduced just above, the size of

the sum register |s⟩ following equation 3.1 is

⌊log2 9⌋+ 1 = 4. (3.3)

In certain circumstances, one or more carry qubits will be necessary to perform

the summation. The reader who is interested in calculating the number of carry

qubits and optimizing their use is guided to the Appendix of [21]. Summarized

briefly, the calculations rely on the fact that we know the weight that is at-

tributed to each price register and all possible values that they can hold. Thus,

the greatest possible sum is known and provides information on the appropriate

number of carry qubits to include in |s⟩.

The single qubit indices in the register |s⟩ are tied to the qubits’ significance

by subtracting 1 from the index. As it is the case with the column indices of

the matrix Ω, the significance increases with the index. For example, |s3⟩ has

a decimal value of 23−1 = 4. Bits in the state 1 found in the weight matrix

indicate which qubits |pi⟩ from the price register have to be added to which

qubit |sj⟩ of the sum register. In this specific example, bits at Ω1,1 and Ω2,1

require that the value of |p1⟩ be added to |s1⟩ and that the value of |p2⟩ be

added to |s1⟩ as well.

Adding a qubit’s value to the sum register involves two steps. First, a Toffoli

gate is needed to take into account the possibility of a carry bit (and incidentally

qubit). The Toffoli is controlled by the qubits |pi⟩ and |sj⟩, where i and j are

the same indices found in Ω, while the target of the bit flip is |sj+1⟩. Once the

carry has been taken care of with the CCX̂-Gate, the CX̂-Gate flips the qubit

|sj⟩.

Starting with Ω1,1 and going through each item in the rows of (3.2), we iden-

tify five additions to be performed in the specific example of this section. The

ensuing circuit is presented in Figure 3.1.
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Figure 3.1: Adder Circuit for Single Qubits with Weights (1,3,1,4)

Discerning readers will note that no Toffoli gate was placed for Ω1,1. This is

simply because it is the first addition and the whole sum register |s⟩ is initialized
in the state |0⟩. Thus, handling a possible carry bit is superfluous.

If we follow the simple case where all prices are in the state |1⟩, we would

measure the qubits of the register |s⟩ in the state |1001⟩, which is equivalent to

9, or, in other words, the sum of the weights that were attributed to the different

prices in the example. When pricing derivatives, the register |s⟩ is used instead

of the price register |p⟩ for comparison purposes with the strike price K in the

comparator circuit presented in Section 3.2.

Before concluding this section, it is important to mention that the index i in

the present context of sums of single-qubit integers can be used interchangeably

to refer to the ith qubit and the ith price. It will not be the case in the next

section where the index i will refer only to the ith price, and consequently to a

group of multiple qubits.

3.1.2 Sum of Multi-Qubit Integers

Assuming that an asset price can only take two values at each time step is some-

what simplistic. The circuits need to allow more prices per step for them to be

useful when pricing, for example, Asian options. This requires the introduction
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of sums on multi-qubit integers.

Sums of multi-qubit integers call for a more specific type of weight matrix Ω.

Let

|p⟩N =
∣∣∣p(1)1 . . . p(1)n1

. . . p
(i)
1 . . . p

(i)
k . . . p(i)ni

. . . p
(n)
1 . . . p(n)nd

〉
(3.4)

be the group of qubits holding all prices that will be reached at each time step

with the indices ni indicating the last qubit of a given integer (price) i. The

index n conveys the same meaning as it did in Section 3.1.1. That is, the number

of prices (or time steps, depending on the contract) used to price the financial

contract. The size of |p⟩N is given by

N =

d∑

i=1

ni. (3.5)

or, in other words, the number of qubits required to express all prices at all time

points.

Like the sum register |s⟩ from Section 3.1.1, qubits representing the ith price

ranging from p
(i)
1 to p

(i)
ni in the price register are ordered from least to most

significant in terms of their decimal value (given by 2k−1, ). Adding multi-qubit

integers is equivalent to setting predetermined weights to the price qubits. The

weights are simply powers of 2. This results in identity matrices that can be

concatenated to build Ω and to achieve the sum. More formally, as presented

in [21], the weights attributed to each qubit in an integer (price) result in the

vector

ω = (20, . . . , 2n1−1, 20, . . . , 2ni−1, 20, . . . , 2nd−1). (3.6)

For an explicit example, consider two time steps (prices), the first with a three-

bit binary representation and the second with a four-bit binary representation.

The resulting weight vector ω would be (1, 2, 4, 1, 2, 4, 8). The identity matrices

Ini
to be concatenated stem from the binary representations of the weights

(1 = (001)2, 2 = (010)2, 4 = (100)2, etc., according to the convention mentioned

in Section 3.1.1). Since the number of possible prices at each point (and therefore

the size of the weight rows) can vary, some sections of Ω have to be “padded”

with 0’s. The concatenation can be expressed as

Ωn×n∗ = (In1×n∗ , . . . , Ind×n∗) (3.7)
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with n∗ equal to the longest bit-string found in |p⟩N and Ini×n∗ = (Ini , 0ni×(n∗−ni)),

or more explicitly, the identity matrix attributed to integer i and padded with a

zero matrix. Considering the three- and four- bit prices from above, the process

would yield

Ω7×4 =




1 0 0 0

0 1 0 0

0 0 1 0

1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1




(3.8)

When the adder circuit is built from (3.8), the result is that additions are only

performed on |pk⟩ and |sj⟩ with k = j, contrasting with Section 3.1.1 where the

value of |pi⟩ could be added to more than one qubit in the register |s⟩.

3.1.3 Weighted Sum of Multi-Qubit Integers

To compute prices ST for baskets of unequally-weighted assets, it is necessary

to perform a weighted sum of multi-qubit prices. Building on the notions intro-

duced in Sections 3.1.1 and 3.1.2, it is possible to construct a matrix Ω leading

to the appropriate circuit.

To achieve that, we start from the matrix found at (3.8) and we “weight” each

sub-matrix Ini×n∗ . More formally, we perform

Ωn×n∗ = (w1 · In1×n∗ , . . . , wd · Ind×n∗). (3.9)

Weighing the sub-matrices Ini×n∗ is achieved by shifting the bits found in the

identity matrix Ini
that compose Ini×n∗ . The required bit shift is given by the

value of wi, and more precisely its decomposition in binary form. Suppose that

wi = 5 ≜ (20 + 22). We can list the powers as B = {0, 2}.

The new matricesM replacing the sub-matrices Ini
are obtained by shifting the

diagonal according to the powers of 2 required to express the decimal value of

the weight. Starting with a zero matrix Oni×ni
, consider only the elements of
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the diagonal Or,s with r = s. Bits in the state 1 have to be inserted at positions

O1,s+b, O2,s+b, . . . Oni,s+b ∀b ∈ B. (3.10)

For an explicit example, consider a three-qubit integer with w = 5 (see binary

decomposition above). We add diagonals of 1’s on the elements

O1,1;O2,2;O3,3 and O1,3;O2,4;O3,5. (3.11)

The dimensions of the matrix O3×3 change to M3×5, resulting in the matrix

Mi =



1 0 1 0 0

0 1 0 1 0

0 0 1 0 1


 . (3.12)

As a reminder, the matrix in (3.12) replaces one of the identity matrices Ini

introduced in Section 3.1.2. The increase in dimensions for the matrices O

implies that the size of Ω will also increase.

The number of columns pi composing the matrix Mi is given by

pi = ni +Max(B) (3.13)

where B consists of the list of all powers of 2 needed to express the weight wi

in binary form. Thus, Mi has dimensions ni×pi. The matrix Ω has dimensions

N × n′ with

n′ = n∗ + (Max({p1, . . . , pn})− n∗)
+
. (3.14)

Since the matrices Mi have varying dimensions, the “padding” process using

null matrices also has to be applied to weighted sums of multi-qubit integers

as well. The filling matrix 0i has dimensions ni × n′ − pi. Finally, Ω can be

mapped as

ΩN×n′ =




M1n1×p1
, 0n′−p1

M2n2×p2
, 0n′−p2

...
...

Mnnd×pn
, 0n′−pn



. (3.15)

Once ΩN×n′ is obtained, the adder circuit is assembled according to the the

principles explained in previous sections with the same set of gates (X̂ and CX̂-

60



gates and Toffoli). Because weighted sums involve a greater number of qubits

than the other simpler sums, readers are advised to refer to Appendix 3 in [21]

to optimize the use of carry qubits and reduce the size of the circuit.

3.2 Comparator Circuit

The comparator circuit suggested in [21] and introduced by Cuccaro et al. [7]

can be used to trigger controlled rotations if the realized asset price(s) make

the derivative contract in-the-money. It relies on the fundamental classical

circuit of the ripple-carry adder. This classical circuit allows the addition (and

incidentally the subtraction) of (binary) integers.

While it seems from a high level (from the user’s perspective) that computers

can perform subtraction operations, they are still additions at the lowest level.

One system that can be used to work around this is to add the binary two’s

complement of the number we want to subtract. When this system is used, the

most significant bit of the bit-string is used to indicate if the number is positive

or negative. Bit 0 is used for positive numbers while bit 1 indicates a negative

number. When working with the two’s complement, bit-wise addition will result

in a bit overflow. This precise phenomenon is used to determine if ST is greater

than the strike price K.

To perform the comparison between ST and K, two registers have to be added

to the quantum circuit. The first register |a⟩n is composed of n ancillary qubits

used to hold the addition’s carry bits and the second, |c⟩, consists of a single

qubit that will take value |1⟩ if ST > K and 0 otherwise in the case of a

European call. This qubit acts as the control qubit for the payoff rotation. The

gates and the number of gates that are used to build the comparator circuit

depend on the binary representation of the strike price.

The two’s complement of the binary representation of K is held in a classical

register t[n] where each t[k] with k ranging from 0 to n takes value 0 or 1. The

gates involved are the Toffoli and OR gates. A Toffoli gate is applied as the

kth gate (or more exactly operator, since many gates are involved) of the circuit

if t[k] = 0 and the OR gate (operator) is applied if t[k] = 1. For an explicit

example, suppose that we are pricing a European call option with a strike price

61



|a⟩ X • X

|b⟩ X • X

|c⟩ X
⊕

(a) OR Gate

|a⟩ •
|b⟩ •
|c⟩ ⊕

(b) Toffoli Gate

Figure 3.2: Comparator Gates

K = 5 and that ST = 7 . Their respective binary representations are

(5)10 = (0101)2 and (7)10 = (0111)2. (3.16)

The two’s complement of (0101)2 is (1011)2. Adding them bit-wise yields

1
0
1
1
1
11

+ 1011

10010

(3.17)

which is the binary representation of 2. We can see that bit-overflow has added

a fifth bit of value 1. This operation is reproduced in the comparator circuit to

signal that ST > K. Figure 3.3 shows the resulting circuit where |q3q2q1q0⟩ (or
|p3p2p1p0⟩ for figures shown in previous sections) takes the value |0111⟩. The

circuit was built based on t[k3k2k1k0] = [1011] ≜ OR− Toff −OR−OR since

the strike price is (1011)2. The extra CX̂-Gate found at the end of the circuit

on qubits |a4⟩ and |c⟩ places the qubit |c⟩ in the state |1⟩ to allow the controlled

payoff rotation.

62



q0 : X • X

q1 : X • X

q2 : •
q3 : X • X

a0 : X • X

a1 : X X • X

a2 : X •
a3 : X • X

a4 : X •
c :

Figure 3.3: Comparator Circuit for K = (1011)2

3.3 Multi-Qubit Controlled Rotations

This section introduces the suggested technique and relevant gates presented in

[21] to perform multi-qubit controlled rotations. The Y-axis rotations place the

last qubit (register) |e⟩ in the state

|e⟩ = cosφ |0⟩+ sinφ |1⟩ (3.18)

with φ representing the payoff (obtained with the function g) of the financial

derivative for a given terminal underlying asset price (or mean, or basket price,

etc).

The multi-qubit rotation is in fact composed of several distinct single-qubit

controlled rotations as shown in Figure 3.4. Each controlled Y-Rotation has

a predetermined “angle” associated to it based on the possible values that the

payoff can take. Note that the payoff is normalized. Summarized briefly, each

payoff is divided by the greatest payoff possible so that they can be given directly

as angles (parameters) to the controlled Y-Rotation gates. Note that the actual

payoff transformations and remapping involve more operations than a simple

normalization, but they are beyond the scope of this thesis. Readers seeking

more detailed explanations are guided to the article [21] itself.
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Figure 3.4: Decomposition of the Payoff Rotation

The group of single-qubit controlled rotations can be considered as a func-

tion f : {0, 1 . . . , 2n−1} → [0, 1]. Put in words, the function f will output a

value (a rotation) between 0 and 1 (the remapped payoff) depending on the

price held in the price register |p⟩. Borrowing parts of notation, this function

is linear and comprises a Y-Rotation RY1
with value f0 first performed on the

qubit |e⟩ independent from the price held in |p⟩.

The first controlled rotation RY2
is given a value (parameter) f1 depending on

the payoffs. Subsequent controlled rotations are given a parameter equal to the

original parameter f1, multiplied by a power of 2. These powers are given by

the control qubit’s significance. Here, the parameter given to RY3
is 21f1 = 2f1

and the parameter associated to RY4
is 22f1 = 4f1. Note that the parameter for

RY2
could be expressed as 20f1 = f1 in accordance with the first qubit’s signif-

icance. The resulting payoff rotation RY in this example is given a parameter

equivalent to f0 + f1 + 2f1 + 4f1 decomposed in a series of “smaller” rotations.

Finally, it is very important to keep in mind that the resulting rotation RY

must be itself controlled by the comparison qubit |c⟩ which determines if the

financial contract is in or out the money.

Because a transformation of the derivative’s payoff φ is encoded in the ampli-

tude of |e⟩, the measurement of the qubit does not yield the payoff directly.

There is also an added layer of transformations that is required for the phase

estimation circuit (amplitude estimation) to handle the payoff. Once again,

these transformations and the technical details required to interpret the mea-

surements made through phase estimation are beyond the scope of this thesis

and the interested readers are advised to refer to the relevant references already
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mentioned.

A potential issue with this approach is that, as the number of possible payoffs

increases, the parameters associated to each controlled sub-rotation has to de-

crease so that smaller angles can be attributed to more payoffs. Contemporary

quantum computers may not allow such precise rotations. A similar issue is

discussed with the method presented in Part III.
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Part III

Heston Model on a

Quantum Computer
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Chapter 4

Numerical Example

4.1 Overview of the Heston Model

The Heston model was introduced by Steven L. Heston in [12]. An advantage

offered by this model over the Black-Scholes framework and ensuing formula

is that the former does not necessarily imply that market log returns are nor-

mally distributed. Building on the work of Cox, Ingersoll, and Ross [5], the

Heston model introduces stochastic volatility and the volatility of volatility pa-

rameter, contrasting with Black and Scholes’s assumption of constant volatility.

Two stochastic processes are used to explain market dynamics according to this

model. The first stochastic differential equation (SDE)

dνt = κ(θ − νt)dt+ ξ
√
νtdW

ν
t (4.1)

defines the dynamics of the volatility while the second SDE defines the asset

price evolution

dSt = µStdt+
√
νtStdW

S
t . (4.2)

Starting from an initial variance ν0, the volatility (or variance) evolves according

to θ, the long-run variance; κ, the mean reversion coefficient; and ξ, the volatility

of volatility parameter. BothW ν
t andWS

t are Wiener processes with correlation

ρ, and µ is the asset’s average return. All parameters are assumed to be positive,

except for µ ≥ 0 (still, the model allows negative expected returns) and ρ ∈
[−1, 1].
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The correlation between theWiener processes can be used to model, for example,

the leverage effect documented by Bouchaud et al. in [1] and various other

authors. Briefly summarized, the leverage effect is the increase of the volatility

when the asset price decreases. In other words, the leverage effect implies that

ρ ∈ [−1, 0[. A closed-form solution to price European call options is derived

from the SDEs in [12] and investors use the model in different contexts to

derive (approximate) solutions for numerous purposes. Discretized versions of

Equations 4.1 and 4.2 can be used as a market dynamic to perform Monte Carlo

simulations when the financial derivatives being priced are more complex.

4.2 Quantum Heston Model

The quantum circuit proposed by Vazquez et al. in [22] to handle the Heston

model on a quantum computer was extended and implemented on a state vector

simulator. For the implementation on a quantum computer, the PDEs have to

be discretized, just as they have to be when simulating trajectories on a classical

computer. Working with a time interval [0, T ] partitioned on time steps of value

∆t yielding {0,∆t, 2∆t, . . . , T−∆t, T}, the discretized versions of (4.1) and (4.2)

using a Euler-Maruyama scheme are respectively

νt+∆t − νt = κ(θ − νt)∆t+ ξ
√
νt
√
∆tXν

t (4.3)

and,

St+∆t − St = µSt∆t+
√
νtSt

√
∆tXS

t (4.4)

where Xν
t and XS

t are random variables with a standard (multivariate) normal

distribution with correlation ρ. To simplify the explanations regarding the im-

plementation of the model, we will set ∆t = 1.

Implementing the quantum counterpart of the classical Heston model is similar

to working with a binomial or trinomial tree (See Figure 4.1) with the distinc-

tion that all possible values for νt+1 and St+1 can be reached regardless of νt

and St. The initial variance ν0 and asset price S0 are observed (deterministic);

νt and St are sample values at each time step t ∈ [∆t, T ].
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Figure 4.1: Comparison with the Binomial Tree

When working with binomial or trinomial trees, the value of the financial

derivative can be evaluated by first computing the payoff with g(ST) at all the

terminal nodes (or the whole trajectory, in the case of Asian options), and then

calculating the sum of all payoffs weighted by the probability to reach each node.

The same is done with the quantum implementation of the Heston model.

The probability of reaching a final node in the binomial tree is given by the

probability that the asset price follows one of the possibly many trajectories that

lead to it. The probability that the asset price follows one precise trajectory is

obtained by multiplying together the probabilities of reaching each node that

compose the trajectory of interest.

In the context of the quantum Heston model, the probability of reaching a

specific value for St+1 will depend not only on St, but also on νt. More formally,

f(νt+1, St+1 | νt, St) (4.5)

expresses the probability of reaching specific values of νt+1 and St+1 given the

current “nodes” νt and St. To simplify the implementation on a state vector

simulator, the sampling for the random variables Xν
t andXS

t found in Equations

(4.3) and (4.4) are assumed to have a correlation of ρ = 0 (uncorrelated). This

allows us to decompose the trajectory in two probability functions

f(νt+1, St+1 | νt, St) ∼ f(νt+1 | νt)f(St+1 | νt, St). (4.6)
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Using the properties of the mean and variance, it is possible to derive the fol-

lowing distribution parameters for νt+1 and St+1 conditional on (νt, St):

νt+1 ∼ N (νt + κ(θ − νt)∆t, ξ
2νt∆t)

St+1 ∼ N (St + µSt∆t, νtS
2
t∆t) (4.7)

Notice from Equation (4.7) that the variance [νtS
2
t∆t] of St+1 is dependent on

the volatility νt even if the stochastic processes are uncorrelated.

The probability of νt+1 and St+1 reaching specific values given the current values

for νt and St is estimated by the probability that a Normal random variable

(with a distribution given by (4.7)) falls inside a given interval around the node.

Relying on the notation found in Figure 4.1, the interval assigned to the value

ν
(j)
t (or S

(j)
t ) of a node is defined by

[(ν
(j−1)
t + ν

(j)
t )/2, (ν

(j)
t + ν

(j+1)
t )/2]. (4.8)

More precisely, we select a finite set of real numbers {ν(1)t , . . . , ν
(n)
t } with ν

(1)
t , <

ν
(2)
t , . . . , < ν

(n)
t for a time step t. To each number in this set, we assign the

probability that a Gaussian random variable takes value in the interval [(ν
(j−1)
t +

ν
(j)
t )/2, (ν

(j)
t + ν

(j+1)
t )/2], for j = 1, . . . , n, setting ν

(0)
t = −∞ and ν

(n+1)
t = ∞.

In other words, the interval associated with the lowest value ν
(1)
t will reach −∞,

while the one associated with the highest value ν
(n)
t will reach ∞. For an explicit

example, consider the interval {0, 1, 2, 3} as the set of possible values for St+1.

Figure 4.2: Working with the Grid and the Gaussian Distribution
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The interval [νa, νb] attributed to the lowest value, here 0, will range from

[−∞, (0+ 1)/2] = [−∞, 0.5]. In the same fashion, the interval attributed to the

scenario St+1 = 1 will be [0.5, 1.5]. Because the next price and volatility level

both depend on the current time step, the distribution parameters change at

each time step.

Using the Gaussian error function to perform the integral on intervals of the

density functions, the probability of reaching the interval [νa, νb] attributed to

ν
(j)
t is given by

1

2

(
erf

(
νb − νt − κ(θ − νt)∆t√

2ξ2νt∆t

)
− erf

(
νa − νt − κ(θ − νt)∆t√

2ξ2νt∆t

))
, (4.9)

and the probability of reaching the interval [Sa, Sb] attributed to S
(j)
t is equal

to
1

2

(
erf

(
Sb − St − µSt∆t√

2νtS2
t∆t

)
− erf

(
Sa − St − µSt∆t√

2νtS2
t∆t

))
. (4.10)

The probability of reaching a final node ST is defined as

f(ST | ν0, S0) =
∑

ν1,S1...νT−1,ST−1

f(ν1 | ν0, S0)f(S1 | ν0, S0) . . .

f(νT−1 | νT−2, ST−2)f(ST−1 | νT−2, ST−2)f(ST | νT−1, ST−1).

(4.11)

The Heston model and its quantum implementation can lead to the preparation

of a quantum state that can be used within the algorithm of amplitude estima-

tion to allow the quadratic speed-up. Thus, the target state is close to the one

presented in Equation (1.32) and it relies on multiple ancillary qubits to hold

all the information on the trajectory of the asset price.

In the specific context of ρ = 0, the necessary gates can be divided in two

sub-groups, f
(t)
ν and f

(t)
S . Their respective effect can be expressed as

f (t+1)
ν |0νt+1νt⟩ =

√
1− f(νt+1 | νt) |0νt+1νt⟩+√
f(νt+1 | νt) |1νt+1νt⟩ (4.12)
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and

f
(t+1)
S |0St+1Stνt⟩ =

√
1− f(St+1 | νt, St) |0St+1Stνt⟩+√
f(St+1 | νt, St) |1St+1Stνt⟩ . (4.13)

While the operator shown in Equation (4.12) acts as a rotation on an ancillary

qubit controlled only by the preceding and current values of ν, the operator in

Equation (4.13) depends on the preceding and current values of S and preceding

values of ν. It is important to note that the variables found in the kets have to

be interpreted as registers composed of one or more qubits, depending on the

number of k possible values for a given time step (log2(k) gives the number of

qubits in the register St or νt).

One more gate that has to be applied once at the end of the circuit is the payoff

gate (shown here for a European option)

ĝ |0ST⟩ =
√

1− g(ST)/gmax |0ST⟩+
√
g(ST)/gmax |1ST⟩ . (4.14)

The payoff function’s output has to be normalized with gmax so that the squared

amplitudes in Equation (4.14) sum to one. Here, gmax is the greatest output

possible for the function g given all possible values for ST, be it a single price

or an average price over a time interval. This normalization is performed for

reasons similar to the ones mentioned in Section 3.3.

Using the controlled rotations shown above on ancillary qubits, we create a

superposition of all possible trajectories

∑
ν1,S1...νT ,ST


√√√√f(ν1 | ν0, S0) . . . f(ST | νT−1, ST−1)g(ST)

2lgmax
|1...1⟩+...

|ST ,νT ...S1,ν1⟩,

(4.15)

where l represents the number of ancillary qubits found in the circuit and |1 . . . 1⟩
is the state where all ancillary qubits are in the state |1, . . . , 1⟩. Thus, the

probability of measuring all ancillary qubits in the state 1 is equal to

p1...1 =
1

2lgmax

∑

ν1,S1...νT ,ST

f(ν1 | ν0, S0) . . . f(ST | νT−1, ST−1)g(ST) (4.16)
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and the expected payoff is given by

ḡ = 2lgmaxp1...1. (4.17)

4.3 The Quantum Circuit

Before describing the circuit in further details, it is essential to note that the

quantum computer’s stochasticity is not used to generate the trajectories, but

rather to hold them all at the same time in memory to perform amplitude

estimation. In this specific implementation of the Heston model, the probabil-

ities associated to the nodes are pre-computed classically to allow the use of

uniformly-controlled rotation gates to perform the operations shown in Equa-

tions (4.12) to (4.14).

Figure 4.3 shows the resulting circuit for four time steps (S1 to S4 and ν1 to ν3),

excluding S0 and ν0, whose values are given and consequently do not have to

be kept in the quantum computer’s memory. This circuit can be used to price

an Asian option.

The register S1 is a single qubit and admits two possible prices, while the regis-

ters S2 through S4 admit four prices. The volatility registers νt all admit only

two values. The register sizes have been set arbitrarily, but it is reasonable to

assume smaller sets of values for the volatility since it is more stable in time than

asset prices. The integers on the left hand-side of each gate indicate which qubits

act as control qubits for the rotation of the associated ancillary qubit. A clas-

sical register of eight bits is added and measurements are performed on all the

ancillary qubits to estimate the expected value of the payoff. Hadamard gates

are applied to all qubits that compose the registers holding prices or volatility

levels For this specific method, the number of ancillary qubits is given by 2T

since a trajectory is composed of T time steps, T − 1 volatilities and an extra

ancillary qubit to hold the value of the payoff. Note that this implementation

is made on a very small scale and the level of complexity and precision that it

allows is far from industry standards.

All possible bit-strings for each register have a parameter (and indirectly an

angle) θ of rotation on the Y-axis of the Bloch sphere assigned to them. For
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Figure 4.3: Quantum Heston Circuit
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both νt and St, θ is given by the relation

sin2(θj/2) = f(νt+1,j | νt, St) (4.18)

with j ranging through all the possible values (or nodes) for ν or S at a given

time step t+ 1. Note that, depending on the option type, at least one or more

registers will act as a control for the payoff rotation.

When pricing an Asian option, all of the price registers St have to be considered

since the payoff is dependent on the whole trajectory of the underlying asset

price and not its terminal value only. To handle this situation, a uniformly-

controlled gate with all price qubits as controls has to be added, as shown in

Figure 4.3. The use of this precise type of gate implies that all possible payoffs

for all possible trajectories have to be computed, assigned to a parameter θ, and

normalized (divided by the greatest possible payoff).

It is clear that the number of possible payoffs grows very quickly with more

granular trajectories (more time steps) to the point where it cannot be managed

efficiently on a classical computer, hurting the method’s long term prospects.

The parameters to encode the payoffs in the ancillary qubit |g⟩ are assigned

to each trajectory using the relationship presented in Equation (4.18) and by

changing the right-hand part of the equality by g(S1, S2, . . . , ST )/gmax. For Eu-

ropean options, only ST and its constituent qubits are used as controls, greatly

reducing the gate’s complexity.

Implementing the Heston model on a quantum computer with the method exhib-

ited in this present chapter is not a viable option when considering the number of

trajectories that would be required to make the circuit interesting industry-wise.

In fact, because the number of possible trajectories scales exponentially with the

increase in the number of steps ∆T , the probabilities, and consequently, the an-

gles of rotation associated to the different paths become increasingly smaller. It

does not take long before it becomes impossible with the current technology to

perform rotations with such precision. Also, there is an exponentially increas-

ing need in classical computer memory to hold the probabilities of reaching

each node. New gates will have to be designed to allow correlations ρ ̸= 0 and

to work around the classical computations of probabilities. Loading random

distributions in a quantum computer is a challenge that other fields of quan-
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tum computing are also facing and a solution to it could well expand beyond

quantum finance.

4.4 Comparison Between Parts II and III

This section summarizes and contrasts in the clearest way possible the methods

exposed in Parts II and III (which will be referred to, from now on, as method II

and method III) to price options. It is important to bear in mind that the com-

parison is made with the quantum implementation of the Heston model shown

in Part III and that the arguments could very well change, would the method

(gates, operators) used to implement it differ.

One of the key aspects discerning method II from method III is that the price

registers (and volatility registers, in the case of Heston) found in III are placed

in a superposition such that all possible states that can be expressed with

the qubits that compose the registers all share the same probability of being

measured. As mentioned earlier, this superposition is achieved by applying

Hadamard gates to all qubits holding prices or volatility levels at the beginning

of the circuit.

On the other hand, when working with method II, each price register used to

hold a group of prices at a given time step has to be prepared so that the proba-

bility of measuring each state (price) reflects a specific probability distribution.

Such preparation will likely rely on approximations since the methods known at

the time of writing to accomplish this task scale exponentially. As a reminder,

in method II, the registers holding prices (such as |p⟩) are not measured directly.

The probability for the qubits to collapse to one price or another in each reg-

ister are reflected in the probability that the subsequent arithmetic operations

are performed and ultimately that a specific payoff rotation is executed. Con-

versely, in method III, every uniformly-controlled rotation is equally likely to be

performed. The different probabilities that the asset price and volatility follow

a specific path only come into play through the rotations of the ancillary qubits.

Another distinction arising from comparing both methods is that method III
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does not rely on adder and comparator circuits, eliminating the ancillary qubits

associated to those sub-circuits. Still, ancillary qubits holding probabilities or

payoffs in their amplitude have to be added. The group of ancillary qubits found

in method III has the same purpose as the qubit |e⟩ used in method II. It is used

to hold, through each ancillary qubit’s amplitude, probabilities and the value of

a payoff. The difference is that, in method III, we want to measure a sequence

of ancillary qubits each in the state |1⟩, whilst we are only interested in a single

qubit, |e⟩, in method II.

Finally, one could argue that the uniformly-controlled rotations of method III

can be compared to the qGANs or the method of the potential presented in

Part II. While they have the same objective, they have different intermediate

outcomes.
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Chapter 5

Conclusion and Outlook

5.1 Thesis Summary

This thesis intends, first, to close the gap between fundamental financial con-

cepts and specific notions of quantum computing needed to harness the power

of quantum computers to perform financial computations. Chapter 1 introduces

common financial derivatives and lays the foundations on which more complex

contracts can be built. It also introduces the underpinnings of quantum com-

puting to make the circuits and the operators more accessible to a wide array

of readers from different fields of expertise.

Secondly, it aims to dive deeper into certain algorithms and smaller-scale circuits

by giving examples on how the circuits can be built concretely and what oper-

ations they perform more precisely. This thesis is not an overview of quantum

finance as a whole, but is rather a tool to get closer to actual option pricing

on quantum computers. It shows how to implement some of the algorithms

and identifies other research channels relevant to financial derivative pricing on

quantum computers. Chapter 2 presents a discussion on methods that were

previously suggested by authors to load random distributions in a quantum

computer.

Chapter 3 provides more detailed explanations on the gates required to perform

the computations and how the sub-circuits work together to obtain the expected

payoff of a financial derivative. Finally, Part III presents an alternative method

to price financial derivatives on quantum computers that allows to work around
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the loading of a random distribution. It offers its own set of challenges and

advantages.

5.2 Further Research

5.2.1 Loading Random Distributions

It is clear that progress has to be made in the loading of random distributions

in a quantum computer, especially when method II is considered. New deep

learning algorithms to come could be used to train the qGANs. Other structures

(than Two-Local) for variational quantum circuits could also be considered.

Another interesting research path would be to investigate the variety of (or lack

of) distributions that can be prepared with different functions of potential. It is

also possible to load probability distributions by working with tensor networks

and this approach should be further investigated.

5.2.2 Correlations in the Heston Model

As explained in Chapter 4, uniformly controlled gates are not a viable solution

to implement the Heston model on a quantum computer. Two related research

paths that could merge eventually are designing gates that allow correlation

between the asset’s return and its volatility capitalizing on entanglement to

manage the probabilities of following each trajectory (admitting that it is the

most efficient way to reach the quantum state of interest).

5.2.3 Scalability Analysis

Another very interesting avenue of research is to analyze how each sub-component

(or algorithm) presented in both methods scales in terms of the number of oper-

ators, their complexity, and the number of qubits required to reach circuit sizes

that have practical applications in the industry. While some authors state that

the algorithms they present will theoretically scale polynomially or logarithmi-

cally, those algorithms often require extra resources when they are implemented

on an actual quantum computer.

Furthermore, even if each sub-component scales in a reasonable manner, it does

not necessarily imply that the combination of these algorithms will scale well.

Also, there is no guarantee that the promised quantum speedup is not offset
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by one or more algorithms preceding amplitude estimation. Take, as examples,

the computational cost of training a qGAN or finding the ground state of a

system. It would be useful to identify each circuit’s bottleneck, if any, to evalu-

ate whether or not near-term technological progress will make quantum option

pricing applicable.

5.2.4 Broadening the Quantum Finance Spectrum

While this thesis focuses on derivative pricing and speeding-up the convergence

rate of Monte Carlo simulations, capabilities of quantum computer extend to

other finance domains such as risk modelling and (portfolio) optimization. The

quantum finance survey of Herman et al. [11] lists different courses that quan-

tum finance could take in the near future. At such an early stage of quantum

finance, a lot of the work to be done can be summarized as translating the

classical finance problems in quantum terms and then seeing how they can be

solved in a more efficient or effective way.
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